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ABSTRACT

Specialized hardware accelerators are becoming increasingly prevalent due to their per-
formance and energy advantages over general-purpose CPUs. In addition to existing
accelerators such as GPUs, recent academic proposals include applications from databases
to graph processing to neural networks to approximate computing.

With the explosion of accelerator types, third-party design is becoming more common
and industry is providing interfaces for attaching FPGA accelerators to host systems. In the
future, 3D die stacking may open further possibilities for third-party accelerator markets.

However, there has been little discussion of the security and reliability concerns associ-
ated with accelerators, especially powerful accelerators that perform potentially dangerous
operations such as accessing host memory. Unfortunately, it is extremely difficult to ensure
that a non-trivial accelerator has no flaws, even with traditional first-party design. Further,
there are known incentives for nation-states to tamper with hardware designs.

In this dissertation, we explore the potential security and reliability impacts of ac-
celerators. We first construct a taxonomy of accelerator security threats to highlight the
potentially non-intuitive consequences that a misbehaving accelerator can have on the
operating system and applications that never access the accelerator.

We then address two specific security and reliability challenges for accelerators that
share a memory space with the host system and which benefit from maintaining caches. To
prevent a misbehaving accelerator from making erroneous or malicious reads and writes
to host memory, we propose Border Control, which enforces traditional per-page process
permissions on accelerator memory requests. Border Control checks that memory accesses
from the accelerator are to appropriate addresses.

To allow safe accelerator coherence, we propose Crossing Guard: a coherence interface
between the accelerator and the host. It provides the accelerator designer with a single,
standardized coherence interface regardless of the specific protocol used by the host system,

simplifying accelerator cache coherence development. For the host designer, it provides
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guarantees as to what types of messages the accelerator can send and when, providing
safety regardless of accelerator bugs or misbehavior. The combination of Border Control
and Crossing Guard allows accelerators to use optimized and customized caches while

maintaining full safety and reliability benefits on the host.



1 INTRODUCTION

With the breakdown of Dennard scaling, specialized hardware accelerators are being hailed
as one way to improve performance and reduce power. Computations can be offloaded from
the general-purpose CPU to specialized accelerators, which provide higher performance,
lower power, or both. Consequently there is a proliferation of proposals for accelerators.
Examples include cryptographic accelerators, graphics processing units (GPUs), general
purpose GPUs (GPGPUs), accelerators for image processing, neural and approximate
computing, database accelerators, and user reconfigurable hardware [15, 36, 53, 61, 65, 70,
72,76].

Accelerators are heterogeneous with wildly varying characteristics in terms of size,
complexity, programmability, degree of integration with the host, and more. For the pur-
pose of this dissertation, we start with a broad definition of accelerator: specialized hardware
that can perform a subset of computation tasks. In general, the advantage of these accelerators
is that they can perform computations with higher performance and/or lower energy
than a general-purpose CPU. Alternately, they may be enabling new functionality (e.g.,
approximate or neuromorphic computation), or may implement proprietary algorithms or
techniques.

Some accelerators may be simple and non-programmable, such as cryptographic ac-
celerators that simply take input data and run a fixed encryption function. Others will
be highly complex and highly programmable, such as GPGPUs. We envision that some
of these powerful accelerators will act as first-class citizens of the host system — sharing
host resources and interacting with the host system in a complex manner. For reasons of
programmability and performance, some will be integrated into the host memory system
and access shared memory. Some of our work also applies to accelerator-like hardware
such as I/O devices, which may not be compute devices but which do interact with the

host system in a constrained fashion.



We see two important converging trends. First, as accelerators become more prevalent,
there is an increased incentive for companies to allow accelerator design by third-party
companies. Second, as accelerators become more powerful and tightly integrated, the
potential for accelerator bugs to have severe consequences for system security and reliability
increases; as accelerators become more complex, the potential for undetected errors in the
hardware design similarly increases. At the confluence of these trends, we envision that
the security and reliability implications of integrating complex, third-party accelerators

into the host system will be significant.

1.1 Third-Party Accelerators

Accelerators may be custom-designed by third parties, and purchased as soft or firm
intellectual property (IP). For example, third-party designers such as Imagination Tech-
nologies provide accelerator IP (e.g., for GPUs) to companies such as Apple for inclusion
in their devices. 3D die stacking allows dies fabricated in different manufacturing pro-
cesses to be packaged together, increasing the opportunity for tightly integrated third-party
accelerators [21].

In recognition of the potential for third-party accelerators, several companies have
recently started to provide interfaces between accelerators and the host system. IBM’s
Coherent Accelerator Processor Interface (CAPI) [86] targets FPGA accelerators. Among
other things, it allows accelerators to access a shared virtual address space with the host,
and to make coherent memory requests to the host system. At the 2016 OpenPOWER
Summit, over a dozen accelerators using CAPI were made public, including accelerators
for machine learning, graph search, dataflow processing, genomics, and fuzzy pattern
matching [9]. Similarly, ARM provides the Accelerator Coherency Port (ACP), also targeting
third-party FPGA accelerators [14].

In May 2016, seven companies (including IBM, ARM, and AMD) formed the Cache



Coherent Interconnect for Accelerators (CCIX) Consortium [2, 40]. Their goal is to provide
a standardized interface for accelerators to connect to the host system, indicating an interest
in third-party accelerators. There is currently very little known about CCIX, but the
consortium claims that it will allow fast, high-bandwidth, coherent memory accesses by

accelerators.

1.2 Accelerator Reliability and Security

Consumer electronic manufacturers may not have full introspection capabilities into third-
party accelerators. For instance, with soft IP the netlist may be encrypted by the hardware IP
designers to protect their research investment, which complicates verification and increases
the likelihood of bugs and other errors. With 3D die stacking, the host designer will have
even less insight, and may need to treat the accelerator entirely as a black box. In general,
the host system designer will not be able to perform verification to the same extent as for
first-party accelerators.

Furthermore, the difficulty in verifying that third-party accelerators provide the func-
tionality they advertise, and nothing else, leads to an opportunity for malicious hardware.
Malicious accelerators containing trojan circuits may perform normally under most con-
ditions, making them difficult to detect during testing. Then, upon receipt of a certain
trigger, these circuits change behavior. Techniques like Unused Circuit Identification can
help when netlists are available, but are not fool-proof [87]. There have been numerous
cases of software, firmware, and encryption standards with malicious modifications or
backdoors for espionage in recent years [27, 99]. In the US, the Sigint Enabling Project
has “found ways inside some of the encryption chips that scramble information for busi-
nesses and governments, either by working with chipmakers to insert back doors or by
exploiting security flaws” [6, 17, 71]. It may be even easier for nation-states or other actors

to add malicious hardware to accelerators designed by small teams or startups and that



are subsequently integrated into systems on chips distributed by consumer companies.

Malicious or buggy accelerators are obviously dangerous for applications that execute
code on the accelerator; however, they may also be a security or reliability risk for the host
system, including applications that never use the accelerator. For instance, some accelerators
have the ability to directly access shared host memory by physical address. A malicious
accelerator which can do this will be able to read and write any location in host memory;,
including reading secret information or writing operating system data structures or network
buffers — even if the accelerator is ostensibly something harmless, like a video decoder. We
see accelerators that perform non-sensitive and non-critical functionality as particularly
plausible threat vectors to the host system, because they may not be as carefully verified as
a more explicitly security-focused accelerator (e.g., a cryptographic accelerator).

Security and reliability problems caused by a non-critical component in a system can
be addressed by limiting the capabilities of the component in question. The Principle of

Least Privilege [78] states:

Every program and every user of the system should operate using the least
set of privileges necessary to complete the job. Primarily, this principle limits

the damage that can result from an accident or error.

In accordance with this principle, accelerators should be strictly controlled in how they
interact with the host system. This principle is commonly applied to software: even a
tully trusted user does not run all programs with the same permissions as the OS. That
way, if her software is buggy or malicious, the damage to the rest of the system is limited.
Similarly, an accelerator should only be able to perform the operations it needs to complete
its intended function. As we focus on accelerators that do not execute OS code, there are a
number of capabilities necessary in a general-purpose CPU that can be disallowed to the

accelerator without loss of functionality.



Although this dissertation focuses chiefly on the challenges of third-party accelerators,
many of the results also apply to first-party design. Modularity and isolation are good
design principles that provide benefits for potentially buggy first-party accelerators; there
are extensive errata released for processors from well-respected companies, and there is no

reason to believe that accelerators will be bug-free.

1.3 Contributions

In this dissertation, we first give a brief overview of implications of third-party accelerators
on security and reliability for both the host and other processes sharing the accelerator in
Chapter 2. Our second and third contributions address two specific problems with (espe-
cially third-party) accelerators that can share memory with the host. We give an overview
of these accelerators in Chapter 3. In Chapter 4 we look at the case of an accelerator making
accesses to incorrect addresses in memory, and how this affects security and reliability at
the host. In Chapter 5 we consider an accelerator that wishes to participate in the host
coherence protocol, and the difficulties in ensuring simple and standardized design for the
accelerator as well as safety for the host. We propose solutions for each of these problems

and evaluate them quantitatively.

1.3.1 Security and Reliability Implications of Third-Party Accelerators

Rather than react to security or reliability issues in accelerators as they are discovered,
we believe it is better to proactively build defenses for classes of attacks. To this end, in
Chapter 2 we construct a taxonomy of accelerator vulnerabilities. We consider the cross
product of threat types (confidentiality, integrity, and availability) with risk categories
(configuration, computation, termination, accelerator memory accesses, system memory
accesses, microarchitecture/coherence, exceptions/interrupts, and power). In addition, we

raise an important distinction between threats and errors depending on whether a process



can be vulnerable only if it uses the offending accelerator (accelerator-scope threat) or when
simply running in the same system (system-scope threat).

The part of this work dealing with security was accepted to Computer Architecture
Letters in June 2015 [67]; in this dissertation, we add a brief discussion of reliability as

opposed to security.

1.3.2 Border Control: Sandboxing Accelerators

Complex accelerators can obtain performance and programmability benefits from the
ability to access a virtual and physical address space shared with the host system. However,
unchecked, accelerators could make incorrect memory accesses, leading to information
leaks, data corruption, or crashes. This is an example of a system-scope threat: a misbehaving
accelerator with unlimited ability to access host memory is a security and reliability threat
to all processes running on the host. Unfortunately, current security and reliability solu-
tions are insufficient for providing memory protection from tightly-integrated untrusted
accelerators.

In Chapter 4 we propose, implement, and evaluate Border Control, a sandboxing mecha-
nism which guarantees that the memory access permissions in the corresponding process
page table are respected by accelerators, regardless of design errors or malicious intent.
Our hardware implementation of Border Control provides safety against all improper
accesses to host system memory with a space overhead of only 0.006% of system physical
memory per active accelerator. When used with a current, highly-demanding accelerator
(a GPGPU), our implementation has on average a 0.15% runtime overhead relative to the
unsafe baseline.

Most of this work was published in MICRO 2015 [66]; in this dissertation, we add dis-

cussion of optimizations for permission checking on snoops for fully coherent accelerators.



1.3.3 Crossing Guard: Mediating Accelerator-Host Coherence

Interactions

Some high-performance accelerators can additionally benefit from full hardware cache
coherence. Indeed, interfaces like IBM CAPI, ARM ACP, and recently CCIX indicate
that there is a desire for coherence, including in third-party accelerators. However, prior
approaches have either forced the accelerator to make all requests by virtual address or have
not forwarded coherence probes, disallowing it from maintaining fully coherent caches
optimized for the specific needs of the accelerator’s workloads.

Allowing accelerators to directly manage their own caches by sending coherence re-
quests by physical address poses two main problems. First, for the host system, incorrect
accelerator coherence implementations can result in crashes and other serious consequences
that affect all processes running on the host. While Border Control addresses the problems
caused by accelerator access to incorrect addresses, it does not protect against incorrect types
of accelerator messages. For example, a misbehaving accelerator might not respond to an
invalidation request, leading to the host system becoming unresponsive.

Second, accelerator developers may wish to integrate the accelerator and its caches into
host systems designed by different companies. However, cache coherence protocols vary
widely in design, and the details are generally proprietary. Even if the protocol is known,
it is still a substantial burden to redesign the accelerator caches to work with each host
system. In addition, host protocols are frequently highly complex, which increases the
likelihood of bugs.

In Chapter 5, we propose Crossing Guard, a coherence interface between the host co-
herence system and accelerators. The Crossing Guard interface provides the accelerator
designer with a standardized set of coherence messages that are simple enough to aid in
bug-free coherence design while also providing performance comparable to the host proto-
col. The Crossing Guard hardware is implemented in the trusted host design, and translates

the accelerator messages into the host coherence protocol while providing safety guarantees



for the host system, even in the presence of arbitrarily bad accelerator behavior. We show
that our proof-of-concept design allows varying coherence and cache organizations on
both the accelerator and host.

Parts of this work have been submitted for publication; in this dissertation, we include

more detailed specifications of Crossing Guard behavior and design.



2 ACCELERATOR SECURITY TAXONOMY

While the performance and energy benefits of accelerators are fairly well understood, the
impact of accelerators on system security and reliability has received less attention. In
this chapter, we discuss some of the security implications of accelerators, with a focus on
third-party accelerators.

In the past few years, several security vulnerabilities have been published for graphics
processing units (GPUs), a common class of accelerators. For example, Lee et al. [59] show
that GPUs from both NVIDIA and AMD do not clear accelerator memory upon allocation,
which allows state from sensitive processes to persist and be read by other, unrelated
processes. This allows information leakage between concurrently executing processes or
from recently terminated processes. Lee et al. are able to use this vulnerability to correctly
guess the webpage accessed by browser threads running on the GPU up to 94.5% of the
time. A similar case is discussed by Di Pietro et al. [33]. Some GPU-based malware is
designed to take advantage of this uncleared internal memory [100].

These vulnerabilities occurred with non-malicious, in-house development. With out-
sourced accelerator designs, these problems will likely worsen. It is difficult to ensure that
tirst-party, trusted designs are correct; completely ensuring safety for IP from third-party
sources may be harder for a number of reasons, such as time-to-market pressure which
makes code reviews infeasible even with source code for the third-party IP. When the IP is
distributed as encrypted netlists, techniques such as Unused Circuit Identification [87] are
designed to detect malicious circuitry but have known limitations.

Security vulnerabilities in accelerators can lead to problems such as data leakage, mem-
ory corruption, system crashes, and denial of service attacks. It is particularly worrisome
that some security vulnerabilities in accelerators affect processes that are never run on
the malicious or incorrect accelerator. For example, an accelerator that is allowed to make

unrestricted accesses to unified system memory could abuse this by scanning for sensitive
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data in memory or modifying OS structures. Alternately, it could cause reliability prob-
lems by performing wild writes (overwriting memory data at random), perhaps due to
stale data stored in the translation lookaside buffer. A bad accelerator could also degrade
performance of other system components by unnecessarily saturating shared resources
such as memory bandwidth.

How does one defend against accelerator vulnerabilities? A first, reactive approach
waits for an exploit to become known, develops a fix in current or future hardware, and
repeats for each new exploit. A second, more proactive approach reflects on potential
vulnerabilities to seek to mitigate them at design time, and then falls back on the reactive
approach. In our judgment, the proactive approach can be enhanced with a systematic
taxonomy that can increase coverage of attack classes considered and may inspire defenses
that address multiple attack classes.

To this end, we systematically analyze threats posed by the inclusion of accelerators in
SoC designs. We aim to make it easier for system designers to make informed, security-
conscious choices when integrating accelerators into their designs.

We discuss a number of possible risk categories which may be present in accelerators, as
well as their consequences. These consequences can include potential leakage of sensitive
information, incorrect computation results, or reduced availability of the accelerator or
other system components. We also make the point that accelerator vulnerabilities can be
divided into two classes: those that only affect applications running on the vulnerable
accelerator, and those that can compromise the entire system. The latter is particularly
dangerous, because simply refraining from running sensitive applications on potentially
vulnerable hardware is not sufficient to guarantee security.

The main contribution of this work, a taxonomy of threat space for accelerators, is
general enough to cover classes of vulnerabilities rather than forcing designers to consider
each possible threat individually, yet also allows threats to be classified based on what

components of the system are affected and what security properties they violate. Although
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we focus on accelerators, many of the threats we discuss are relevant for other types of

third-party IP as well.

2.1 Accelerator vs. CPU Security

There are some practical security differences between accelerators and CPUs. First, CPUs
are generally designed by a small number of trusted companies, often first-party; thus,
validation and testing can be done in-house, and the system designer has more assurances
that validation has been thorough. In contrast, accelerators may be designed by a third
party, and validating them while treating them as a black box is more difficult. A malicious
accelerator may contain trojans triggered only by rare input combinations that are unlikely
to be caught by non-exhaustive testing.

Second, the operating system runs on CPUs, but generally not on accelerators, which has
implications for non-malicious accelerators. The presence of the OS allows some security
protections to be implemented at the system level rather than in hardware. As an example,
OSes zero memory pages when they are allocated to a process to prevent information
leaking from the process formerly using the page. Without the OS to provide this protection
for internal memory in accelerators, we must consider providing it elsewhere, such as in
the hardware or at the process level.

There are a large range of accelerators, so there are exceptions to the above. For example,
the Xeon Phi [29] is designed by a trusted party and runs a version of Linux. Thus, some

entries in this taxonomy may not apply to every accelerator.

2.2 Threat Space

We first draw a distinction between accelerators that are malicious by design and those that
are unintentionally buggy, and between threats that affect only the vulnerable accelerator

and those that can affect other components of the system.
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2.21 Buggy vs. Malicious Accelerators

We classify accelerators with vulnerabilities into two types: buggy and malicious. Any
complex system is likely to have bugs. Bugs occur even in well validated hardware [8,
18, 30, 75, 94]; Hicks et al. catalogue a number of security-critical bugs in commercial
CPUs [47]. Buggy accelerators are designed with the intention of being correct, safe
accelerators. However, because they are buggy, they have vulnerabilities that can be
exploited by unaffiliated parties such as malicious software.

Malicious accelerators are insecure by design: they contain intentionally introduced
flaws or are designed to break the security of the host system they are integrated into.
As such, malicious accelerators are harder to defend against because the designers can
introduce new hardware to aid their exploits and can put effort into hiding incorrect
behavior from validation techniques. For example, a malicious accelerator might require a
specific uncommon input (a trigger) before starting to behave maliciously. One case where
accelerators may contain malicious hardware is when the designers are colluding with a
government or other body for purpose of surveillance, espionage, or sabotage. There has
been concern that hardware trojans might exist in military hardware [82]. These trojans may
exist dormant in the hardware and be activated only in very rare circumstances, allowing
them to remain undetected for years.

From the viewpoint of an end user, the distinction between buggy and malicious
accelerators is pedantic. After all, end users do not care about why their device is insecure,
only that it is insecure. However, as computer designers, addressing these two different
threats requires somewhat different approaches. When addressing a security threat from
an honest but buggy device, IP integrators can assume a co-operative third-party IP vendor
who will not subvert safety nets meant to prevent bugs. However, for malicious devices,

any such safety net should be able to withstand subversion from a malicious IP component.
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2.2.2 Security vs. Reliability

Security and reliability are closely interwoven concepts. For threats to security, we assume
that an adversary exists: this adversary either designs malicious hardware or exploits
buggy hardware. For reliability threats, there is no need for an adversary; these are cases
such as an accelerator that sometimes becomes responsive, or one with a logic flaw in an
arithmetic unit. The main difference is intent: a bug that crashes the system on its own is a
reliability concern, but the same bug intentionally triggered by an attacker is a security
threat as well.

Security threats are much harder to deal with than reliability threats. For reliability,
it may be sufficient to make the conditions for the threat to manifest very unlikely; for
example, an accelerator that is non-critical (e.g., a video decoder) may be able to drop some
frames without much impact. However, an attacker that could force the error condition to
manifest repeatedly so that all frames were dropped would still be a risk. The adversary
can force worst-case behavior, exploiting very improbable bugs that might be possible to
tolerate from a reliability perspective.

This taxonomy focuses on security threats; since security threats are a worst-case type
of reliability problem, the entries in this taxonomy may still be of use in cases where there

is no clear benefit to an adversary to attack the system or accelerator.

2.2.3 Accelerator vs. System Scope

There is an important distinction between security threats that are internal to the affected
accelerator and thus only affect applications running on that accelerator, and those that
affect other components of the system. An example of a threat at accelerator scope is leakage
of information between two processes running concurrently on the same accelerator, as can
be caused by lack of protection to the accelerator’s internal memory. In contrast, threats at
system scope affect components of the system beyond the compromised accelerator: they

also affect correctly implemented parts of the system. An example of a system scope threat
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is an improper access to a sensitive address in system memory, such as one belonging to
the OS.

These two scopes of threats need to be handled differently. It is easier to limit the
damage caused by threats at accelerator scope, because they can be avoided by not running
sensitive applications on untrusted hardware. However, in cases where the designer must
treat accelerators as black boxes, it is very difficult to ensure security for applications
running on the untrusted accelerator, and sensitive applications may be unable to benefit
from acceleration on not fully trusted hardware.

In contrast to threats at accelerator scope, system scope threats are dangerous even
to processes that are never run on the untrusted hardware. However, we expect that
they can be defended against by careful system design, since they result from a lack of
system protection from the accelerators. By placing safeguards such as checking that all
interactions between the accelerator and system state are valid, it is possible to limit the

damage a malicious accelerator can do to the system.

2.3 Taxonomy of Threats

We classify security threats for accelerators based on the type of threat they pose as well
as what part of the accelerator they affect, as will be summarized in Table 2.1 (accelerator

scope) and Table 2.2 (system scope).

2.3.1 Security Threat Types

Security threats can be classified by whether they violate the three classic security goals of
confidentiality, integrity, and availability. Confidentiality violations allow an attacker to
discover privileged information; an example is an attacker reading private keys. Integrity
violations cause incorrect results, for example a computation returning the wrong value.

Awvailability violations prevent a resource from being used; an example is making spurious
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requests to a resource at such a high rate that legitimate requests cannot be serviced. We
consider both threats that make the vulnerable accelerator unavailable and those that

reduce availability of other accelerators or the system in general.

2.3.2 Risk Categories

We break down threats into eight risk categories, briefly described below. Just as modern
pipelined processors fetch, decode, execute, access memory, and write back instructions,
accelerators have similar pipelined behavior. The risk categories basically follow this

sequence, with the exception of power, which is a cross-cutting concern.

* Configuration refers to set up of the accelerator, such as setting registers or giving

parameters.
o Computation refers to the computations at the accelerator that will produce results.
» Termination refers to accelerator state after execution ends.

* Accelerator Memory Accesses refers to requests to memory or cache internal to the

accelerator.
* System Memory Accesses refers to requests to system main memory.

* Microarchitectural Commands / Coherence Requests refers to communications about
microarchitectural system state between the system and the accelerator, such as

memory coherence requests or TLB shootdowns.

» Exceptions / Interrupts refers to exceptions that are produced by the accelerator, or

interrupts delivered to or generated by the accelerator.

* Power refers to threats specifically relating to power consumed by the accelerator.
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Confidentiality Integrity Availability
Configuration side-channel, kleptog- | kleptography, wrong | lock up accelerator
raphy output
Computation side-channel, kleptog- | kleptography, wrong | lock up
raphy output
Termination (x) fail to clear regis- | stale data in registers | fail to release re-
ters / memory / cache | / memory / cache sources
Accelerator Memory | (x) bad read access bad write access evict others from
Accesses memory/caches

System Memory Ac-
cesses

side-channel

Microarchitectural
Commands / Coher-
ence Requests

inconsistent
data

(stale)

Exceptions / Inter-
rupts

potential timing side-
channel

extra exceptions/in-
terrupts

Power

(x) power analysis at-
tacks

excess heat causing
unreliability

excessive heat leading
to damage

Table 2.1: Threats at Accelerator Scope. These threats only affect processes running on the
untrusted hardware. (x) indicates that a known exploit exists.

2.3.3 Detailed Threat Descriptions

We will briefly give examples of vulnerabilities for each of the entries in the threat matrix
shown in Tables 2.1 and 2.2. We separate out threats at accelerator and system scope,
because the risks of each and the approaches to counter them are different. We do not
intend to exhaustively list all threats here; different types of accelerators will be vulnerable
to different types of threats. We leave some entries blank, but this does not mean that it
is impossible for a vulnerability to exist there. However, these tables can be taken as a
starting point for considering possible security implications of including an accelerator in
the system. For each threat, we indicate whether any exploits are known.

1) Configuration: Confidentiality Misconfiguration can lead to insufficiently random
numbers, wrong modes, or fewer iterations than intended. Kleptography [19, 101], allows
texts to be encrypted in such a way that a secret big-brother key can decrypt them. At

system scope, a misconfigured CR3 (page table base) register could lead to incorrect page
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Confidentiality Integrity Availability
Configuration incorrect registers (e.g. | incorrect registers (e.g.
CR3) CR3)
Termination stale address transla- | stale address transla- | fail to release re-
tions tions sources

System Memory Ac-
cesses

bad read access

bad write access

saturate bandwidth or
shared caches; cause

swapping

Microarchitectural
Commands / Coher-
ence Requests

snoop on coherence
traffic (side-channel);
ignored invalidations

ignore invalidations

excessive coherence
requests / ignored
coherence requests

Exceptions / Inter-
rupts

extra exceptions/in-
terrupts

Power

high temperature af-
fecting nearby compo-
nents

high temperatures de-
stroying nearby com-
ponents

Table 2.2: Threats at System Scope. These threats can also affect processes which are never
run on untrusted hardware.

permissions.

Integrity Misconfiguration can result in incorrect results, due to bad initial state.

Awvailability Some devices may be misconfigured to be undiscoverable by the host.

2) Computation: Confidentiality Side-channel attacks are well known in CPU processors
and caches [22, 28, 54]. They are also possible with accelerators, and certain bugs or design
choices can make them easier.

Integrity Accelerators may produce the wrong results of computations. We expect that
this will be uncommon, as non-malicious computation errors should usually be caught
by validation. However, with a large state space and a complicated accelerator, there is a
higher chance of undetected buggy or malicious behavior. Furthermore, as shown by the
famous Pentium FDIV bug [75], bugs causing incorrect execution can occur even in the
presence of validation.

Awvailability A bug that causes the accelerator to get stuck in a loop or to hang (similar
to Halt and Catch Fire (HCF) bugs [18, 30, 94]) will make the accelerator unavailable.

3) Termination: Confidentiality After program termination, information leakage can
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occur if internal memories, registers, or other state is not cleared. A known example of this
for GPU texture memory exists [33, 59]. In addition, stale address translations could lead
to vulnerabilities such as bad system memory accesses.

Integrity Stale address translations or other internal state can lead to incorrect results
for computations.

Availability Failure to release accelerator resources prevents other processes from
running.

4) Accelerator Memory Accesses: Confidentiality An accelerator that allows one process
running on the accelerator to access accelerator memory owned by another process running
on the accelerator can leak information. Di Pietro et al. [33] have demonstrated this exploit
on certain GPUs, where kernels of the two processes are interleaved.

Integrity Similarly, an accelerator allowing concurrently executing processes to write
to one another’s accelerator memory may have correctness errors.

Availability If multiple processes are running concurrently and one is allowed to
dominate accelerator resources, the other may suffer from degraded performance. For
example, if one process can evict all cache entries belonging to the other, the victim will
suffer performance penalties.

5) System Memory Accesses: Confidentiality An accelerator that can make unrestricted
physical memory accesses can read data at addresses unrelated to processes it is running,
including operating system memory. This allows reading sensitive data, which can be
exfiltrated by writing it to other locations in system memory.

Integrity Similarly, an accelerator can corrupt memory for other running processes,
as well as getting incorrect results in computation, by reading and writing to incorrect
addresses. Again, this includes the operating system. We address these threats in Chapter 4.

Awvailability An accelerator that permits a high bandwidth of requests to system mem-
ory can slow down requests from other system components; for example, an accelerator

that erroneously treats some memory accesses as uncacheable.
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6) Microarchitectural Commands / Coherence Requests: Confidentiality An accelerator in a
system with a snoopy coherence protocol, where accelerators see coherence requests even
for blocks that they do not have access to, could use this information in a side-channel
attack, enabling information leakage. Ignoring invalidations or TLB shootdowns can also
allow stale translations/blocks to be accessed.

Integrity Stale translations or invalid block accesses, as well as other coherence bugs,
can lead to wrong computation results. Malicious coherence requests could cause data
corruption in unrelated processes.

Availability Ignored or very slow coherence responses can make the system unrespon-
sive. We address coherence threats in Chapter 5.

7) Power Confidentiality The power consumed by the accelerator can be used for side-
channel attacks, i.e. power analysis attacks [11, 55]. Examples of this type are prevalent,
and include attacks against accelerators for AES [68].

Integrity An accelerator may operate at too high power and temperature, for example
by switching many transistors at once. High temperature negatively affects reliability and
may lead to incorrect computation. This is true not only of the affected accelerator, but also
other nearby system components.

Availability An accelerator operating at higher than expected power/temperature
can cause overheating in other accelerators or system components, preventing them from

running or, in the worst case, causing physical damage.

2.4 Implications

The goal of this chapter is not to provide a solution, but rather to articulate a problem space
and inspire the work of others. To this end, this taxonomy aims to provide a framework
to allow accelerator and system designers to carefully consider the security implications

of their design choices. We do not—and believe cannot—prove our taxonomy exhaustive,
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as it does not appear possible to exclude threat classes that one has not thought of (e.g.,
software researchers might not have considered exploiting coherence to impede availability).
Nevertheless, there are several ways this taxonomy can be beneficial.

First, developing a taxonomy can provide a small start toward an accelerator security
standard. Currently, the National Institute of Standards and Technology (NIST) publishes
the Federal Information Processing Standard (FIPS) for cryptographic modules: FIPS 140-
2[38]. This standard allows certification of cryptographic modules at one of four levels,
depending on the protections provided. Although FIPS 140-2 is not exhaustive and does
not cover all potential attacks, the certification does provide useful information about the
security of cryptographic modules. This taxonomy makes a first step toward developing a
similar standard.

Second, the framework we describe allows designers to consider entire classes of po-
tential attacks rather than focusing on vulnerabilities one at a time, and then only once
an exploit is discovered. We provide a means of proactively designing defenses, which
we hope will lead to fewer vulnerabilities in shipped hardware. Designers will be able to
think systematically about threats and defend against them through providing abilities
and policies for techniques such as hardware resetting accelerators, monitoring system
activity for signs of malicious behavior [31, 69, 90], designing safe interfaces to shared
system resources such as memory and cache hierarchies (Chapters 4 and 5), etc. In addition,
the taxonomy and the distinction between internal and system threats allows application
and OS developers to systematically evaluate the risks of running sensitive or critical
applications on not fully trusted accelerators.

Third, this taxonomy aids in assessing safety and security in a world where, unfortu-
nately, hardware is not guaranteed to be perfect. Although proof-carrying hardware [35]
and other mitigating strategies [46] have been proposed, there is currently no way to ensure
that hardware modules are doing what they claim, and nothing else. Instead, recognizing

that hardware may be vulnerable to exploits or even malicious allows us to design defenses
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and bound the damage that the hardware may do, without requiring that the hardware be
flawless.

We next, in Chapter 3, give background on one class of accelerators that may be prone
to system-scope security vulnerabilities: accelerators that access memory shared with the
host. We then go into detail about two specific threats and how they can be prevented.
In Chapter 4, we consider the security implications of an accelerator that makes incorrect
accesses to shared host memory. We then expand the type of bad accelerator behavior to

include incorrect coherence messages in Chapter 5.
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3 SHARED MEMORY ACCELERATORS

The remainder of this thesis investigates mitigating security threats for one particular
class of accelerators: those that share a virtual and physical address space with the host
system, and in particular, those that benefit from highly-optimized accelerator caches. In
this chapter, we discuss the advantages and disadvantages of this class of accelerators,
with emphasis on security and reliability threats and prior work aimed at preventing them.
Once we establish this background, we will investigate specific threats in the following
two chapters.

Accelerators increasingly resemble first-class processors in the way they access memory.
Many systems today have tightly integrated accelerators which share a unified virtual
address space with CPU cores, including Microsoft’s Xbox One and AMD Kaveri [12, 45,
79, 86]. Models such as Heterogeneous System Architecture (HSA) [77] adopt a shared
virtual address space and cache coherence between accelerators and the CPU. This has a
variety of benefits including the elimination of manual data copies, “pointer-is-a-pointer”
semantics, and behavior familiar to programmers.

Some complex future accelerators may wish to share data with the host at a fine granular-
ity, where the particular data to be accessed is not known a priori. For CPU workloads with
these characteristics, hardware cache coherence aids in both performance and programma-
bility by avoiding the need for the programmer to explicitly manage where data is located
in memory and the cache hierarchy. There is an increasing recognition that accelerators can
benefit from hardware coherence as well [10, 57, 73, 80]. Recently, FUSION [57] investigated
the performance and energy improvements possible by using coherent accelerator caches
rather than DMA transfers. There is initial support for third-party accelerators in the
form of the ARM Accelerator Coherency Port (ACP) [41] and the Coherent Accelerator
Processor Interface (CAPI) from IBM [86]. Additionally, seven companies (including IBM,
ARM, and AMD) recently formed the Cache Coherent Interconnect for Accelerators (CCIX)
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Consortium [2, 40], which has announced that it will provide an interface for accelerators
to coherently access shared memory.

Allowing accelerators access to system memory has security and fault isolation im-
plications that have yet to be fully explored, especially with third-party accelerators. In
particular, designs where the accelerator is able to make memory requests directly by
physical address introduce security concerns. A malicious or compromised accelerator
that is allowed to make arbitrary memory requests could read sensitive information such
as buffers storing encryption keys. It could then exfiltrate this data by writing it to any
location in memory.

In addition to malicious accelerators, a buggy accelerator could cause a system crash by
erroneously corrupting OS data structures. Design errors such as the AMD Phenom TLB
bug and other errata relating to TLBs show that even first-party designs may incorrectly
translate memory addresses [8, 47, 51, 81].

Some non-accelerator devices have similar properties. Although we do not discuss
them in detail, I/O devices may also attempt to access incorrect addresses; host systems
may be able to make use of some of the same protection mechanisms.

The above scenarios do not assume coherence and result from an accelerator access to
the wrong address. For accelerators that participate in the host coherence protocol, there
is the additional possibility of accelerators sending messages of the wrong type. That
is, an accelerator may send an unexpected, incorrect request or response — or neglect to
send an expected response. Coherence protocols are very complex and hard to verity,
and accelerator designs may contain bugs. The consequence for the host systems include
system level crashes or deadlocks.

In addition to the security and reliability concerns, there are also interoperability chal-
lenges between accelerators and host systems. Different manufacturers use different co-
herence protocols, and these are often proprietary. Requiring accelerator caches to be

redesigned to work with different host systems adds a substantial burden in terms of
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design and verification time, and may lead to more bugs.
In summary, we see the following goals when integrating shared memory accelerators,

particularly third-party accelerators, with the host system:

1. High-performance, fine-grained memory accesses from the accelerator to the shared

host memory

2. Protection of the host system from memory requests from the accelerator to incorrect

addresses in shared host memory
3. Coherence between the accelerator and host system

4. Protection of the host system from accelerator coherence requests of incorrect types or

missing coherence messages
5. Ability of the accelerator to create customized cache hierarchies
6. No major changes to the host system

7. A standardized interface for accelerators to make shared memory requests, independent

of host system architecture

We discuss current commercial approaches to some of these problems, as well as

academic related work.

3.1 Commercial Approaches

There have been a number of approaches that aim to address at least one of the above
concerns. We briefly discuss some notable approaches here, and summarize them as they

relate to our goals in Table 3.1.
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Trusted Safe Slow | Unsafe Fast | ARM ACP/
Approach Core DMA | IOMMU IOMMU IBM CAPI | CCIX
High-performance, fine- v X X 4 X v
grained memory accesses
Protection from accelera- X v v X v ?
tor Incorrect Address
Coherence between host v X v v v v
and accelerator
Protection from accelera- X N/A N/A X N/A ?
tor Incorrect Coherence
Accelerator can create cus- v X X v X ?
tom cache hierarchy
Minimize host changes v v v v v v
Single, Standardized X v X X X v
Memory Interface

Table 3.1: Summary of previous approaches.

3.1.1 Heterogeneous Trusted Cores

If accelerators are fully trusted and designed as first-class citizens of the host system,
then there is no need for protection or standardized interfaces. One prominent example
of this type of system is IBM WireSpeed, a proposed heterogeneous accelerator-based
architecture [39] with six accelerators that used a shared address space and participated in
cache coherence. This approach allows high-performance, coherent accelerators; however,
it does not allow for third-party accelerators and does not provide protection against

hardware errors.

3.1.2 DMA Approaches

Off-chip devices may use DMA, which precludes efficiently accessing memory at a fine
granularity and requires explicitly copying memory between the accelerator and host
address spaces.

There are several ways to prevent a device from performing a DMA access to an incorrect
address. Intel’s noDMA table and AMD’s Device Exclusive Vector (DEV) were designed to
protect against buggy or misconfigured devices by allowing the system to designate some

addresses as not accessible by devices. Another approach is to mark some memory ranges
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as safe for devices to access.

The downside of these approaches is that they are inflexible and do not provide fast,
fine-grained sharing or coherence. The noDMA table and DEV cannot protect accelerators
from one another, because there is only one or a small number of tables. The kernel may
need to copy memory in blocks between a process address space and a buffer accessible
to the device. The DEV and noDMA table have been subsumed by the I/O Memory
Management Unit IOMMU).

Intel’s QuickAssist Technology Accelerator Abstraction Layer (AAL) [49, 50] is an in-
terface for attaching FPGA accelerators to Intel systems. QuickAssist provides an API for
communication, but relies on techniques such as DMA and pinning pages in memory. It

does not support fine-grained memory accesses.

3.1.3 I/O Memory Management Unit

The I/O Memory Management Unit JOMMU) is hardware at the interface between the
host and devices such as accelerators, and performs many functions [4, 5, 7]. We focus on
functionality relevant to our goals.

The IOMMU receives memory requests from accelerators, and provides address trans-
lation (from device physical to host physical address, or device virtual to host physical
address), usually by walking the appropriate set of page tables. This translation can be
used in two ways, which have different tradeoffs between safety and performance.

The first IOMMU mode is safe but slow. In this case, the IOMMU receives a memory
request from the accelerator, translates the address, and then makes a request to host
memory on behalf of the accelerator. This provides safety by requiring that every memory
request be translated and checked by a trusted hardware interface (Figure 3.1a). However,
this forces the accelerator to use only virtual addresses, rather than coherence-friendly
physical addresses. In addition, the IOMMU may not forward coherence requests from

other caches, preventing the accelerator designer from including coherent caches. While
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Figure 3.1: An example system with untrusted third-party accelerators interacting with
the system in two ways: a safe but slow IOMMU (a) and a fast but unsafe direct access (b).

non-coherent scratchpads can provide performance and energy benefits for some classes of
workloads, they are not ideal for fine-grained access patterns that are not known a priori.

Some current high-performance GPU configurations use the IOMMU in a fast but
unsafe mode, because they require lower latency and/or higher bandwidth. Here, the
accelerator uses the IOMMU for translate virtual addresses to physical addresses, which
the accelerator then stores in its own TLB and caches. The accelerator is then able to bypass
the IOMMU and make requests directly to memory by (pre-translated) physical address,
and there are no checks of whether the address is legitimate (Figure 3.1b).

This mode may or may not support full coherence. However, if the accelerator is allowed
to send its own requests and responses to the host, there is no protection against incorrect
coherence messages. In addition, the format of these coherence requests will be dependent
on the host system. For this reason, the fast but unsafe IOMMU is not used for third-
party accelerators, and is limited to certain first-party, highly demanding accelerators (i.e.,

GPGPUs).
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3.1.4 Accelerator Memory Interfaces (CAPI, ACP, CCIX)

To accommodate third-party accelerators, several companies have introduced interfaces for
coherent accelerator memory accesses. These interfaces chiefly target FPGA accelerators.

The ARM Accelerator Coherency Port (ACP) [41] allows accelerators to make memory
requests to the host system and receive the most up-to-date copy of the data. However, it
provides I/O coherence rather than full coherence; that is, probes are not forwarded back
to the accelerator. In I/O coherence, data modified by the accelerator is not visible to the
host until the accelerator caches evict or flush the line. Thus, the ACP does not allow the
accelerator to maintain its own fully coherent cache hierarchy.

Similarly, IBM’s Coherent Accelerator Processor Interface (CAPI) [48, 86] provides a
simple memory access interface for the accelerator developer and safety for the host with
the Coherent Accelerator Processor Proxy (CAPP) on the CPU and the Power Service Layer
(PSL) on the FPGA. The PSL supplies the accelerator with a cache, and the CAPP acts as
a directory of lines at the accelerator, forwarding probes and keeping the PSL coherent.
Virtual to physical address translation is also handled by the PSL. CAPI therefore provides
the accelerator with an interface to which it can make loads and stores by virtual address,
but does not allow it to build customized coherent caches on top of the PSL cache. In
addition, CAPI works with the IBM POWERS, but is not a general interface for hosts
designed by different companies.

The Cache Coherent Interconnect for Accelerators (CCIX) Consortium [2] aims to ad-
dress this by providing a single, standardized interface, regardless of the host processor
ISA and cache organization. This consortium consists of IBM and ARM as well as AMD,
Huawei, Mellanox, Qualcomm, and Xilinx. CCIX’s standardized interface is an important
step towards third-party accelerators. However, there are currently few details about its
proposed implementation, semantics, or performance characteristics.

Interfaces of this type may be acceptable for accelerators with regular memory access

patterns or low performance requirements. Accelerators that require coherent, accelerator-
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managed caches for high performance will need a different interface.

3.2 Other Related Work

In addition to the previously discussed approaches, there are also a number of techniques
that relate to safety for memory accesses, for accelerators, and/or for third-party hardware.

We discuss some of them below.

3.2.1 Protection from Incorrect Memory Addresses

These approaches focus on protecting host memory from accesses to incorrect addresses,

similar to our goals in Border Control.

IOMMU Improvements

Some approaches have sought to improve the performance of the (safe but slow) IOMMU.
rIOMMU [62] decreases IOMMU overheads for high-bandwidth I/O devices such as
network interface controllers (NICs) and PCle solid state drives. It drastically reduces
IOMMU overheads while ensuring safety, but relies on the device using ring buffers, which
are accessed in a predictable fashion. rIOMMU is not intended for devices that make

unpredictable fine-grained memory accesses.

Information Flow Tracking

Hardware Information Flow Tracking (IFT) can provide comprehensive system safety
guarantees though tracking untrusted data at the gate level [91]. This can provide protection
by ensuring that data modified by the accelerator cannot be used in control flow in security-
sensitive code, such as the kernel. Similarly, the accelerator can be preventing from accessing
data marked as sensitive. However, this protection incurs large overheads relative to unsafe

systems, and requires redesign of the host system.
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A commercial approach that uses a similar techniques is ARM TrustZone [1]. This
approach divides hardware and software into the Secure world and the Normal world.
Although this approach could be used to prevent untrusted accelerators from accessing host
memory belonging to the OS, it is coarse-grained and cannot enforce protection between
Normal world processes. For example, with TrustZone a misbehaving accelerator could
access memory belonging to other users. TrustZone also involves large hardware and OS

modifications.

Hive

Hive [25] is an operating system designed for the Stanford FLASH [58] to provide fault
containment. It protects against wild writes to remote memory by using permission vectors,
to simplify recovery in the presence of hardware and software faults. It protects against
wild writes to memory owned by other nodes by giving each writable page a permission
vector, specifying which of the many nodes in the system is allowed to do a remote write to
it. This firewall, in combination with other techniques to discard data on node failure, limits
possible memory corruption when a fault occurs and simplifies recovery. Hive assumes
that the hardware is correctly implemented but may have (non-Byzantine) software or

hardware faults.

Alternate Permission Specifications

Some previous work decouples translation and protection for all memory accesses, such
as HP’s PA-RISC and the single address space operating system [56, 96] and Mondrian
memory protection [97]. The single address space OS attempts to simplify sharing and
increase cache access speed. Mondrian provides fine-grained (word or even byte-level)
permissions, enabling fine-grained sharing and zero-copy networking. These approaches
are replacements for the current page-based memory protection system, and rely on correct

hardware.
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Memory Metadata

Some approaches use metadata to enforce safety guarantees. The IBM System /360 and
successors associate protection keys with each physical page [13] and check them before
writes for software (but not hardware) security. The SPARC M7 provides Realtime Applica-
tion Data Integrity (ADI) to help prevent buffer overflows and stale memory references [72]
by annotating memory and pointers with version numbers which must match. However,
this approach is not ideal for protecting the host memory from an accelerator, because a

malicious accelerator may be able to guess version numbers.

Intel Trusted Execution Technology

Intel Trusted Execution Technology is a hardware extension that protects against attacks by
malicious software and firmware [43]. It protects the launch stack and boot process from

threats, but not against malicious or buggy hardware components in the system.

3.2.2 Protection from Incorrect Coherence Messages

These works focus on improving reliability for coherence protocols or on ease of use between

systems, similar to the goals of Crossing Guard.

Fault-Tolerant Coherence

Another possibility is to redesign host coherence protocols so that they can tolerate bad
coherence messages from accelerators. This approach has the benefit of providing protec-
tion both against bugs in the host caches and the accelerators. However, it has the major
drawback of requiring a complete redesign of host coherence protocols, which is expensive.
In addition, prior work degrades performance and/or is limited to certain error conditions
(e.g., missing messages but not incorrect messages) [37, 84]. This is because these robust

coherence protocols generally address a different fault model: they guarantee correctness of
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data as well as correctness of coherence messages. This might be appropriate for accelerators

in critical systems where the accelerator is implemented by the host designer.

Coherence Protocol Translation

There have been several proposals for hardware that converts between coherence protocols;
Stanford FLASH [58] mentions the possibility, but does not explore its implementation.
The IEEE Futurebus standard [88] was intended to allow some cache design flexibility
and interoperability for caches using any of a class of MOESI protocols, and to provide
standardization. It assumes that all cache controllers are correctly implemented. Hagersten
et al. [44] propose a coherence transformer. To our knowledge, no previous work dis-
cusses translating between coherence protocols with protection against incorrect coherence

behavior.

3.3 Summary

Shared memory accelerators are an important emerging class of accelerators. They can
provide performance and programmability benefits, especially for accelerators that access
data in an unpredictable, data-dependent manner. To this end, industry has started to
provide interfaces for FPGAs to access host memory. However, to our knowledge, security
and reliability have not yet been first-order concerns when adding more tightly integrated
accelerators, mainly because currently accelerators that access shared host memory have
been designed by the same company as the host. In the future, we may see more third-
party accelerators. To this end, we next discuss Border Control, which defends against
the confidentiality and integrity threats caused by accelerators making incorrect read or
write requests to host memory. We will then introduce Crossing Guard, which allows
accelerators to participate in the host coherence protocol without risking availability on

the host accelerator.
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4 BORDER CONTROL

‘[Blorder control” means the activity carried out at a border ...in response exclusively
to an intention to cross or the act of crossing that border, regardless of any other consid-

eration, consisting of border checks and border surveillance.

— ARTICLE 2, SECTION 9 OF THE SCHENGEN BORDERS CODE [3]

As discussed in Chapter 2, there is a tension between complex, high-performance
accelerators that benefit from tight integration with the host system, and host systems that
desire protection from potentially imperfect accelerators. In particular, having a shared
memory space provides performance, energy, and programmability benefits, but also
exposes the host to the risk of an incorrect accelerator improperly reading or writing
host memory. The consequences of incorrect accelerator accesses to memory range from
host system instability and corrupted data if the accelerator is simply buggy, to complete
compromise of the host system if the accelerator is malicious. There is therefore a need for
a means to protect the host system from shared memory accelerators.

We propose Border Control, which allows accelerators to use performance optimizations
such as TLBs and physical caches, while guaranteeing that memory access permissions
are respected by accelerators, regardless of design errors or malicious intent. To enforce
this security property, we check the physical address of each memory request as it crosses
the trusted-untrusted border from the accelerator to the memory system (Figure 4.1c). If the
accelerator attempts an improper memory access, Border Control blocks the access and
notifies the OS. We build upon the existing process abstraction, using the permissions set
by the OS as stored in the page table, rather than inventing a new means of determining
access permissions.

We present a low-overhead implementation of Border Control, which provides security
via a per-accelerator flat table stored in physical memory called the Protection Table, and a

small cache of this table called the Border Control Cache. The Protection Table holds correct,
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up-to-date permissions for any physical address legitimately requested by the accelerator.
We minimize storage overhead with the insight that translation and permission checking
can be decoupled; this reduces per-page overhead from 64 to 2 bits per page (0.006%).
Border Control checks read and write permissions on every memory request from the
accelerator to the trusted memory hierarchy. For a current high-performance accelerator,
the general-purpose GPU, this design has negligible performance overhead (on average
0.15% with an 8KB Border Control cache). This shows we can provide security with a
simple design and low overheads for performance and storage.

In this work, we attempt to proactively addresses a class of accelerator security threats
(rather than reacting after systems are designed and deployed), making the following

contributions:
* We describe an emerging security threat to systems which use third-party accelerators.

* We propose Border Control: a comprehensive means of sandboxing and protecting

system memory from misbehaving accelerators.

* We present a hardware design of Border Control and quantitatively evaluate its
performance and space overheads, showing that they are minimal for even a high-

performance accelerator.

4.1 Goals and Current Commercial Approaches

We first define the threat model Border Control addresses and the scope of the threat

model, and then discuss current commercial approaches.

41.1 Threat Model

The goal of Border Control is to provide sandboxing, a technique first proposed to provide

isolation and protection from third-party software modules [92]. Rather than protect-
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ing against incorrect software modules, Border Control applies to incorrect hardware
accelerators.

The threat model we address is an untrusted accelerator violating the confidentiality
and integrity of the trusted host system physical memory via a read/write request to
a physical memory location in violation of the permissions set by the trusted OS. More
formally,

The threat vector is:
An untrusted accelerator, which may be buggy or malicious, that contains arbitrary logic and
has direct access to physical memory.

The addressed threats are:
Violation of confidentiality of host memory, if the untrusted accelerator reads a host physical
address to which it is not currently granted read permission by the trusted OS.
Violation of integrity of host memory, if the untrusted accelerator writes a host physical
address to which it is not currently granted write permission by the trusted OS.

There are several cases where accelerators might violate confidentiality or integrity
of the host memory by making incorrect memory accesses. Non-malicious accelerators
may send memory requests to incorrect addresses due to design flaws. For example, in
an accelerator with a TLB, an incorrect implementation of TLB shootdown could result in
memory requests made with stale translations (similar bugs are known in CPUs [47]. A
malicious programmer could exploit these flaws (as in the MIPS R4000 [64]) to read and
write addresses to which they do not have access permissions. An accelerator that contains
malicious hardware—for example, one that contains a hardware trojan—poses an even
greater threat, because it can send arbitrary memory requests.

Incorrect memory accesses can cause a number of security and reliability problems for
the system. In non-malicious cases, wild writes can corrupt data including OS structures,
resulting in information loss, unreliability, and crashes. Allowing arbitrary reads to host

memory can compromise sensitive information stored in memory, such as data stored in
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keyboard or network buffers, private keys, etc. The attacker can then exfiltrate this data
through a variety of means, including writing it to locations belonging to other processes
or enqueueing network packets to send to the Internet. In essence, the ability to make
arbitrary memory requests provides full control of the system.

Note that these risks apply to any accelerator that can make physical memory accesses,
even accelerators designed for non-critical tasks. For example, a video decoding accelerator may
seem harmless from a security perspective if the videos it decodes are neither sensitive
nor critical. However, the ability to access system memory means that these seemingly
unimportant accelerators can have major implications for system security.

We refer again to the Principle of Least Privilege [78], which states:

Every program and every user of the system should operate using the least
set of privileges necessary to complete the job. Primarily, this principle limits

the damage that can result from an accident or error.

Although Saltzer was writing about software, this principle can apply to hardware
components as well. Accelerators do not need to able to access all locations in memory at
all times; therefore, they should not be able to do so.

Border Control enforces this by leveraging the (relatively) fine-grained memory access
permissions of virtual memory. Virtual memory has provided isolation and safety between
processes for over 40 years, and Border Control extends this support to the burgeoning
accelerator ecosystem by providing the OS with a mechanism to enforce permissions
for untrusted accelerators. Current systems use the process construct as their container
for isolation and protection, and we believe it is important to extend this isolation to
computational engines other than the CPU. Whether a process (or an accelerator kernel
invoked by the process) is running on the CPU or an accelerator, it should be subject to the

same process memory permissions. Border Control’s memory sandboxing allows system
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designers to tightly incorporate untrusted third-party or user-programmed accelerators

into their devices while keeping the safety and isolation provided by virtual memory.

4.1.2 Outside of Threat Model

There are a number of threats that are outside the scope of this threat model including the

following:
¢ incorrect behavior internal to the accelerator.

* the accelerator violating the confidentiality or integrity of data to which it has been

granted access by the OS.
¢ the OS providing incorrect permissions.

In particular, Border Control treats the accelerator as a black box, and therefore cannot
control what it does internally. In the terminology introduced in 2.2.3, Border Control seeks
only to address the system scope threat of incorrect host memory access, without any attempt
to prevent accelerator scope threats. Instead, Border Control logically extends the process
model to include an (untrusted) accelerator. That is, a process that uses an accelerator
assumes the same level of trust as a process that invokes a third-party software module.
When a program calls a library, the OS does not ensure that the library is performing the
functionality it advertises; it is possible that the library is buggy or malicious. However,
it does prevent the library from accessing other processes” memory or other users’ files.
Similarly, Border Control does not monitor the operations the accelerator is performing for
correctness or place limits on its access to the process’s memory. It instead allows the OS
to enforce memory access permissions, preventing the accelerator from accessing memory
unassociated with the process it is executing. In analogy to the function of border control
between countries in the real world, a country can inspect and block traffic entering at its

border, but cannot interfere with or observe activity in neighboring countries.
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Provides Protection |Direct Access
Between to physical
For OS| Processes memory
ATS-only IOMMU| X X v
Full IOMMU v v X
IBM CAPI v v X
ARM TrustZone v X v
Border Control v v v

Table 4.1: Comparison of Border Control with other approaches.

4.1.3 Existing Commercial Approaches

There have been a number of previous approaches to preventing hardware from making bad
memory requests, as discussed in Chapter 3. We briefly revisit some existing commercial
approaches here (summarized in Table 4.1), as we will compare their performance with
Border Control.

Unlike CPUs, accelerators cannot perform page table walks, and rely on the Address
Translation Service (ATS), often provided by the IOMMU [4, 5, 7]. The ATS takes a virtual
address, walks the page table on behalf of the accelerator, and returns the physical address.

High-performance accelerators may cache the physical addresses returned by the ATS
in accelerator TLBs. This lets them maintain physical caches to reduce access latency and
more easily handle synonyms, homonyms, and coherence requests. In this design, the
accelerator makes memory requests by physical address, either directly to the memory or
by sending them through the IOMMU as “pre-translated” requests, which are not checked
for correctness [4].

Other accelerators use only virtual addresses, and send requests via the IOMMU, which
translates them and passes them on to memory. In this case, the IOMMU provides full
protection in an analogous manner to how the CPU TLB provides protection between
software programs. Translating every request at the IOMMU provides safety but degrades
performance. It also prevents the accelerator from maintaining physical caches.

A similar approach to the IOMMU is IBM CAPI [85, 86], which allows FPGA accelerators
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Figure 4.1: An example system with untrusted third-party accelerators interacting with
the system in three ways: a safe but slow IOMMU (a) and a fast but unsafe direct access
(b), and our approach: Border Control (c).

to access system memory coherently. The CAPI interface implements TLBs and coherent,
physical caches in the trusted hardware. This provides complete memory safety from
incorrect accelerators. However, accelerator designers are unable to optimize the caches
and TLB for the needs of their accelerator, and the loose coupling may result in longer TLB

and cache access times.

4,2 Border Control

Border Control sandboxes accelerators by checking the access permissions for every mem-
ory request crossing the untrusted-to-trusted border (Figure 4.1). If the accelerator makes
a read request (e.g., on a cache miss), Border Control checks that the process running on

the accelerator has read permission for that physical page. If the accelerator makes a write
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Border Control Design
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Figure 4.2: Implementation of Border Control. Left shows Border Control in the system.
Right shows the Border Control design with a Protection Table in memory and a Border
Control Cache between the accelerator caches and the shared memory system.

request (e.g., on an accelerator cache writeback), the accelerator process must have write
permission for that page. If the accelerator attempts to access a page for which it does not
have sufficient permission, the access is not allowed to proceed and the OS is notified. In
a correct accelerator design, these incorrect accesses should never occur. Detecting one
therefore indicates that there is a problem with the accelerator hardware.

We first give an overview of the structures used for Border Control, then describe the
actions that occur on various accelerator events. We then discuss how Border Control deals

with multiprocess accelerators, as well as some accelerator design considerations.

4.2.1 Border Control Structures

Border Control sits between the physical caches implemented on the accelerator and the
rest of the memory hierarchy—at the border between the untrusted accelerator and the
trusted system (left side of Figure 4.2). Border Control checks coherence requests sent
from the accelerator to the memory system. We assume that there is a single instance of
Border Control per accelerator and we defer discussion of sharing Border Control hardware
among accelerators until Section 4.2.3. It is important for our approach to be light-weight

and able to support high request rates.
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Our design consists of two pieces: the Protection Table and the Border Control Cache (BCC)
(right side of Figure 4.2). The Protection Table contains all relevant permission information
and is sufficient for a correct design. The BCC is simply a cache of the Protection Table
to reduce Border Control latency, memory traffic, and energy by caching recently used

permission information.

Protection Table Design

The Protection Table contains all information about physical page permissions needed to
provide security. We rely upon the insight that it is not necessary to know the mapping
from physical to virtual page number to determine page permissions; instead, we simply
need to know whether there exists a mapping from a physical page to a virtual page with
sufficient permissions in the process’s address space. This drastically reduces the storage
overhead per page—from 64 bits in the process page table entry to 2 bits in the Protection
Table.

We implement the Protection Table as a flat table in physical memory, with a read
permission bit and write permission bit for each physical page number (PPN) (Figure 4.2).
The Protection Table is physically indexed (in contrast to the process page table, which is
virtually indexed), because lookups are done by physical address. There is one Protection
Table per active accelerator; details for accelerators executing multiple processes concur-
rently are in Section 4.2.3. The Protection Table does not store execute permissions, because
once a block is within the accelerator, Border Control cannot monitor or enforce whether
the block is read as data or executed as instructions (see Section 4.1.2).

Because the minimum page size is 4KB, this implies a memory storage overhead of
approximately 0.006% of the physical address space per active accelerator. Thus, a system
with 32GB of physical memory would require only 2MB for each accelerator’s Protection
Table. The flat layout guarantees that all permission lookups can be completed with a

single memory access, which can proceed in parallel with read requests. Section 4.2.4
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discusses handling large /huge pages.

The Protection Table is initialized to zero, indicating no access permissions. The Protec-
tion Table is updated on each accelerator request to the ATS (Address Translation Service).
This occurs whether or not the accelerator caches the translation in a local TLB. The Protec-
tion Table is thus guaranteed to contain up-to-date permissions for any legitimate memory
request from the accelerator—that is, any request where the physical address was originally
supplied by the ATS.

When the accelerator makes a request for a physical address not first obtained from
the ATS, we consider the behavior undefined and seek only to provide security. Since
the accelerator is misbehaving, we do not attempt to provide the “true” page permissions
as stored in the process page table. Thus, in some cases Border Control may report an
insufficient permissions error although the process page table contains a mapping with
sufficient permissions. However, safety is always preserved, and incorrect permissions are
seen only when the accelerator misbehaves.

We expect the Protection Table will often be sparsely populated and an alternate struc-
ture could be more spatially efficient (e.g., a tree), or it could be stored in system virtual
memory and allocated upon demand. If the physical memory is non-contiguous, an al-
ternate layout may be required to allow the table to fit into memory. Any structure that
stores two bits per physical page is possible; the expected memory access characteristics of
the accelerator may inform the choices and decisions in terms of space versus latency of
permissions checks versus predictability of permission check latency. However, the flat
layout has small enough overhead for our workloads on contiguous physical memory that

we do not evaluate alternate layouts.

Border Control Cache Design

While the Protection Table provides a correct implementation of Border Control, it requires

a memory read for every request from the accelerator to memory, wasting memory band-
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Figure 4.3: Actions taken by Border Control on different events. Follows Section 4.2.2.
width and energy. In addition, Border Control is on the critical path for accelerator cache
misses. We therefore add a Border Control Cache (BCC) to store recently accessed page
permissions.

The BCC caches the Protection Table and is tagged by PPN. To take advantage of spatial
locality across physical pages [42], we store information for multiple physical pages in the
same entry, similar to a subblock TLB [89]. This reduces the tag overhead per entry. We
fetch an entire block at a time from memory; in our memory system the block size is 128
bytes, which corresponds to read /write permission for 512 pages per block (2MB). This
gives our BCC a large reach—a 64-entry BCC contains permissions for 32K 4KB pages, for
a total reach of 128MB. This cache is explicitly managed by the Border Control hardware

and does not require hardware cache coherence, simplifying its design.

4.2.2 Border Control Operation

In this section, we describe the various actions that occur on several important events. The
information is summarized in Figure 4.3. We discuss actions taken by Border Control when
(a) a process starts executing on the accelerator, (b) the ATS completes a translation, (c) a
memory request reaches the Border Control, (d) the page table changes, and (e) the process

releases the accelerator upon termination.
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Process Initialization (Figure 4.3a)

When a process starts executing on the accelerator, the OS sets up the ATS for the process
by pointing it to the appropriate page table. If the accelerator was previously idle, the OS
sets up the Protection Table by providing Border Control with a base register pointing
to a zeroed region of physical memory. The OS also sets a bounds register to indicate
the size of physical memory. If the accelerator was already running another process, the
table will have already been allocated. Rather than setting the permissions for all pages at
process initialization, Border Control initially assumes no permissions, then lazily updates
the table. This avoids the overhead of having to populate the entire large table at startup.
However, the Protection Table always satisfies the invariant that no page ever has read or
write permission in the Protection Table if it does not have it according to the process page

table.

Protection Table Insertion (Figure 4.3b)

When the accelerator has a TLB miss, it requests an address translation from the ATS,
which performs the translation and sends the result to both the accelerator TLB and Border
Control. The ATS checks that the address space ID provided by the accelerator corresponds
to a process running on the accelerator.

If there is an entry for this page in the BCC and it has the correct permissions, no action
is taken. If there is an entry with fewer permissions (most commonly, because the entry
contains information about many pages and this particular page has never been seen before),
the entry is updated in the BCC, and the change is written back to the Protection Table.
Otherwise, on a BCC miss, a new entry is allocated, and the BCC fetches the corresponding
bits from the Protection Table and updates the permissions for the inserted page.

Updating the permissions stored at Border Control upon address translation reduces
the complexity and overhead of our implementation. In a correctly functioning accelerator,

the accelerator always receives a VPN-to-PPN translation from the ATS before making a
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memory request to that PPN. Thus, assuming zero permissions until a Protection Table
insertion results in correct behavior without the overhead of determining and storing

permissions for all entries in the process page table upon process initialization.

Accelerator Memory Request (Figure 4.3c)

Every accelerator memory request is checked by Border Control before it reaches the host
memory system. Border Control first looks up the PPN in the BCC. On a BCC hit for the
PPN, the permission bits are retrieved from the BCC entry. On a BCC miss, Border Control
allocates an entry for the page, and fills it with the corresponding bits from the Protection
Table. The Protection Table is only checked after ensuring that the physical address is
within the bounds register.

If the request requires permissions not indicated in the BCC or Protection Table, Border
Control notifies the OS. The OS can act accordingly by terminating the process or disabling
the accelerator. In addition, any requested read data from the page is not returned to the

accelerator, and any write request does not proceed.

Memory Mapping Update (Figure 4.3d)

During process execution, the page table may be updated for several reasons. If a new
translation from virtual to physical page number is added, the Border Control takes no
action (similar to the TLB). This case occurs frequently, because the OS lazily allocates
physical pages to virtual pages.

When an existing virtual-to-physical mapping changes, a TLB shootdown occurs, and
Border Control also needs to take action. In a TLB shootdown, the TLB either has the
offending entry invalidated, or the entire TLB is flushed. In either case, no further action is
needed on a CPU or trusted accelerator. The TLB will obtain a new entry from the page
walk, and any dirty blocks in the caches are stored by physical address and can be correctly

written back to memory upon eviction.
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With Border Control, any dirty cache blocks from the affected page must be written back
to memory before the Protection Table and BCC are updated on permission downgrades.
Otherwise, if the accelerator is caching dirty copies of data from that page—even if it was
legal for the accelerator to write to those addresses at the time—Border Control reports an
error and block the subsequent writeback.

If a mapping changes and the page had read-only permission, the Protection Table and
BCC entry can simply be updated, because no cached lines from the page can be dirty. If
the page has a writable permission bit set in the Protection Table, then it has previously
been accessed by the accelerator and the accelerator’s caches may contain dirty blocks from
the page. The accelerator can flush all blocks in its caches, or, as an optimization, selectively
flush only blocks from the affected page.

Once the cache flush is complete, the corresponding entry in the BCC and the Protec-
tion Table should be updated. Alternately, if the entire accelerator cache is flushed, the
Protection Table can be zeroed and the BCC and accelerator TLB can be invalidated; these
are equivalent in terms of correctness.

Mapping updates resulting in TLB shootdowns commonly occur for a few reasons:
context switches, process termination, swapping, memory compaction, and copy-on-write.
Context switches, process termination, memory compaction, and swapping are expected
to be infrequent and slow operations. For copy-on-write pages, the mapping change will
not incur an accelerator cache flush, because the page was previously read-only and thus
could not have been dirty. Copy-on-write thus incurs no extra overhead over the trusted
accelerator case. In our workloads, we never encountered a permission downgrade. We
evaluate permission downgrade overheads in 4.4.2.

Even if the accelerator ignores the request to flush its caches, there is no security
vulnerability. If the cache contains dirty blocks that are not flushed, they will be caught
later when the accelerator cache attempts to write them back to memory. This will raise a

permission error, and the writeback will be blocked.
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Process Completion (Figure 4.3e)

When a process finishes executing on an accelerator, the accelerator caches should be
flushed, all entries in the BCC and accelerator TLB invalidated, and the Protection Table
zeroed. This ensures that all dirty data is written back to memory, and access permissions
for that process are revoked from the accelerator. If the accelerator is not running any other

processes, the OS can reclaim the memory from the Protection Table.

4.2.3 Multiprocess Accelerators

Border Control allows accelerators to safely use physically tagged caches, making it straight-
forward to run multiple processes simultaneously. The overhead of Border Control is
per-accelerator and thus is not higher for multiprocess accelerators. Similarly, if multiple
accelerators are cooperating and sharing data (e.g., in FUSION [57]), it may be appropriate
to have them share an instance of Border Control. They are then logically equivalent to a
single, multi-processed accelerator, and may interfere with one another.

When an accelerator is running multiple processes simultaneously, Border Control
checks whether at least one process is able to access a page when determining permissions;
the permissions we use are the union of those for all processes currently running on the
accelerator.

Although this design choice may seem to weaken the safety properties of Border Control,
we argue that this is not the case. The purpose of Border Control is to protect the rest of the
system from incorrect accelerator memory accesses. Just as Border Control does not inspect
the computations internal to the black box of the accelerator, it cannot prevent a buggy
accelerator from allowing incorrect accesses to data stored in accelerator caches by other
co-scheduled processes. For example, if a process exposes sensitive data to the accelerator,
the accelerator can immediately leak the data to another process address space to which it
has write access, or store it internally and leak it later. The accelerator is sandboxed from

the rest of the system, but interference between processes within the sandbox is possible in
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an incorrectly implemented accelerator.
The OS can deal with security threats internal to the accelerator by simply not running
sensitive or critical processes on untrusted accelerators. Dealing with misbehavior internal

to the black box of the accelerator is outside the scope of our threat model.

4.2.4 Border Control Design Considerations

We briefly discuss several considerations with our Border Control implementation, includ-
ing other permission sources than the page table, constraints on cache organization, and

dealing with different page sizes.

Alternate Permission Sources

The access permissions stored in the process page tables are generally a good source of
permission information for Border Control. However, in some cases, alternate sources may
provide more fine-grained control. In particular, the OS might run an accelerator kernel
directly. Because the OS has access to every page in the system, this would eliminate the
memory protection from the accelerator. A simple way to handle this case is for the OS to
provide an alternate (shadow) page table for the accelerator. This can already be done in
implementations of the ATS as part of the IOMMU and requires no changes to the Border
Control hardware.

Border Control can also be extended to work with alternate permission systems, pro-
vided that permissions correspond to physical addresses. For example, in Mondrian
Memory Protection [97], the accelerator keeps a Protection Lookaside Buffer (PLB) rather
than a TLB. On a PLB miss, Border Control can update the Protection Table, just as it would
on a TLB miss.

Capabilities are another access control method [60]. The accelerator cannot be allowed to
directly access capability metadata, or it could forge capabilities. However, if the capabilities

correspond to physical addresses and can be cached in a structure at the accelerator, the
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Protection Table and BCC can store and verify these permissions. For permissions at finer
granularities than 4KB pages, an alternate format for Border Control’s Protection Table

and BCC may be more appropriate, to reduce storage overhead.

Virtualization

As described so far, Border Control assumes an unvirtualized trusted OS. Border Control
can also operate with a trusted Virtual Machine Monitor (VMM) below guest OSes. In this
case, the VMM allocates the Protection Table in (host physical) memory that is inaccessible
to guest OSes. The present implementation then works unchanged because table indexing
uses “bare-metal” physical addresses: unvirtualized or host.

However, safely sharing accelerators in a virtual machine environment is currently not
a solved problem. If the accelerators are multiprogrammed and concurrently executing
workloads from different virtual machines, a flawed accelerator could allowing interference
or communication between the virtual machines — whether through host memory or
through accelerator-scope threats. Even time-shared accelerators may not be safe, if storage
internal to the accelerator is not properly cleared. These issues were discussed in more
depth in Chapter 2.

Border Control’s protection for physical pages associated with all processes not running
on the accelerator still provides safety for the VMM and for other processes on guest
machines. For use cases where strict isolation between virtual machines is not required,
it may thus be appropriate; for cases where strict isolation is required, more research is

needed on techniques beyond host memory safety.

Other Devices

Although we focus on accelerators — computation devices with advantages in performance
or energy-efficiency over CPUs — we believe Border Control may also be able to provide

benefits to other devices as well. For example, if an I/O device requires access to memory in
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a data-dependent fashion, Border Control may be more effective than existing approaches
such as the IOMMU. However, we focus on accelerators, where the need for a highly

efficient, fine-grained solution is more clear.

Cache Organization Requirements

Our implementation of Border Control places minor constraints on accelerator cache orga-
nizations. One invariant Border Control requires of cache coherence is that an untrusted
cache should never provide data for a block for which it does not have write permission.
This is simple to enforce in an inclusive or non-inclusive M(O)(E)SI cache: the owner-
ship of non-writable blocks should always remain with the directory or the trusted cache
hierarchy—for example, by not allowing a read-only request to be answered with an owned
E state.

For exclusive caches, this invariant requires exclusive cache behavior to be slightly
modified. Specifically, when a block is sent from a shared cache to the private accelerator
cache, it is normally invalidated at the shared cache, so that there is at most one level of the
cache hierarchy holding the block. If the block was dirty when sent to the accelerator, the
copy in memory will be stale and the accelerator will need to write back data for a block
for which it does not have write permission, violating the above invariant. Solutions to
this problem require modifications in either the host cache coherence protocol or in the
interface between the host and the accelerator.

We discuss the coherence implications of accelerators, including the consequences of

accelerators owning non-writable blocks, in much greater detail in Chapter 5.

Page Size

We assumed above that page size is 4KB, which is the minimum page size on most systems.
However, some workloads see significant performance benefits when using larger page

sizes. Our implementation of Border Control works with larger page sizes. When inserting
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a new translation for a large page, we can update the Protection Table and BCC entries for
every 4KB page covered by the large page. Thus, for a 2MB page, Border Control updates
the entries for 512 entries. This is the size of a single BCC entry or one memory block in
our system with 128 byte blocks, so using 2MB pages does not cause any difficulties. More
complex and efficient mechanisms may be required if future accelerators commonly use

large pages.

Snoop Locality

The BCC is designed to capture temporal and spatial locality of accelerator requests. How-
ever, in systems with coherent caches managed by coherence protocols that do not track
exact sharer information, there may be many snoops forwarded to the accelerator for blocks
that are not accessible by the accelerator. These blocks may not have the same degree of
locality as the accelerator address stream and may pollute the BCC. This may in turn make
future demand requests from the accelerator slower.

To avoid polluting the BCC, we add a non-counting Bloom filter, to which we add each
page the accelerator accesses. On a permission lookup, if the Bloom filter returns a miss,
the page must have no permissions at the accelerator and thus by definition cannot reside
in the accelerator caches; in Chapter 5 we discuss optimizing cache behavior based on
this information. If the Bloom filter returns a hit, then the page may be accessible to the
accelerator, so the Border Control should check the BCC / Protection Table, as normal, to
determine if the page permissions are None, Read-only, or Read-Write.

Because pages can only be inserted in the Bloom filter and never removed, the Bloom
filter will gradually report more and more false positives, possibly causing gradual perfor-
mance degradation. We maintain correctness by always checking the BCC / Protection
Table for the canonical page permissions, but the false positives thrash the BCC and the
added lookups add latency and power overhead. However, on updates to page tables for

the process running on the accelerator, the accelerator TLBS, caches, and all permission
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information is flushed. In that case, the Bloom filter will be cleared, leading the false

positive rate to drop. We evaluate the effectiveness of this snoop filter in Section 4.4.2.

4.3 Border Control FAQ

We seek to anticipate and answer questions readers may have regarding Border Control

and its alternatives.

Why not perfectly verify accelerator hardware?

Perfect verification of accelerator hardware would eliminate the problems associated
with malicious or buggy hardware design. However, accelerators that wish to access shared
memory are likely to be too complex to easily validate, especially in the presence of die
stacking and/or malicious hardware which is intended to be difficult to detect [87, 93]. Even
first-party hardware has bugs, as shown by the errata released by companies such as Intel
and AMD [8, 47, 51, 64, 75, 81]. Border Control makes perfect verification unnecessary by
sandboxing memory errors, so that they can only affect processes running on the imperfect

accelerator.

Why not eschew third-party accelerators?

Using only trusted (first-party) hardware could prevent the accelerator from generating
incorrect memory requests, as all generation and propagation of physical addresses would
occur in trusted hardware. However, we hypothesize that with the increasing prevalence of
accelerators, there will be economic benefits to being able to purchase IP from third parties.
In addition, Border Control protects against bad memory accesses by buggy first-party

accelerators as well as third-party accelerators.

We quantitatively evaluate this option in Section 4.4.2. Using first-party design for the
caches and TLBs is the approach used by the Coherent Accelerator Processor Interface
(CAPI) from IBM [86, 95]. However, the accelerator must be able to access the TLB and

L1 caches with very low latency in order to avoid performance degradation; the tight
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integration necessary may be difficult when the accelerator is designed or even fabricated
by a different company than the TLB and cache hierarchy. The untrusted accelerator may use
a non-coherent scratchpad memory for internal storage, but scratchpad memory does not
provide the programmability benefits of caching. In addition, this approach may limit the
types of performance and energy optimizations possible in the accelerator cache hierarchy.
We show a quantitative comparison in Section 4.4. Border Control allows optimized caches

and TLBs to be made by the accelerator manufacturer without compromising safety.

Why not forbid use of physical addresses?

Instead of disallowing all caches, Border Control can also be implemented by preventing
the accelerator from using physical addresses, but letting it use caches with virtual ad-
dresses. Then the virtual-to-physical translation occurs at the border, giving the accelerator
no way to access physical pages belonging to other processes.

There are a number of known drawbacks to virtual caches [23, 24], including problems
with synonyms and homonyms. In particular, implementing coherence is significantly
more difficult, especially because current CPU caches use physical addresses only. Recently
proposed designs with virtual accelerator caches require modifications to the CPU coher-
ence protocol (VIPS-M [52]), or do not allow homonyms or synonyms in the accelerator
caches (FUSION [57]). Border Control allows standard cache coherence using physical

addresses, including handling homonyms and synonyms.

Why not limit to “safe” memory ranges? The system could use static regions and mark
ranges of physical addresses which the accelerator is allowed to access, requiring appli-
cations to (either explicitly or implicitly) copy data into the accelerator address space.
However, copying data between address spaces incurs a performance penalty, and it may
be difficult to determine a priori which memory the accelerator will use. Also, limiting data
to a contiguous range may also require rearranging the layout of data and updating pointers

accordingly. Border Control allows full shared virtual memory between the accelerator

and CPU.
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Why not allow caches and TLBs and do address translation again at the border to verify?

Border Control could be implemented by doing a backwards translation from physical
to virtual addresses and checking permissions with the process page table. Both Linux
and Windows contain OS structures to perform reverse translation for swapping. How-
ever, these structures are OS-specific, and thus not good candidates for being accessed by
hardware. Instead, this would require frequent traps into the OS, which may have perfor-
mance impacts both on the accelerator process and host processes. Our implementation of
Border Control relies on the insight that performing a reverse translation is not required to

determine access permissions.

4.4 Evaluation

Border Control aims to provide safety without significant performance or storage overheads.
We quantitatively evaluate Border Control and several other safety approaches on the
GPGPU, a high-performance accelerator which is capable of high memory traffic rates
and irregular memory reference patterns. A GPGPU is a stress-test for memory safety

mechanisms.

4.4.1 Methodology

We summarize the configurations for each approach in Table 4.2 and describe them in
detail below. We evaluate five approaches to memory safety. We use the unsafe ATS-only
IOMMU as a baseline, where the IOMMU serves only to perform initial address translation
but the GPU uses physical addresses in its TLB and caches. This enables the GPU to use all
performance optimizations, and is the norm in coherent integrated GPUs today, but does
not satisfy our security goal.

The full IOMMU configuration is a simple approach to safety, appropriate for low-

performance accelerators. For the IOMMU to enforce safety, the accelerator must issue
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Table 4.2: Comparison of configurations under study.

every memory request as a virtual address to the IOMMU, which performs translation and
permissions checking. We therefore remove the accelerator caches and accelerator TLB,
but leave the L2 TLB because the IOMMU caches translations. Although this configuration
is unrealistic for high-performance, high-bandwidth accelerators like GPUs, we include it
to illustrate the challenges of providing safety using existing mechanisms.

The CAPI-like configuration is modeled on the philosophy of IBM CAPI, where the
accelerator caches and TLB are implemented in the trusted system. Thus, they are more
distant and less tightly integrated with the accelerator. We model the longer latency to the
trusted accelerator cache by including only a shared L2 cache.

We evaluate two Border Control configurations. First, Border Control-noBCC includes the
Protection Table for safety but does not include the BCC, to show the impact of caching the
permission information. Border Control allows standard GPU performance optimizations:
accelerator L1 and L2 caches and accelerator TLBs. The Border Control-BCC configuration
adds in the BCC for higher performance.

To explore the varying pressures different accelerators put on Border Control, we
evaluate two GPU configurations, a highly threaded GPU and a moderately threaded GPU.
The highly threaded GPU is similar to a modern integrated GPU (e.g., AMD Kaveri [12])
with eight compute units, each with many execution contexts. This configuration is a proxy

for a high-performance, latency-tolerant accelerator. The moderately threaded GPU has a
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single compute unit and can execute a single workgroup (thread block) at a time, but it
executes multiple wavefronts (execution contexts). This configuration is a proxy for a more
latency-sensitive accelerator.

We use a variety of workloads to explore a diverse set of high-performance accelerator
behaviors. We evaluate Border Control with workloads from the Rodinia benchmark
suite [26], including machine-learning, bioinformatics, graph, and scientific workloads.
These workloads range from regular memory access patterns (e.g., 1ud) to irregular, data-
dependent accesses (e.g., bfs). They use a unified address space between the CPU and
GPU rather than explicit memory copies.

To simulate our system, we use the open-source gem5-gpu simulator [74], which com-
bines gem5 [20] and GPGPU-Sim [16]. We integrated our Border Control implementation
into the coherence protocol. Table 4.3 contains the details of the system we simulated. We
use a MOESI cache coherence protocol with a null directory for coherence between the
CPU and the GPU. Within the GPU, we use a simple write-through coherence protocol.
This system is similar to current systems with an integrated GPU (e.g., AMD Kaveri [12]),

and has increased memory bandwidth to simulate future systems.

4.4.2 Results

To better understand the tradeoff between performance and safety, we evaluate the runtime
overheads of Border Control and the other approaches to safety compared to the unsafe
baseline (ATS-only IOMMU). Figure 4.6 shows the runtime overhead of the approaches we
evaluate, for both GPU configurations.

ATS-only IOMMU The ATS-only IOMMU has no overhead, and all other configura-
tions are normalized to it. However, it does not provide any safety guarantees.

Full IOMMU The first bar (red) in Figure 4.6 shows the impact of the full IOMMU:
geometric mean of 374% runtime overhead for the highly threaded case and 85% for moder-

ately threaded. The overhead is higher in the highly threaded case because the 8 core GPU
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CPU
CPU Cores 1
CPU Caches 64KB L1, 2MB L2
CPU Frequency 3 GHz

GPU
Cores (highly threaded) 8
Cores (moderately threaded) 1
Caches (highly threaded) 16KB L1, shared 256KB L2
Caches (moderately threaded) 16KB L1, shared 64KB L2
L1TLB 64 entries
Shared L2 TLB (trusted) 512 entries
GPU Frequency 700 MHz

Memory System
Peak Memory Bandwidth \ 180 GB/s
Border Control

BCC Size 8KB
BCC Access Latency 10 cycles
Protection Table Size 196KB
Protection Table Access Latency 100 cycles

Table 4.3: Simulation configuration details.

is capable of issuing a high bandwidth of requests, and without the L2 to filter some of this
bandwidth, the DRAM is overwhelmed and performance suffers. The moderately threaded
case does not saturate the DRAM bandwidth and sees less performance degradation, but
runtime overhead is still impractically high.

Takeaway: The full IOMMU suffers very high performance degradation for high-performance
accelerators.

CAPI-Like (second, blue bar of Figure 4.6). The average runtime overhead for the
CAPI-like configuration is only 3.81% in the highly threaded case. There are a few bench-
marks (e.g., pathfinder, hotspot) that show almost no performance degradation. This is
not surprising, as the GPU is designed to tolerate high memory latency. However, the
moderately threaded case has higher overhead, at 16.5% on average. This is because the
moderately threaded GPU does not have enough execution contexts to hide the increased
memory latency. The CAPI-like configuration has lower overhead than the full IOMMU, but

may still cause significant performance degradation, especially for more latency-sensitive
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Figure 4.4: Highly threaded GPU

Figure 4.5: Moderately threaded GPU

Figure 4.6: Runtime overhead compared to ATS-only IOMMU (which has 0% overhead).

accelerators.

Border Control-noBCC (third, purple bar of Figure 4.6). Border Control without a BCC
has on average 2.04% runtime overhead for highly threaded and 7.26% for moderately
threaded. Similarly to the CAPI-like configuration, the extra latency and bandwidth from
accessing the protection table affects the the moderately threaded GPU more than the
highly threaded GPU. Even without a BCC, Border Control reduces execution overhead
compared to the IOMMU and CAPI-like configurations.
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Border Control-BCC (fourth, green bar of Figure 4.6). Border Control with a BCC has
an average runtime overhead for the highly threaded GPU of just 0.15%, and 0.84% for
the moderately threaded case. The BCC eliminates the additional memory access on each
accelerator memory access, improving performance.

Takeaway: Border Control with BCC results in very little performance overhead, while provid-
ing full safety.

In summary, Border Control with a BCC provides safety with almost no overhead over
the unsafe baseline. For the highly threaded case, Border Control attains an average of
4.74x speedup over the full IOMMU and 1.04x over the CAPI-like configuration. For the
moderately threaded case, Border Control is on average 1.83 x faster than the full IOMMU
and 1.16x faster than the CAPI-like configuration.

In both cases, the biggest performance impact for CAPI-like and Border Control con-
tigurations is seen for two workloads: bfs and nn. For bfs, the high overhead is because
it exhibits poor address coalescing and makes the most demands to system memory (see
Figure 4.7). nn sees a large performance degradation because it offloads a short kernel with

many compulsory misses.

Border Control Requests

Figure 4.7 shows the number of requests per cycle checked by Border Control for the highly
threaded GPU. On average, we saw approximately 0.11 requests per cycle, but there is
significant variability: from 0.025 for backprop to 0.29 for bfs. From this data, we conclude
that bandwidth at Border Control is not a bottleneck. This is not surprising since the private
accelerator caches provide good bandwidth filtering for the rest of the system.
Takeaway: Our simple BCC design can easily support the maximum observed request rate of 1

request every 3 cycles.
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Figure 4.7: Number of requests per cycle checked by Border Control for the highly threaded
GPU.

BCC Sensitivity Analysis

We show the results of a sensitivity analysis of BCC size in Figure 4.8, which gives the miss
ratio at the BCC as size increases. Each line represents a different BCC entry size, from 1
page/entry (2 bits) up to 512 pages/entry (1024 bits) with the addition of a 36-bit tag per
entry. The miss ratio is averaged over the benchmarks.

For the workloads we evaluate, storing multiple pages per entry shows a large benefit,
especially when storing 512 pages (a reach of 2MB) per entry. Since there is spatial locality,
larger entries reduce the per-page tag overhead. For a 1KB BCC with 512 pages/entry, the
average BCC miss rate is below 0.1% for our workloads. However, we conservatively use
an 8KB BCC, as it is still a small area overhead and may be more appropriate for larger,

future workloads.

Area and Memory Storage Overheads

Our Border Control mechanism has minimal space overhead. The Protection Table uses
0.006% of physical memory capacity per active accelerator. The BCC was effective for our

workloads with 64 entries of 128 bytes each, for a total of 8KB.
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Figure 4.8: BCC miss ratio when varying BCC size and number of pages per entry.

Sensitivity to Memory Mapping Updates

When memory mappings are updated and page permissions are downgraded, any accel-
erator must finish all outstanding requests (where most of the downgrade time is spent),
invalidate its TLB entries, and the ATS must flush its caches. These actions occur even
with trusted accelerators. Our implementation of Border Control maintains safety and
correctness by also flushing the accelerator caches, the Protection Table, and the BCC,
which incurs additional overhead (details discussed in Section 4.2.2). Figure 4.9 shows that
the overhead for permission downgrades is negligible (approximately 0.02%) in the most
common case of downgrades today, context switches (10-200 downgrades per second).
Additionally, the overhead for permission downgrades continues to be small even when
the rate of downgrades is much higher, as may be common in future systems. Figure 4.9
also shows that Border Control incurs roughly twice the overhead of the unsafe ATS-only
IOMMU. This increased overhead is mostly due to writing back dirty data in the accelerator
L2 cache (highly threaded) or compulsory cache misses (moderately threaded).

Takeaway: Border Control has low performance overheads even in the presence of memory
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Figure 4.9: Runtime overhead with varying frequencies of page permission downgrades.
mapping updates.

Snoop Filter

The snoop filter gives Border Control a fast, energy-efficient way to determine if a particular
page might be currently accessible to the accelerator. Since demand accesses from a correct
accelerator will always be found in the filter, it is most helpful for checking permissions
on coherence probes. These coherence probes are particularly relevant in systems where
the CPU and accelerator are executing concurrently and sharing a subset of pages. Our
GPGPU workloads are bulk-synchronous and we only evaluate them during the GPGPU
phase, so they do not show significant performance benefits. Nevertheless, we include a
brief analysis of the effectiveness and size of the snoop filter for a system with four GPU
cores. We do not perform flushes in these tests.

Figure 4.10 shows the total number of accesses to the filter (both demand and probe)

across all benchmarks, for different filter sizes and number of hashes. These accesses
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can be broken down into three categories: true hits (page in the filter + Border Control
permissions), false hits (page in the filter + no Border Control permissions), and miss (page
not in the filter + no Border Control permissions). There is no “false miss” category because
any page not in the filter cannot have permission at the accelerator; thus on a filter miss,
we do not need to check the BCC or Protection Table. On average across all benchmarks,
approximately 10.5% of permission checks are to pages to which the accelerator does
not have permission. Even a relatively small filter (512 bytes) eliminates 85% of the BCC
accesses that would return no permissions; large filters eliminate up to 99.5%.

The effects of the snoop filter were very dependent on the workload. In backprop (Fig-
ure 4.11) and pathfinder (Figure 4.17), accesses to blocks without permissions (coherence
probes) outnumber accesses to blocks with permissions (demand accesses or coherence
probes). In these workloads, the filter is very effective at preventing BCC accesses, reducing
them by 99.7% and 99.9%, respectively, even for the smallest filters. This leads to a reduc-
tion in BCC accesses of 59.5% and 63.7%. Similarly, the filter reduces accesses to hotspot
(Figure 4.13) by 99.9% to blocks without permissions, or by 25.5% when considering all
accesses.

On the other hand, bfs (Figure 4.12), 1ud (Figure 4.14), and nn (Figure 4.15) show very
few accesses to blocks without permissions: 0.1%, 0.5% and 2.6% of accesses, respectively.
For bfs and 1ud, the filter becomes full at small sizes (below 16kB and 8kB, respectively),
and even at large sizes does not provide much benefit due to the small number of blocks
that miss in even a perfect filter. For nn, the filter is effective even at the smallest sizes, but
again there is little opportunity for benefit because most accesses must hit.

Finally, nw shows the most sensitivity to filter size. The filter effectiveness ranges from
3% for the smallest size to 96% at the largest size tested. However, even with a large filter,
there is again not a huge benefit as only 5% of blocks can miss.

These results indicate that a filter is useful to reduce BCC accesses (and possible pollu-

tion) for some workloads. The accelerator designer should use knowledge of the specific
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access patterns on accelerator workloads to determine the necessity and size of the filter.
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Figure 4.10: Effectiveness of Snoop Filter of different sizes and 4 or 8 hashes, summed
across all benchmarks.
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Figure 4.11: Effectiveness of Snoop Filter of different sizes and 4 or 8 hashes (backprop).
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Figure 4.13: Effectiveness of Snoop Filter of different sizes and 4 or 8 hashes (hotspot).
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4.5 Summary

Incorrect memory accesses from accelerators can cause information leaks, data corruption,
or crashes not only for processes running on the accelerator, but for the rest of the system
as well. We propose Border Control which prevents improper accelerator memory accesses.
We evaluated Border Control and found that it has very low overheads: with a Protection
Table taking up 0.006% of physical memory capacity and a 8KB Border Control Cache, we
saw performance degradation of on average 0.15% for a highly threaded accelerator and

0.84% for a moderately threaded accelerator.
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5 CROSSING GUARD

For many years, CPUs have optimized fine-grained, data-dependent accesses through the
use of hardware cache coherence. Hardware coherence aids in both performance and
programmability by avoiding the need for the programmer to explicitly manage where
data is located in memory and the cache hierarchy. There is an increasing recognition that
accelerators can benefit from hardware coherence as well [10, 57, 73].

There are several major differences between coherence protocols designed for CPUs
and those designed for accelerators. First, some accelerators may benefit from specific
accelerator cache organizations. Unlike CPUs, which are general-purpose and may exhibit
many access patterns, accelerators may access data in very specific ways. For example, a
video decoder may be block-based, while a graph processing accelerator may make many
data-dependent accesses.

The coherence and cache organization design space is large and provides many oppor-
tunities for optimizations: caches may be inclusive, exclusive, or non-inclusive; write-back
or write-through; write allocate or write no-allocate; prefetching or not. A simple coher-
ence protocol may include only Invalid (I) and Valid (V) states; most coherence protocols
also include states such as M (Modified), S (Shared), E (Exclusive), O (Owned) and/or
F (Forward) [83]. Accelerator designers may choose to allocate cache resources based on
their knowledge of likely data access patterns. For example, an accelerator that performs
mostly streaming accesses may benefit from prefetching more than an accelerator that per-
forms mostly highly data-dependent, unpredictable accesses. A GPGPU might have caches
designed specifically for write-coalescing. Similarly, the FUSION accelerator coherence
protocol [57] is designed to migrate data between a set of cooperating accelerators working
on the same application. Giving accelerator designers extensive flexibility will lead to
better accelerator performance.

Second, any particular accelerator may be integrated with a range of host systems. These
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host systems will be designed by different companies and will have different coherence
protocols. For example, Intel uses an inclusive cache hierarchy with a MESI(F) protocol,
ARM uses a MESI-like protocol and inclusive or exclusive caches, and AMD uses an
exclusive MOESI protocol. In addition, the specific messages that these host systems use
may be proprietary and unknown to the accelerator designer. Even if the protocol is known,
it is a substantial burden for the accelerator designer to design and implement different
caches for each host system. Giving accelerator designers a single standard coherence
interface will ease accelerator development.

Third, accelerator designers may not have the same expertise in developing complex
coherence protocols as host designers. Coherence protocols are notoriously difficult to
design and implement correctly [32]. For performance reasons, protocols may allow mes-
sages between components of the coherence system to race. Direct communication between
caches at the same level of the hierarchy, such as between L1s, also improves performance
at the cost of complexity. Much of the difficulty of implementing coherence protocols
comes from handling these cases. Giving accelerator designers a simple coherence inter-
face will make it easier for them to implement and verify correct coherent accelerator
caches.

Finally, accelerators may not share the same presumption of correctness and trustwor-
thiness as CPUs. If the accelerator cache incorrectly discards a request from the host rather
than responding to it, the host system may wait indefinitely. Over time, this bug could
consume host resources until the host system is rendered unusable — including for pro-
cesses that never use the accelerator. Similarly, unexpected messages from the accelerator
may cause cache controller errors. It is even possible that an accelerator could contain
malicious hardware that could be triggered to perform incorrect coherence actions as a
denial of service attack. Giving host designers a standardized coherence interface will
allow them to limit the incorrect actions an accelerator can perform, reducing the attack

surface and improving reliability and security.
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Industry recognizes the emerging importance of these issues and is developing initial
interfaces between third-party (FPGA) accelerators and host systems. As discussed in
Chapter 3, IBM’s Coherent Accelerator Processor Interface (CAPI) [48, 86] provides a
simple memory access interface for the accelerator developer and safety for the host with
the Coherent Accelerator Processor Proxy (CAPP) on the CPU and the Power Service Layer
(PSL) on the FPGA. The PSL supplies the accelerator with a cache, and the CAPP acts as
a directory of lines at the accelerator, forwarding probes and keeping the PSL coherent.
Virtual-to-physical address translation is also handled by the PSL. CAPI therefore provides
the accelerator with an interface to which it can make loads and stores by virtual address,
but does not allow it to build customized coherent caches on top of the PSL cache. In
addition, CAPI works with the IBM POWERS, but is not a general interface for hosts
designed by different companies.

ARM also provides a coherence interface in the form of the ARM Accelerator Coherency
Port (ACP) [41], which allows accelerators to make coherent requests by physical address.
However, it does not pass invalidations to the accelerator, preventing an accelerator designer
from implementing fully coherent accelerator-side caches. ACP also only works for ARM
systems.

To provide a more interoperable interface, a group of seven companies—including
IBM and ARM-recently formed the Cache Coherent Interconnect for Accelerators (CCIX)
Consortium [2]. CCIX promises interoperability across host systems with different ISAs,
as well as higher bandwidth and improved latency compared to current interfaces. While
specific details of the interface and how accelerators will interact with it have not been
released, the formation of the CCIX consortium indicates that industry values interoperable
coherent third-party accelerators. In the best case, Crossing Guard can influence future
versions of industrial approaches like CCIX.

This work explores the design space of safe and standardized accelerator-host coherence

interfaces, including both interfaces that allow customized accelerator caches and those that
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do not. We propose Crossing Guard: host hardware that forms an interface between the host
system and the accelerator and which mediates coherence interactions between the host
and the accelerator. Crossing Guard is similar to the software concept of an Application
Program Interface (API), which provides a public interface which is simple and stable.
Meanwhile, the back-end implementation can be treated as a black box and can change
without notifying users of the API. The narrow set of interactions that are allowed by the
API (or Crossing Guard) limits the potential error cases.

Crossing Guard provides benefits to both the host and accelerator designers. For the
host designer, Crossing Guard provides a set of safety guarantees even in the presence of a

buggy or malicious accelerator. Crossing Guard ensures that:

¢ Allows accelerators to use customized caches
* Provides a simple, standardized coherence interface

¢ Provides safety and reliability for the host system

We define a standardized set of coherence requests and responses for accelerators,
and implement two accelerator coherence protocols that use the interface. The first is a
single-level high-performance MESI cache, which requires only 4 stable states and single
transient state. The second is a two-level accelerator protocol, with an L2 shared between
multiple accelerator cores running the same application.

We implement Crossing Guard in a heterogeneous system where CPUs and GPGPUs
coherently access shared memory. To demonstrate that it allows freedom for the host
designer, we show that the CPUs can use an exclusive, AMD Hammer-like protocol or an
inclusive MESI protocol. We compare Crossing Guard with using an accelerator-side cache
(unsafe) or a host-side cache (longer hit latency), each using the host protocol. We stress-test
the accelerator protocol by sending a stream of random requests from each accelerator core,
and find that Crossing Guard’s interface provides correct coherence operation. We then

bombard the Crossing Guard with a stream of random coherence messages to random
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Accelerator Events XG Requests XG Responses
States Load | Store | Replacement Invalidate DataM | DataE | DataS | WB Ack
M hit hit issue PutM / B send Dirty WB / 1 - - - -
E hit hit/ M issue PutE / B send Clean WB / 1 - - - -
S hit issue GetM / B issue PutS / B send InvAck / 1 - - - -
I issue GetS / B | issue GetM / B - send InvAck - - - -
B stall stall stall send InvAck /M /E /S /1

Table 5.1: Sample accelerator L1 cache implementing Crossing Guard’s (XG) interface.
Entries are of the form action / next_state, and - indicates an impossible transition.

addresses, and find that Crossing Guard provides safety even when the accelerator is
behaving badly: this fuzz testing never leads to a crash or deadlock. In addition, Crossing
Guard performs similarly to the unsafe, hard-to-design accelerator-side cache and better

than a safe but high-latency host-side cache.

5.1 Crossing Guard

Crossing Guard consists of hardware that implements a simple, standardized interface
for coherence and translates requests between the host and the accelerator. It also ensures
that an accelerator cannot affect other processes running on the CPU, no matter how
pathologically bad the accelerator’s behavior is; in particular, it protects against crashing or
deadlocks. We focus on systems where the accelerator maintains a TLB to allow it to use
physical addresses.

Crossing Guard provides translation between protocols: the accelerator caches can
make requests to Crossing Guard with a standardized set of coherence messages, and the
host can use the normal host protocol. To the host coherence protocol, Crossing Guard will
appear as simply another coherent cache. Any complex interactions with the other caches
in the system, such as counting acknowledgment messages or handling races, will be taken
care of by Crossing Guard.

There is one instance of Crossing Guard per accelerator in the system. It is implemented
by the host designer, who has full knowledge of the coherence protocol running on the host.

Once implemented, the Crossing Guard hardware works with any accelerator making use
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of the interface; it only needs to be updated when the host protocol changes.
We provide an overview of the interface here, and refer the reader to Appendix A for a

tull specification.

5.1.1 Accelerator Coherence Interface

We define a set of requests and responses that form the coherence interface. The messages
chosen determine optimizations the accelerator coherence protocol can make. For example,
if the only way for the accelerator to request a block is with a generic Get message, the
accelerator will only be able to implement a VI protocol.

In our design, the accelerator can make a total of five requests to the host and receive
one of four responses from the Crossing Guard interface; the host can make one request to
the accelerator and receive one of three responses. Every request always results in exactly
one response.

The accelerator may request a block from the host with GetS (shared and read-only)
or GetM (exclusive and read-write). In return, it can receive DataS (shared+clean), DataE
(exclusive+clean), or DataM (exclusive+modified). The accelerator may receive DataE or
DataM on either a GetS or GetM request.

When the accelerator cache replaces a block, it must send an appropriate request: PutM,
PutE, or PutS. The PutM and PutE messages carry data to avoid the complexity of a multi-
phase commit. In response to any Put request, the cache will receive a WritebackAck. E and
M are both owned states; when the host sends an Invalidate request, the accelerator must
respond with Clean Writeback or Dirty Writeback, respectively. Otherwise, the accelerator
must respond with an InvAck (Invalidation Acknowledgment).

Aslong as the accelerator cache follows these rules, the interface guarantees that normal
coherence invariants will hold (e.g., single-writer / multiple-reader). These messages are
sufficient to implement a fully coherent cache with similar performance characteristics to

more complex traditional protocols such as AMD Hammer or Intel MESI(F), and which can
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communicate with a variety of host cache designs. Not all of these messages are necessary
for integration with all host protocols; e.g., when connecting to a host protocol that allows
silent eviction of blocks in S state, the Crossing Guard does not pass the PutS message to
the host. However, the goal of the interface is to work with a wide variety of traditional
coherence protocols.

To demonstrate the use of this interface, Table 5.1 shows an example transition matrix
in the style of Sorin et al. [83] for an accelerator L1 cache. In this case, a single private L1
cache is connected to each Crossing Guard. This example cache implements the MESI
stable states, and has only a single transient state, B (Busy). In comparison, the private
L1 in our baseline implementation of an inclusive MESI host protocol has six transient
states, some of which include extra information such as a dirty bit or counters for pending
acks, and can receive four host requests and seven host responses. These extra states and
messages are required to handle races and count pending acks. We require that the network
between Crossing Guard and the accelerator be ordered, which avoids all races between
the accelerator except between an accelerator Put and a host Invalidate request. All other
races and complexity are hidden by Crossing Guard.

To demonstrate that the Crossing Guard interface allows a range of accelerator protocol
designs, we also implement a hierarchical two-level accelerator cache design: private per-
core L1s connected to a shared L2, which communicates with Crossing Guard. Blocks
can be shared between accelerator L1s even if the block is in M state at the accelerator L2;
the L2 coordinates sharing. The accelerator cache hierarchy and protocol are completely
independent of the host design, and connect to the host using the same Crossing Guard
hardware as the single-level protocol.

If an accelerator benefits more from simplicity than from being able to implement a full
MESI protocol, the accelerator cache can reduce complexity by treating several messages
identically. For example, an accelerator cache can implement a VI design by sending only

GetM requests. An MSI design is possible by treating DataE as DataM (and sending only
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Guarantees to Host Protocol for Coherence Messages on Behalf of Accelerator

0. Accelerator requests must respect page permissions.
a) The accelerator cannot make any request for a block for which it has no page
access permissions.
b) The accelerator cannot make an exclusive (write) request or respond with exclu-
sive data for a block for which it does not have page write permission.
1. Accelerator requests must be correct with respect to the host protocol.
a) The accelerator cannot make a request inconsistent with the stable state of the
block at the accelerator.
b) The accelerator cannot make a request inconsistent with the transient state of the
block at the accelerator.
2. Accelerator responses must be correct with respect to the host protocol.
a) The accelerator cannot make a response inconsistent with the stable state of the
block at the accelerator.

b) The accelerator cannot make a response inconsistent with the transient state of
the block at the accelerator.

c) The accelerator must respond to any request from the host within a reasonable
time.

Figure 5.1: List of guarantees provided to the host system by Crossing Guard.

Dirty Writebacks).

Finally, although we focus on fully coherent caches, it is also possible to implement an
accelerator protocol with weaker coherence guarantees than the host system. For example,
an accelerator may have multiple private L1s and a shared L2, and a programming model
that requires an explicit flush before data from one core is guaranteed visible at other
accelerator L1s. Crossing Guard places no restrictions on coherence behavior within the

accelerator protocol.
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5.1.2 Crossing Guard Guarantees to Host

Crossing Guard ensures that coherence messages to the host protocol on behalf of the
accelerator are consistent with three guarantees, shown in Figure 5.1. We elaborate on
these guarantees and how they are enforced below.

If the accelerator message (or lack of message) to Crossing Guard would violate one of
these guarantees, Crossing Guard does not forward the message to the host (or will send an
appropriate message on a timeout), and reports an error to the OS. The OS can then use an
appropriate policy to handle the error; for example, it can terminate the process running on
the accelerator, disable the accelerator to prevent it from making further accesses, and/or
not schedule further processes on the accelerator and alert the user. In practice, we believe
that the simpler coherence interface associated with Crossing Guard will limit the number
of accelerator protocol errors.

At a high level, Crossing Guard enforces these guarantees as follows:

Guarantee 0: This guarantee ensures that an accelerator cannot read information to
which it does not have read permissions or corrupt data for which it does not have write
permissions. Crossing Guard enforces it by checking page permissions as described in
prior work such as Border Control [66], and blocking incorrect accesses.

Guarantee 1: This guarantee protects the host from receiving unexpected requests from
the accelerator, such as a PutM when the accelerator does not own the block, or a second
GetS request for the same block before the first receives a response.

For 1a, Crossing Guard tracks the state relative to the host of all blocks in the accelerator
cache. If the request type is incorrect given this state (e.g., writing back a block that it does
not have), Crossing Guard will block the request and report an error to the OS.

For 1b, Crossing Guard tracks all pending accelerator coherence requests. If there is
already a pending accelerator request for an address, it will block all subsequent accelerator
requests to the same address and report an error.

Guarantee 2: This guarantee protects the host from receiving unexpected responses
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from the accelerator, such as an InvAck without a corresponding request; it also ensures that
the host always receives an appropriate response within some constraint. Crossing Guard
ensures that the response message type is correct, but cannot ensure correctness of data in
the presence of an accelerator protocol error — the accelerator caches are malfunctioning,
so data they provide is not trustworthy either. Thus, Crossing Guard may thus send stale
or zero data in response to a host request, but will always alert the OS so that it can take
proper action.

For 2a, Crossing Guard again checks the response type against its record of the state
of the block at the accelerator. If the response type is incorrect based on this information,
it corrects the response type and reports an error. For example, if the accelerator owns a
block but responds to an Invalidate with an InvAck, Crossing Guard will send a Writeback of
a zero block instead.

For 2b, Crossing Guard keeps state indicating whether there is a pending request from
the host for the block. If not, it blocks the response and reports an error.

For 2¢, Crossing Guard detects whether the accelerator responds to a request within
a timeout interval. If the accelerator does not respond to the request within a timeout,
Crossing Guard will report an error and respond on its behalf with an appropriate message.

To enforce these guarantees, Crossing Guard must assume that an incorrect accelerator

might send any message at any time, and respond accordingly.

Guarantees Not Provided by Crossing Guard

Crossing Guard does not and cannot protect against an accelerator writing incorrect data
to a block for which the accelerator has write permission. This is because Crossing Guard
does not have access to internal accelerator logic. It is the responsibility of the accelerator
designer to ensure that the accelerator operates correctly. The goal of Crossing Guard
is simply to protect the host system from incorrect accelerator coherence messages and

provide host stability.
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5.1.3 Types of Crossing Guard

There are several possible implementations of the Crossing Guard hardware. They provide
the same interface to the accelerator, but have different benefits depending on specifics of
the host protocol and the importance of minimizing the storage needed by Crossing Guard.
We discuss two types of Crossing Guard here, and evaluate their performance and imple-
mentation tradeoffs in Section 5.3. First, the Full State Crossing Guard places few restrictions
on the characteristics of the host protocol, allowing it to be used with no modifications
to the host protocol. However, it needs to store information about every block currently
held by the accelerator. Second, the Transactional Crossing Guard alternative only tracks
open coherence transactions: cases where the host or the accelerator has made a request
but not yet received all responses. It has much lower storage requirements, but requires
that the host coherence protocol have certain properties. We find that existing coherence
protocols (such as an AMD Hammer-like protocol and an inclusive MESI protocol) require

only minor changes to work with Transactional Crossing Guard.

Full State Crossing Guard

Full State Crossing Guard tracks the state of every block present at the accelerator. In effect,
this design adds a trusted inclusive directory between the host protocol and the accelerator.
Because the accelerator sends PutS requests, Crossing Guard can store exactly the blocks
in the accelerator caches.

Because this directory contains a trusted copy of all data and metadata for each block, it
allows Crossing Guard to work with a wide variety of host coherence protocols. Whenever
Crossing Guard enters some stable state for a block, it can forward it on to the accelerator,
no matter the details of how the block was obtained (e.g., via a data message + acks or by
gathering tokens). When Crossing Guard loses access to a block (e.g., due to an invalidation
or forward request or timeout), it can notify the accelerator to invalidate its copy. Thus,

Full State Crossing Guard works with a variety of unchanged host coherence protocols.
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Full State Crossing Guard must store all data and metadata that could lead to a host
coherence error if it were improperly modified. At minimum, it must store tags for all
blocks currently held by the accelerator. For a 256kB accelerator cache with 64B blocks, this
storage is around 16kB. In addition, it would need storage for blocks in MSHRs or buffers.

Crossing Guard may also need to store data for some blocks. For example, if the
accelerator is allowed to own a block to which it does not have Read-Write permission,
Crossing Guard must store a copy of the data to avoid violating Guarantee 0b. This can
happen for host protocols which respond to a GetS request with DataE or DataM if no
other cache has the block. This allows silent upgrades to M state later, and optimizes for a
common case of blocks that are read, then written. However, the accelerator may later be
expected to provide data to other caches for this block — which is prohibited for a read-only
block by Guarantee 0b because it would allow an incorrect accelerator to modify a block
for which it does not have write permission. Furthermore, the performance optimization
is not helpful because the block will not be written by the accelerator. In practice, many
protocols provide a means of making non-upgradable GetS requests for blocks that are
expected to be read-only, such as instructions.

Due to the storage overhead for Full State Crossing Guard, it may be most appropriate
for accelerators with small caches or where the host protocol maintains metadata with all

blocks.

Transactional Crossing Guard

Transactional Crossing Guard only tracks open coherence transactions, which greatly
reduces the storage required. It may also ease time-sharing of the Crossing Guard hardware
between accelerators, because storage will not need to be sized for a specific accelerator.
Most of Crossing Guard’s guarantees to the host can be easily enforced without Crossing
Guard knowing the state of the block at the accelerator. Guarantee 0 requires only knowl-

edge of each coherence request/response type and address, along with the corresponding
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page permissions. Guarantees 1b & 2b require only knowledge about transient states to
determine allowed message type(s), while Guarantee 2c requires only knowing how long
a block has been in a transient state at the Crossing Guard.

However, Guarantees 1a & 2a require Crossing Guard to determine whether a message
is consistent with the state of the block at the accelerator. Full State Crossing Guard handles
them by storing information on the stable state of blocks held by the accelerator.

An alternate approach, which we use for Transactional Crossing Guard, is to instead re-
quire that the host protocol have certain properties that make any message that is consistent
with the transient accelerator state also consistent with stable accelerator state. We require
that the host maintain normal coherence invariants for any accelerator message reflecting
the true state of the block at the accelerator. For all other messages consistent with the
transient accelerator state, we require only that the host protocol tolerate the message. For
example, if the accelerator holds a block in S but sends a PutM request, the host may handle
this by discarding the data or by updating its copy of the block. If it updates the block,
this may result in multiple values of the block in the host coherence system, in violation of
normal coherence invariants. However, as the accelerator is already behaving incorrectly,
the data is not trustworthy even if the message is discarded. We focus instead on ensuring
that the host caches do not experience deadlock or livelock or enter undefined states. We
simply require that the host system eventually converge on a single value for each physical
address in the system.

For Guarantee 1a, we require that the host protocol be able to handle any request from
an accelerator for a block, regardless of “true” stable state of that block at the accelerator,
as long as the request does not violate any other guarantee. For example, the host protocol
must be able to to tolerate a Put message for a block the accelerator does not hold, or a
PutM message for a block in S. In some cases, the directory maintains owner information,
which allows the host to determine if a Put is erroneous and report an error (and recover).

Similarly, a protocol that uses PutS is likely to do exact sharer tracking, allowing it to
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determine if a PutS message is correct.

In some protocols, non-owner PutM requests can occur due to a non-erroneous race
condition [83]. However, if the host protocol generates Nacks or takes other action on the
Put (besides simply sinking it), it is necessary to ensure that these actions do not cause
harm. For example, if an improper accelerator Put can result in a spurious Nack later being
sent to a CPU cache, it is necessary that the CPU cache can detect this case and safely
handle the message.

For Guarantee 2a, we require that the host protocol be able to tolerate any response
from an accelerator that is appropriate to the originating request, regardless of stable state
at the accelerator. As an example, consider a protocol that does not track sharers and
thus broadcasts a Forward message to all caches, whether or not they have the block. The
correct response thus depends on the state of the block at the accelerator: a Data message if
the accelerator is the owner, otherwise an InvAck. If the accelerator responds incorrectly,
Crossing Guard will forward the incorrect response to the host. This can result in problems
in the accelerator host protocol, where a cache might receive zero or multiple copies of
data instead of the exactly one copy it expects.

One way for a host protocol to maintain safety is to ensure that there is a one-to-one
correspondence between requests and responses in the host protocol. The host can exactly
track owner and sharer information for each block, and send different type of Forward
messages based on this state. An alternate approach that requires less storage is to modify
the host protocol to handle the different responses interchangeably; rather than counting
acks, the requestor can count the number of responses received. Then the protocol may
receive zero or multiple copies of data for the block, resulting in corrupted data, but without
disrupting the host protocol.

Finally, Transactional Crossing Guard is inappropriate for protocols that require non-
modifiable metadata to be stored along with accelerator stable states. In general, any data or

metadata given to the accelerator in a stable state must be considered unsafe and potentially
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modified; this means that, for example, a Token protocol where each block is associated
with virtual tokens, would require extensive changes to work with Transactional Crossing
Guard.

In practice, we find that our baseline host protocols require only minor changes to work
correctly (Section 5.2.2). Since both Crossing Guard and the host coherence protocol are
implemented in the host, it may be reasonable to optimize Crossing Guard storage by
making host protocol changes, especially if the changes do not require extensive redesign.
The trade-offs between Full State Crossing Guard and Transactional Crossing Guard may
weigh differently for different host systems. Since both use the same interface with the

accelerator, the decision can be made independently of any accelerator design decisions.

5.1.4 Comparison with Traditional Protocols

There are several differences between our interface and existing host protocols like our
baselines, an AMD Hammer-like exclusive MOESI protocol and Intel-like inclusive MESI.
First, Crossing Guard prevents direct communication between an accelerator cache and
other sibling caches in the system. In contrast, many protocols allow a cache to forward data
to other caches at the same level. Crossing Guard’s interface allows the accelerator cache to
communicate only with a single controller (Crossing Guard), which in turn communicates
with the other caches in the system.

This design choice has benefits and drawbacks. The principle drawbacks of disallowing
cache-to-cache communication are that some transitions will require more hops, and there
will be more traffic through the directory. The main benefit is avoidance of the complexity
associated with sending data or acknowledgements between sibling caches. In the Hammer-
like protocol, a request for a block will frequently result in a response from every other
cache; in the MESI inclusive protocol, the requestor is told by the L2 how many responses it
should receive. In both cases, the requestor must count acks, determine the type (e.g., DataS,

DataE, or DataM) of data received, and determine whether to send an unblock message to
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the parent. This adds complexity and thus implementation, debugging, and verification
difficulty. We shift this complexity to Crossing Guard, which only needs to be designed
once per host protocol. In return, the accelerator protocol can be drastically simplified.

A second difference is Crossing Guard filters out race conditions. In some traditional
protocols, if a cache requests a block in S, it may receive an invalidation before the data, in
which case it must go into a transient state such as ISI [83], since the cache does not know
whether the data or the invalidation was sent first. Handling race conditions correctly is
difficult and adds complexity. Crossing Guard hides these races from the accelerator cache.
The accelerator designer then does not need to consider them; if the block is not in a stable
state, the accelerator cache should always return an InvAck on an Invalidate request and
take no further action.

Third, the protocol does not constrain cache design in terms of inclusivity / non-
inclusivity / exclusivity or number of levels. In the two-level accelerator protocol, the
accelerators can use an entirely different cache organization than the host. Our accelerator
L2 is inclusive and shared between a number of L1s, all running the same application,
which allows data to be transferred between the L1s without going through Crossing
Guard and the host directory. It can be integrated with the host protocol, regardless of host

inclusivity and the number of levels in the host protocol.

5.1.5 Other Benefits of Crossing Guard

Besides the safety guarantees already discussed, Crossing Guard can protect against denial
of service attacks where a misbehaving accelerator sends legitimate messages at a very
high rate, consuming bandwidth, directory entries, or other resources shared with the host.
Unchecked, this could cause significant performance degradation for processes being run
on the host system. To avoid this situation, Crossing Guard can limit the rate at which an
accelerator can send requests (responses should always be sent immediately). This rate

limiting could be controlled by registers set by OS policies. Using a configurable limit
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would also allow correct accelerators to be throttled when they are impacting performance
of other components of the system, while allowing them more resources when available.
Crossing Guard, along with translating between coherence protocols, may also translate
between coherence block sizes. If the accelerator uses a larger block size than the host,
Crossing Guard can merge requests and responses. On an accelerator request, it can
request all needed host blocks, and once they arrive, it can forward the merged block to the
accelerator. On a writeback, it can split the single accelerator block back into component
blocks. (However, if the application developer does not realize that the block sizes are
different, performance could be very bad due to an increase in expensive false sharing.)
If the accelerator uses a smaller block size than the host, Crossing Guard can request
blocks at host granularity and store them, forwarding only pieces of them to the accelerator.
Although this allows for correct operation, it increases necessary storage at the Crossing
Guard. We believe that it is unlikely that an accelerator would use smaller granularity

blocks than the host, since host block size is already relatively small (64kB).

5.2 Crossing Guard Implementation

To better understand how our proposed interface works with various host protocols, we
design Crossing Guard hardware to connect our example one- and two-level accelerator
protocols with two baseline host protocols: an AMD Hammer-like exclusive protocol and
an inclusive MESI protocol. For our baseline protocols, we use the versions implemented
in gemb5 as the protocol description. We integrate Crossing Guard with pre-existing pro-
tocol implementations to avoid making design choices in the host protocols that might
inadvertently make it easier for us to integrate Crossing Guard.

Crossing Guard appears to the host protocol as an ordinary cache: for Hammer-like
as a private L2, and for MESI inclusive as a private L1. Because the accelerator caches are

behind Crossing Guard, the host protocol is completely agnostic to their design.
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Figure 5.2: Cache organization options for accelerators.

(a) Accelerator-side cache (unsafe), using the host protocol.

(b) Host-side cache, with no cache at the accelerator.

(c) Accelerator with Crossing Guard, with a single-level accelerator cache using an acceler-
ator protocol.

(d) Multicore accelerator with Crossing Guard, with two-level cache using an accelerator
protocol.

We show some of the design alternatives in Figure 5.2. First, in (a), the accelerator may
implement a cache using the host protocol; this is unsafe and requires the host protocol
to be exposed to the accelerator, but may be suitable if the accelerator is designed by the
same company as the host. Second, in (b), the host provides a host-side cache to which
the accelerator directly makes load and store requests by virtual address. While safe, this
may increase access latency as well as disallowing the accelerator freedom to customize its
cache design. Finally, in (c) and (d), the host exports the Crossing Guard interface, while
the accelerator implements an L1 cache customized to its needs (c) or an L1 and shared L2
using its own protocol (d). In this case, Crossing Guard provides safety and an interface
with the host, while letting the accelerator use customized caches.

In total, we evaluate 8 possible configurations using Crossing Guard: 2 host protocols,
2 Crossing Guard variants, and 2 accelerator protocols. In addition, we evaluate 4 configu-

rations without Crossing Guard: an accelerator-side and a host-side cache for each host
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protocol.

5.2.1 Permission Information

Crossing Guard ensures that page access permissions are respected (Guarantee 0), as in
prior works [66]. For each accelerator or host request where there is not already a pending
transaction, Crossing Guard first obtains the page permissions (Read-Write, Read, or None),
as in Border Control. It then stores the page permission information with any buffer entries
or cache lines for the address. These permissions are used to provide protection; e.g., if a
block has read-only permission, the accelerator should not be able to send any messages

for that block containing data.

5.2.2 Integration with Host Protocols

We integrate Full State and Transactional Crossing Guard with two existing coherence
protocols in gem5-gpu [74], with the general-purpose GPU as a proxy for a general high-
performing accelerator. We discuss our experiences with each and the necessary host
protocol modifications.

Although a different Crossing Guard implementation is needed for each host protocol,
there were significant similarities. We discuss the general operation of Crossing Guard,
then address host protocol-specific considerations.

First, the accelerator may make a Get request. If the request violates its guarantees,
Crossing Guard reports an error and does not forward it to the host. Otherwise, Crossing
Guard forwards the request and then waits for data and /or metadata such as acks from
the host system. When Crossing Guard determines the request has been satisfied (i.e., it
has received a copy of the data and the requisite number of acks), it passes the data along
to the accelerator with the appropriate message (DataS, DataE, DataM). If necessary, it also

sends the appropriate unblock message to the host directory.
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Second, the accelerator may make a Put request. If the request violates the Crossing
Guard guarantees, Crossing Guard again reports an error. Otherwise, Crossing Guard
forwards the request and acks the accelerator, then waits for a writeback ack from the host.
In a two-part writeback as in the Hammer-like protocol, Crossing Guard then sends the
data.

Third, the host may make an Invalidate or Forward request. If Full State Crossing Guard
shows that the accelerator does not have the block in a conflicting state (e.g., block is in
S on a forwarded GetS), or if Transactional Crossing Guard can deduce block state from
open transactions or page permissions, Crossing Guard can simply send an Ack on the
accelerator’s behalf. Otherwise, Crossing Guard forwards an Invalidate to the accelerator,
then waits for its response so it can translate it and send it to the host (i.e., directory, sibling
cache, or both) with appropriate message type and number of acks, etc. Crossing Guard
also enforces a timeout for these transactions, so that if the accelerator takes too long to
reply, Crossing Guard can recover by sending a zero data block or an ack to the requestor
and alerting the OS that an error has occurred.

Even though Transactional Crossing Guard does not store full accelerator cache state
information, it can respond to snoops for blocks where the accelerator has no permissions
without consulting the accelerator. This has two benefits: first, it avoids needless messages
and associated latency. Second, if the accelerator is malicious, coherence traffic could be
a side-channel; preventing the accelerator from observing coherence traffic for blocks it
cannot access closes the channel.

Finally, there may be a race between an accelerator and host request, resulting in a
transaction that is waiting for both the host and the accelerator. For example, the accelerator
may make a Put request at the same time as the host makes an Invalidate request for the
same block. In this case, Crossing Guard must ensure that both the host and accelerator

receive appropriate responses.
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Integration with Hammer-Like Protocol

The MOESI_hammer protocol, as implemented in gemb5, combines the private L1I, L1D, and
L2 into a single cache controller, with a directory in a separate controller. We integrate
Crossing Guard to act like a private L1/L2 cache. We discuss some of the nuances of
implementing Crossing Guard for this protocol.

The Hammer-like protocol includes a non-exclusive owned state (O), which gives the
owning cache a shared copy of the block but requires it to respond to requests from other
caches. The Crossing Guard accelerator interface does not have a way of communicating
this state to the accelerator with the messages in its interface. Therefore, Transactional
Crossing Guard ensures that the host never considers the accelerator in this state. The O
state is reached when there are multiple GetS requests from different cores in the Hammer-
like protocol to a block in an exclusive owned state (M). The directory then forwards a
merged GetS request to the owner. The expected response is for the owner to downgrade to
the non-exclusive owned state O and also provide the data to the requestors. We handle
this case by having Crossing Guard request an invalidation from the accelerator cache,
then forward the data in the resulting writeback to the requestors. Crossing Guard also
sends the data to the directory with a Put message, relinquishing ownership.

Three host protocol changes are required to support Transactional Crossing Guard.
First, the Hammer-like protocol we build on does not include a non-upgradable GetS
message; a cache in modified M state always responds with exclusive data. The accelerator
cannot own a block with read-only permission without violating Guarantee 0Ob, so we
add a non-upgradable GetS_only request. Similarly, we add a Fwd_GetS_only message to
the host L1/L2. We believe that commercially implemented protocols generally already
implement such a request for use by instruction caches.

Second, to ensure that any request from the accelerator is valid regardless of stable
block state (Guarantee 1a), the protocol must be modified to handle unexpected accelerator

Put requests. The baseline directory already handles Put requests when it believes that



91

the directory already owns the block, because this can happen in a correctly implemented
protocol if the Put request races with a Get from another cache. The directory then responds
with a Nack. However, if the accelerator sends an incorrect Put, it can lead to a host cache
receiving an unexpected Nack at a later time. We thus modify the host L1/L2 caches to
sink unexpected Nacks and generate an error.

Third, to ensure that any response corresponding to a request from the host is always
valid regardless of accelerator stable state (Guarantee 2a), we must modify the host L1/L2
logic for counting Acks on a Get request. Rather than counting Acks, the L1/L2 instead
counts the number of responses. This allows it to receive zero or multiple copies of the
data without a protocol disruption.

These changes require no additional states; in total, we added one new event to the
directory and one to the L1/L2. In total, for the Hammer-like protocol, the Transactional
Crossing Guard requires 16 states and 23 events. The Crossing Guard interface converts
the 5 request types from the host to the accelerator to a single Invalidate request, and the 8

response types from the host to 4.

Integration with MESI Two-Level

The MESI_Two_Level protocol has a shared L2 that is inclusive of private L1s (where the L1I
and L1D share a controller). Implementing Full State Crossing Guard is straightforward.
The only change to the baseline protocol required for Transactional Crossing Guard is
treating Acks and Data as equivalent responses to a Forward request (Guarantee 2a). This
is mostly simple, except in the case where Crossing Guard receives an invalidation due to
a GetM request from a host L1 and the accelerator is not the owner. If the accelerator is
buggy and responds with a Writeback rather than an InvAck, Crossing Guard will forward
the data to the L2 rather than acking the requesting L1. Therefore, it is necessary for the L2
to respond to this unexpected event by acking the requestor on behalf of the accelerator.

The host protocol can handle requests from the accelerator at any time (Guarantee 1a)
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with no changes. Thus, the MESI inclusive protocol works with Transactional Crossing

Guard without additional states or events in the host controllers.

5.3 Results

To explore the effects of accelerator cache organization and the performance and error
tolerance properties of Crossing Guard, we evaluate a range of cache organizations in
gemb-gpu [74]. We evaluate Crossing Guard for three properties: correctness given a

correct accelerator cache; safety with an incorrect accelerator cache; and performance.

5.3.1 Protocol Stress Test

Protocol Full State XG Transactional XG
Host Accel Visited Possible % Visited Possible %
Hammer-like | 1-level 60+148+70+19 60+148+73+19 99% 60+148+67+20 60+148+69+20 99.3%
Hammer-like | 2-level | 60+148+92+85+18 | 60+148+92+85+19 | 99.8% | 60+148+68+87+18 | 60+148+69+87+18 | 99.5%
MESI 1-level 60+121+45+19 60+121+45+19 100% 60+121+43+20 60+121+43+20 100%
MESI 2-level | 60+121+63+85+18 | 60+121+64+85+19 | 99.4% | 60+121+43+87+18 | 60+121+43+87+19 | 99.7%

Table 5.2: Coverage with random tester. Hammer-like totals are for Directory+Host L1/L2
Cache+Crossing Guard+Accelerator L1 (+ Accelerator L2). MESI totals are for Host L2+Host
L1+Crossing Guard+Accelerator L1 (+ Accelerator L2).

We first evaluate the correctness of our implementation of the accelerator protocols and
the interface with the host protocols. We stress-test the protocols by running a random
testing framework which makes rapid loads and stores to random addresses and checks
correctness of the data [98]. To increase contention, only a small number of addresses are
used, and the cache sizes are correspondingly decreased so that replacements are frequent;
message latencies are chosen randomly to model the case where messages are delayed in
the network. We expect that if the tester is run with varying random seeds and cache sizes,
all possible transitions will eventually be seen. We assume for this test that all blocks have

full read-write permission at the accelerator.
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We choose this approach over formal verification (e.g., model checking with Mur, [34])
because of the practical limitations of existing verification methods. These approaches
typically can verify a protocol for only a single address in the system, and rely on symme-
try between cores that our heterogeneous system lacks. These methods require making
simplifications for tractability and do not model all aspects of the protocol. An industrial
implementation of Crossing Guard would likely include formal verification to complement
stress testing.

We ran the random tester for at least 240 million load /check pairs per configuration,
with up to 82 billion for configurations that did not have complete coverage. Across
configurations, the tests ran for a sum of 22 compute years. To understand the coverage
of the tester, we counted the state/event pairs that the random tester visited at each
cache controller and compared it with the number that we believe are possible, based on
transitions defined by the baseline protocols. In the case of a missing transition or coherence
bug that caused incorrect data, the tester would produce an error; we did not observe any
errors or missing transitions in the final versions of the protocols. We manually inspected
transitions that were never visited and determined that some of them were not actually
reachable (e.g., Replacement event for a block not in the cache); we therefore removed them
from the total. We show the totals in Table 5.2, and refer the reader to Appendix B for a
more thorough discussion of coverage. These coverage totals do not include transitions
that are only reachable due to accelerator misbehavior.

The higher the percentage of transitions visited, the more likely it is that the tester
would have uncovered any latent bugs. Although the percentage of visited transitions
at each controller does not directly indicate the percentage of visited global transitions, it
provides a lower bound on coverage.

We observed that over 99% of transitions were reached for each configuration for both
host protocols. The remaining transitions tended to be reachable only by multiple races

between host invalidations and accelerator replacements, making them very infrequent.
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5.3.2 Accelerator Protocol Fuzz Testing

Host Protocol Full State XG Transactional XG
Visited Possible % Visited Possible %
Hammer-like | 148+57+211 | 148+60+211 | 99.3% | 172+61+154 | 172+61+153 | 99.7%
MESI 60+121+148 | 60+121+149 | 99.7% | 60+127+93 | 60+127+93 | 100%

Table 5.3: Coverage with fuzz tester. Hammer-like totals are for Directory+Host L1/L2
Cache+Crossing Guard. MESI totals are for Host L2+Host L1+Crossing Guard.

To test whether the host is protected from the accelerator when the accelerator caches
are incorrect, we employed fuzz testing [63], where we generated random input to Crossing
Guard from the accelerator side. The fuzz tester takes the place of the accelerator cache(s).
It repeatedly randomly selects one message type and an address, and makes a request to
the host (via Crossing Guard), without considering the cache state of the address. This
generates a stream of requests unlike what would be seen in a correctly functioning cache:
for example, multiple GetM messages without receiving or relinquishing data, PutM
messages when not the owner, and unsolicited Writebacks or InvAcks. It also can lead to
missing responses, normally resulting in deadlock. The host side continues to run the
previous random stress tester, but the check for data correctness is removed.

Table 5.3 shows that coverage with the fuzz tester was over 99%. This method quickly
uncovered numerous errors in our initial implementation; however, in the final implemen-
tation we find no invalid transitions or deadlocks. These results suggest that Full State
Crossing Guard fully protects an unmodified host protocol. In addition, Transactional
Crossing Guard can, in concert with a slightly modified host protocol, hide accelerator

misbehavior from the rest of the system.

5.3.3 Performance

Although safety is Crossing Guard’s primary goal, our protection mechanism must not

significantly degrade performance. We therefore evaluate performance on one type of
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accelerator, a general-purpose GPU. GPGPUs are complex, high-performance accelerators
that can benefit from sharing a coherent address space with the host system.

Tables 5.4 and 5.5 give details of our simulator configuration. We evaluate our approach
using shared-memory versions of workloads from the Rodinia benchmark suite [26]. For
obtaining page permissions, we implement Border Control [66], which uses a table updated
on accelerator TLB misses to determine permissions; we assume a 2 cycle latency to access
an 8kB Border Control Cache. We hold the total system cache capacity constant across all
configurations; thus, in the two-level accelerator cache design, the L1s will be smaller than
in the single-level accelerator cache, as shown in Table 5.5.

We compare Crossing Guard with two alternate approaches. First, the accelerator-side
cache gives each accelerator a unified L1 similar to the CPU caches. This cache uses the
host protocol and is unsafe, but may be appropriate when the accelerator is designed by a
trusted party. Second, the host-side cache provides the accelerator with an interface to which
it can make loads and stores by virtual address. However, the cache has long latency on
hits. The host-side cache is similar to CAPI's approach, but without allowing a trusted
cache on the accelerator side.

We assume that the accelerator is not as closely integrated with the host L2/Directory
as the rest of the caches, but rather has 20x the latency. High latency might result if the
accelerator and host directory are in different clock domains. In addition, the high latency
is consistent with performance results for integrated GPGPUs. Finally, the GPGPU and its
workloads are fairly latency-insensitive and the high latency link emphasizes the difference
in configurations, which might be more apparent for latency-sensitive accelerators. We
place the host-side cache and Crossing Guard on the host side of the connection, and any
accelerator caches at the other side.

We compare six cache configurations for each host protocol: an unsafe accelerator-side
cache, a host-side cache, and the Full State Crossing Guard and Transaction Crossing Guard

each with 1 and 2 level accelerator cache hierarchies. Figure 5.3 shows performance for
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CPU
CPU Cores 1
CPU Frequency 3 GHz
Host Caches
Hammer-like MESI Inclusive
L1I & L1D 32kB each 32kB each
L2 128kB private | 512kB shared w/ GPGPU

Table 5.4: CPU simulation configuration details.

GPGPU
Cores 4

GPU Frequency 700 MHz

GPGPU Caches (Hammer-like)
Accel-side Host-side / 1-level 2-level
L1 | 16kBIand D 160kB 32kB
L2 | 128kB private - 512kB shared

GPGPU Caches (MESI Inclusive)

Accel-side Host-side / 1-level 2-Level

L1 | 32kBIand D 64kB 16kB
L2 - - 192kB shared
Cache-to-Cache Latency
Accelerator L1 to L2 10 cycles
Accelerator L2 to XG 200 cycles
XG to Directory /Shared L2 10 cycles
Accelerator to Host-side Cache 210 cycles

Table 5.5: GPGPU simulation configuration details.

the Hammer-like case and Figure 5.4 for the inclusive MESI case, each normalized to the
accelerator running an unchanged host protocol.

For the Hammer-like exclusive host protocol, we find that allowing the accelerator to
have a cache is important for performance. The host-side cache degrades performance by
an average of 27% compared to the unsafe accelerator-side cache, due to the long latency to
access the host-side cache. Interestingly, in some cases the host-side cache performs better
than the accelerator cache; this is because the Hammer-like protocol does not track sharers,
and Forward requests thus must traverse the long-latency hop to the accelerator. This is
particularly harmful when the accelerator does not have the block, and accounts for much of

the slowdown of the Transactional Crossing Guard. The effect is stronger for the single-level
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Figure 5.3: Performance with Hammer-like host protocol, normalized to an unsafe
accelerator-side cache.

accelerator cache, because the two-level cache allows accelerators to share blocks without
traversing the link to the host. The combination of Crossing Guard and an accelerator
cache provides the fast cache access of the accelerator-side cache plus the fast Forwards
of the host-side cache, with performance results compared to the accelerator-side cache
ranging from a 9% average improvement to a 4% overhead depending on configuration.
For the MESI inclusive host protocol, we find that the host-side cache has an average
performance overhead of 36% compared to the unsafe accelerator-side cache. The two-level
accelerator cache with Crossing Guard suffers from a combination of limited capacity
and expensive demand misses. However, the single-level accelerator cache performs

indistinguishably to the unsafe case while providing safety.
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Figure 5.4: Performance with MESI inclusive host protocol, normalized to an unsafe
accelerator-side cache.

Together, these results suggest that Crossing Guard can provide safety to host while

maintaining high performance.

54 Summary

Some future hardware accelerators will benefit from hardware cache coherence. However,
accelerator designers face complex and proprietary host protocols, while host designers may
be reluctant to allow potentially buggy accelerator caches to participate in host coherence.
Crossing Guard addresses both challenges by providing a safe and standardized coherence

interface, while maintaining high performance.
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6 SUMMARY AND FUTURE DIRECTIONS

6.1 Summary of Contributions
In this thesis, we made the following contributions:

¢ Introduced a security taxonomy for accelerators, particularly third-party accelera-

tors (Chapter 2).

* Identified improper accelerator accesses to shared memory as a potential security

threat, and proposed a low-overhead mechanism to preserve host safety (Chapter 4).

¢ Investigated various cache organizations for shared memory accelerators, and pro-
posed a means for untrusted accelerators to participate in host coherence without

compromising host reliability (Chapter 5).

6.2 Future Work

This dissertation begins to explore how imperfect accelerators can pose a danger to the
host system — and how we can protect against them. However, there are many questions
yet to be answered.

Accelerators are currently designed by trusted parties, and it is unclear whether (and
how quickly) this is likely to change. It was once assumed that only trusted software pro-
grams would be executed on machines, or that only trusted computers would be networked
together. This is obviously no longer true, and adversaries have found a seemingly endless
supply of design flaws to exploit — and keeping systems running reliably in the face of
buggy software is not a solved problem either. To counter some of these problems, we see
that with untrusted software there are operating systems and numerous interfaces and

libraries to ease software development and system security and reliability. With acceler-
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ators, we see the CCIX Consortium as a potential path towards common, interoperable
third-party accelerators. Perhaps other interfaces will be proposed as well.

We hope that this work will inform further research on the intersection of imperfect
accelerators and host security and reliability concerns, and look forward to seeing what

the future will hold.
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A CROSSING GUARD COHERENCE DETAILS

Crossing Guard provides an interface that accelerator designers can use to interact with
the host coherence protocol. In this appendix, we include a more detailed specification
of the Crossing Guard interface. We also show our implementations of Crossing Guard
for the Hammer-like and MESI Inclusive protocol, in both the Full State and Transactional
Crossing Guard form. We discuss some of the subtleties of the implementations and our
design choices.

In the protocol transition diagrams below, entries are of the form action / next_state,
and - indicates an impossible transition. We use green text to indicate messages being
sent from a controller towards the memory, and blue text to indicate messages being sent
from a controller towards the core. We use red text to indicate errors, with the assumption
that the Crossing Guard reports an error to the OS when this action is encountered. In
baseline implementations with error transitions, we assume they are only needed when
used with a Transactional Crossing Guard; implementations of Full State Crossing Guard
do not require these transitions because erroneous accelerator behavior is entirely hidden
from the host protocol.

Because of the unwieldiness of showing full transition diagrams in print, we also
include links to an online, HTML version. The online versions also give greater detail
about steps that occur in each transition (such as when cache lines and transient buffer
entries are allocated and deallocated). It is interactive for greater ease of reading. An index
of online diagrams and associated slicc code can be found at: http://research.cs.wisc.
edu/multifacet/theses/lena_olson_phd/.

We made an effort in the Crossing Guard protocols to be explicit about “hidden” state
such as clean/dirty bits — splitting dirty and clean messages and coherence states so as
not to hide complexity. However, this distinction is not observed in the baseline protocols,

and blocks in some states may be either dirty or clean. Further, we also implicitly store


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/
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dirty /clean information in the Crossing Guard implementation of MESI Inclusive, to

simplify the transition table and slicc implementation.

A.1 Baseline Protocols

We integrate Crossing Guard with existing protocols in gem5, to avoid inadvertently making
implementation decisions that would make it easier to make a safe interface. The two
protocols we chose were MOESI_hammer and MESI_Two_Level. These protocols differ in
several important respects: Hammer has exclusive, private two-level caches with a shared
directory, while MESI Two Level has private L1s and an inclusive, shared L2. In addition,
these protocols have been reasonably well-tested and are, in theory, less likely to contain
pre-existing coherence bugs. We discuss these protocols in more detail below.

Note that, to avoid repeating the controllers, we include transitions caused by accelerator
misbehavior with Transactional Crossing Guard in the tables here. These error transitions
will never occur with the host protocol, the Full State Crossing Guard, or a correct accelerator

using Transactional Crossing Guard.

A.1.1 Hammer-like

We use a simplified version of Hammer-like, because we do not need all functionality
the baseline implementation provides. In particular, we do not use the probe filter and
we do not use flushes, so we omit the related states and events. In addition, we omit the
DMA events and states for simplicity, but note that these are used for performance tests on

GPGPU workloads.

Directory Controller

Due to space constraints, we refer the reader to the online HTML version for this controller:

http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XGl_hammer_ full/


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/Directory_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/Directory_table.html
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Directory_table.html.

The Hammer-like protocol has a highly complex directory. Even after omitting irrelevant
states and events, there are still 14 states and 60 non-error, non-stalling transitions. We
briefly discuss a few of the more interesting features of this protocol below.

First, the directory does not perform sharer tracking. Thus, if the state at the directory
indicates that a block may be present in at least one private cache, all Get requests are
forwarded to every other cache. This can be expensive if a cache is distant from the directory,
e.g., in the accelerator-side cache evaluated in Chapter 5.

Second, the Hammer-like protocol contains a non-exclusive owned state (O) at the
caches, in contrast to the MESI Inclusive protocol. This state allows requests for shared data
to be serviced by sibling caches rather than the directory, which then does not need to store
the data. If there are multiple outstanding GetS requests at the directory, they are merged
and the resulting Fwd GetS Merged request causes a block in M at a private cache to go into
O state. (In contrast, the result of an ordinary Fwd GetS message is to invalidate the copy
at the L1 and send the data in an exclusive state — this optimizes for producer-consumer
sharing patterns).

Finally, the Hammer-like protocol does a two-phase writeback of data to the directo-
ry/memory. The private cache first sends a Put request to the directory. In the normal,
non-race case, the directory responds with a Writeback Ack. The private cache then sends
the data. If a race occurs, the private cache will receive a Fwd request before the response
from the directory. It then goes into OI or II, as appropriate. When the cache is in II, it
means that it sent a Put, but then received a Fwd GetM and has therefore relinquished its
data. It then sends an Unblock on a Writeback Ack, or simply deallocates the buffer entry on
a Writeback Nack.


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/Directory_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/Directory_table.html
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L1/L2 Controller

Due to space constraints, we refer the reader to the online HTML version for this controller:
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1l_hammer_full/
L1Cache_table.html.

Hammer-like uses a single controller for both the L1 and L2. This greatly simplifies
implementation by allowing the controller to know state at both controllers without com-
munication; there is no possibility of races because there are no messages sent between
levels. Note that this means that the Crossing Guard for Hammer-like host systems should
not be directly compared to the host L1/L2, as the accelerator does need to deal with races
between L1 and L2. In practice, we believe that a “real” implementation of Hammer-like
would also use separate cache controllers here.

Similar to the directory controller, the L1/L2 controller is also extremely complex. It
has 24 states and 148 non-erroneous transitions, even after irrelevant states and events and

stalls are removed.

A.1.2 MESI Inclusive

The MESI Inclusive protocol has private, per-core L1s and a shared, inclusive L2. This L2
acts as a directory and ordering point. The L1 controller is used for both the L1D and the
L1I caches. Again, we remove some states and events that are not relevant to our work
(e.g., DMA and probe filter states). We discuss some important points about the baseline

MESI implementation.

L2 Controller

We split the diagrams for the L2 controller into two pieces. Table A.1 shows events that
are generated by a message arriving from an L1. Table A.2 shows events generated by
messages arriving from memory, as well as local to the L2. Due to space constraints, we

refer the reader to the online version and slicc code for details, and show only high-level


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/L1Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/L1Cache_table.html
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information in the tables. The online version can be found at http://research.cs.wisc.
edu/multifacet/theses/lena_olson_phd/XGl_inc_full/L2Cache_table.html.

This protocol supports three types of requests for blocks: non-upgradable Get Inst for
instruction caches, upgradable GetS, and exclusive GetM. If the request is GetM from a
block that the directory knows is a current sharer, then it is handled as the event L1 Upgrade.

The directory conservatively tracks sharers: when it sends shared data to a cache, it
also sets the sharer bit for that cache, if it is not already set. Then, when the block needs to
be invalidated at the sharers, the request is only sent to caches in the sharer vector. Because
the protocol does not use PutS messages and instead allows silent eviction of shared blocks,
the invalidation or forward request may be sent to caches that do not currently hold the
block. The sharer vector is also used to determine how many Acks a requestor should
receive, information which the directory sends to requestors. This eliminates the need to
broadcast to all caches, which is important for many-core systems.

This protocol sends PutM messages that contain data. This can lead to races when
directory sends an Invalidate or Forward request to a block owner at the same time as the
owner sends a PutM. The L2 handles this by sinking PutM messages and sending a WBAck
without recording the data in every case except when it is in MT and the PutM requestor is

the cache that the directory thinks owns the block.

L1 Controller

Table A.3 gives the transition table for the private L1s; the online version is at http://
research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XGl_inc_full/L1Cache_table.
html. For space reasons, we omit a separate Fwd_Get_Inst column because that message is
treated exactly identical to Fwd_GetS at the L1. As previously mentioned, the GetS Only
message allows the L1’s instruction cache to request a block that is always in S. This is
useful because instruction blocks are not expected to ever be written and do not benefit

from upgrades to E state.


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/L2Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/L2Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/L1Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/L1Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/L1Cache_table.html
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There are two parts of the L1 controller that are not straight-forward. First, if the block is
in IS and the L1 receives an Invalidate followed by shared data, it is not possible to determine
which was sent first by the directory. Thus, the cache may do a single load, but then must
invalidate the block.

The second difficulty is that there are four types of data that a cache can receive, all
of which have different semantics. This type of complexity would likely be difficult for
third-party or non-expert cache designers that wish to communicate directly with the host

protocol.
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Table A.2: Transition Table for MESI Inclusive Protocol L2, Part 2: events generated by
memory messages / at the L2.
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A.2 Accelerator Protocols

We first discuss the expected behavior of the accelerator and the host system on receipt of
each type of accelerator message, then provide two sample implementations of accelerator
coherence protocols: a very simple single-level protocol, and a more complex two-level

hierarchical accelerator protocol.

List of Coherence Message Types

The accelerator communicates with the host (via Crossing Guard) with the following types
of messages. All coherence interactions are initiated with a Request message, and every
Request message must be answered with a corresponding Response message. We define
an S state as one where the accelerator may read the data but not modify it; data in E and
M states is both readable and writable, and these states are differentiated by whether the
block is dirty /modified (M) or clean (E).

¢ Accelerator to Crossing Guard Requests

— GetS: requests a block in S state. Crossing Guard reports an error if the accelera-
tor does not have read permission; it may report an error if the accelerator already
owns the block or has another request open. If the accelerator has read-only
permission, Crossing Guard responds with DataS. Else, Crossing Guard may

respond with DataS, DataE, or DataM.

— GetM: requests a block in M state. Crossing Guard reports an error if the
accelerator does not have write permission; it may report an error if the accelerator
already owns the block in M or has another request open. Otherwise, Crossing

Guard responds with a DataM or DataE message.

— PutS: relinquishes permission to a block received from a DataS message. This

message does not contain data. If the accelerator does not have read permission,
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Crossing Guard always reports an error; if the accelerator does not own the block

in S, Crossing Guard may report an error.

— PutM: relinquishes permission to a clean (unmodified) block received from
a DataE message. This message does contain data, because some variants of
Crossing Guard require this to support an owned E state. If the accelerator does
not have write permission, Crossing Guard reports an error; if the accelerator

does not own the block in E, Crossing Guard may report an error.

— PutM: relinquishes permission to a dirty (modified) block received from a DataE
or DataM message. This message contains data. If the accelerator does not have
write permission, Crossing Guard reports an error; if the accelerator does not

own the block in E/M, Crossing Guard may report an error.
* Crossing Guard to Accelerator Responses

— DataS: grants access to a block in S state. Contains data.

— DataE: grants access to a block in E/M state. Contains clean data. The accelerator
may write this block at any time, in which case it transitions from E (clean,

writable) to M (modified) state.

— DataM: grants access to a block in M state. Contains dirty data. Regardless of
whether the accelerator modifies the data itself, it must consider the block as

dirty when performing a Put or Writeback.

- Writeback Ack: acknowledges to the accelerator that a writeback message suc-
ceeded. At this point the accelerator may make a new request for the block if

desired.
¢ Crossing Guard to Accelerator Requests

— Invalidate: revokes permission to a block in the accelerator cache (if present

and in a stable state). If the accelerator currently owns the block (e.g., is in a
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stable, owned state), it must invalidate its copy and send an appropriate message
(InvAck, Clean Writeback, or Dirty Writeback, discussed below). If the block is in a

busy state or not present at the accelerator, the accelerator responds with InvAck.
* Accelerator to Crossing Guard Responses

— InvAck: acknowledges revoked permission for a block in S state, or indicates
that the block was not present at the accelerator or that it was in a busy state.
Crossing Guard reports an error if there was no corresponding Invalidate; it may
report an error if the accelerator owns the block in E/M state. This message

does not contain data.

— Clean Writeback: acknowledges revoked permission for a block in E state and
sends the (clean) data. Crossing Guard reports an error if there was no corre-
sponding Invalidate or if the accelerator does not have write permission; it may
report an error if the accelerator does not own the block in E state. This message

contains data.

— Dirty Writeback: acknowledges revoked permission for a block in M state
and sends the (dirty) data. Crossing Guard reports an error if there was no
corresponding Invalidate or if the accelerator does not have write permission; it
may report an error if the accelerator does not own the block in E/M state. This

message contains data.

A.2.1 Specification of Crossing Guard Interface

We provide the specifications for the Crossing Guard Interface, from the perspective of
an accelerator cache designer. That is, we discuss the expected accelerator behavior that
will ensure that the accelerator reads and writes correct data relative to the host system.
We first discuss it in general terms, then provide two examples of coherence protocols that

implement correct accelerator behavior.
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Actions Upon Accelerator Demand Request

e Store: If the block is in M state, the accelerator cache updates the block. If the block
is in E state, the accelerator updates the block and transitions to M. If the block is in
a transient state, the accelerator must stall the request. Otherwise the block is not
present or is present in S, and the accelerator sends a GetM request to the host and

awaits the response.

* Load / Instruction Fetch: If the accelerator implements an MI protocol, these are
handled like stores, above. Otherwise, if the block is in M, E, or S state, the accelerator
reads the block. If the block is in a transient state, the accelerator stalls. Otherwise,

the accelerator sends a GetS request to the host and awaits the response.

* Replacement: If the accelerator is in a transient state, it must stall. Otherwise, the
accelerator sends an appropriate Put message to the host and awaits the response.
If the block is in S state, the accelerator must send a PutS message. If the block is
in E state, the accelerator must send a PutM message with data. If the block is in
M state, the accelerator must send a PutM message with data. The accelerator may
no longer access the data from the block and also must await the response before

sending additional Get messages for this block.

Actions Upon Request from Crossing Guard to Accelerator

¢ Invalidate: If the block is not present at the accelerator or is not in a stable state,
the accelerator must send an InvAck in response. If the block is present in S, the
accelerator must send an InvAck and transition to I. If the block is present in E, the
accelerator must send a Clean Writeback with data and transition to I. If the block is

present in M, the accelerator must send a Dirty Writeback with data and transition to L
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Accelerator Events XG Requests XG Responses
States Load ‘ Store ‘ Replacement Invalidate DataM ‘ DataE ‘ DataS ‘ WBACck
M hit hit send PutM / B | send Dirty WB /1 - - - -
E hit hit / M send PutE / B | send Clean WB / 1 - - - -
S hit send GetM / B | send PutS / B send InvAck / 1 - - - -
I send GetS / B | send GetM / B - send InvAck - - - -
B stall stall stall send InvAck /M /E /S /1

Table A.4: Sample accelerator L1 cache implementing Crossing Guard’s interface.

Actions Upon Response from Crossing Guard to Accelerator

e DataS: The accelerator transitions to S state.
¢ DataE: The accelerator transitions to E state (if supported) or M state.
e DataM: The accelerator transitions to M state.

* Writeback Ack: The accelerator transitions from a busy state to I.

A.2.2 Single-Level

To demonstrate the ease of designing an accelerator cache that uses our interface, we
show a very simple single-level accelerator protocol. It has only four stable states (M,
E, S, and I) and a single transient state, B (for Busy). We show the cache controller in
Table A.4, or online at http://research.cs.wisc.edu/multifacet/theses/lena_olson_
phd/XG1_inc_full/AccellL2Cache_table.html.

This controller is sufficient for simple accelerators that have a single compute core, yet
which benefit from performance optimizations such as an S and E state. It is straightforward
to make a simpler controller (with only I, M, and B states). While such a controller may
be appropriate for some accelerators, it would degrade performance for accelerators that

share blocks in read-only state with another accelerator or the host.


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/AccelL2Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_inc_full/AccelL2Cache_table.html
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A.2.3 Two-Level

To demonstrate the flexibility of the Crossing Guard coherence interface, we also implement
a more complex, two-level accelerator protocol. In this protocol, each core of the accelerator
has a private L1, and all cores share an L2. The L2 manages communication between the
private L1s and the Crossing Guard. This type of cache organization may be best-suited for
multi-core accelerators such as GPGPUs, or use cases where multiple accelerators cooperate
to execute a single process (similar to FUSION [57]).

We give a sample transition table for the L1 in Table A.5 and for the L2 in Table A.6 (online
at http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc_full/
AccellL1Cache_table.htmlandhttp://research.cs.wisc.edu/multifacet/theses/lena_
olson_phd/XG2_inc_full/Accell2Cache_table.html). We use a subset of the messages
in the interface provided by Crossing Guard, but there is no need to do so; the messages
used by the accelerator protocol are not visible to the host. Thus, if desired, the accelerator
caches could communicate between themselves with a Token protocol. They could also use
a different coherence model; for example, the L1s could be incoherent and require flushes
to become visible at the accelerator L2s. For ease of testing and purposes of demonstration,
we chose a fairly traditional two-level protocol that supports normal coherence semantics.

In this design, the L1s communicate only with the L2 and not with one another (or with
the Crossing Guard); there is thus no need for an O state. The L1 design is fairly standard,
but does not support an E state; any GetS request to the L2 is guaranteed to return DataS.
We assume that the networks between the L1s and L2 are unordered, necessitating the ISI
state when an L1 in IS receives an invalidate — as the L1 cannot tell the order between an
invalidate and DataS message, it goes into ISI and invalidates the block after a single load.

The shared L2 has five stable states: I, S, MO (exclusive at the accelerator, owned by the
L2), M (exclusive at the accelerator, owned by an L1), and MOS (exclusive at the accelerator,
held in S by zero or more L1s). This design allows the block to be passed between accelerator

L1s without involving the host directory. This may be ideal when the accelerator caches


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc_full/AccelL1Cache_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc_full/AccelL1Cache_table.html
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Accelerator Events L2 Requests L2 Responses
Load ‘ Store ‘ Replacement Invalidate DataM ‘ DataS ‘ WBAck
M hit hit send PutM / MI send WB /1 - - -
S hit send GetM / IM /1 send InvAck /1 - - -
1 send GetS / IS | send GetM / IM - send InvAck - - -
IS stall stall stall send InvAck / ISI - /S -
M stall stall stall send InvAck /M - -
MI stall stall stall send InvAck - - /1
ISI stall stall stall send InvAck - hit / I -

Table A.5: Sample accelerator L1 for use with two-level accelerator cache.

have a long latency to the directory, as in our test system; it also eases sharing between
accelerators and reduces the number of messages to the host. M state exactly tracks a single
L1 owner, while S and MOS perform inexact (overly conservative) sharer tracking. For
ease of reading, we omit information about owner/sharer tracking from this table in this
dissertation, but it available in the HTML version.

The majority of states and transitions are self-explanatory, but we mention a few less
intuitive cases. First, when a block is in S at the L2 and an accelerator makes a store, the L2
must first invalidate all sharers before passing the GetM message to the Crossing Guard.
This is because the semantics of the Crossing Guard interface guarantee that a Get request
implicitly relinquishes any permissions the accelerator had for that block. While this
prevents concurrently invalidating the L1s while waiting for the DataM from the directory,
it simplifies the Crossing Guard interface, which we consider more desirable.

The other design decision we make is to do single-message Put messages from the L1s
to the L2. This makes Invalidate / Put races between the L1s and L2 tricky, because we
cannot nack a late Put. We resolve this by considering the L1 no longer to own the block as
soon as it sends the Put. Then, if we receive a Put when expecting a WB, we simply go into
an -i state to sink the late InvAck.

Similarly, if an Invalidate from the L2 is answered by an InvAck, a race has clearly occurred.
We know that the Invalidate must have raced with the DataM on the unordered network.

We handle this case by resending the InvAck until a WB response is seen.
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A.3 Full State Crossing Guard

The Full State Crossing Guard keeps state for all blocks held by the accelerator, along with
handling requests from the accelerator and the host. It is able to keep exact state because
accelerators must notify the Crossing Guard whenever they evict a block, even in S state.
The Full State Crossing Guard is in many ways similar to the private caches in the baseline
protocols. In our discussion, we focus on the differences.

One difference between Crossing Guard implementations and more traditional host
protocols is that Crossing Guard state machines must ensure that a transition is imple-
mented for every accelerator message in every Crossing Guard state — even though the
majority of these messages will never occur in a correct protocol. This allows the Crossing
Guard to be fault tolerant, by reporting errors on these transitions. In addition, Crossing
Guard includes a Recover event, which occurs when too long has passed since Crossing
Guard has sent a request to the accelerator. In cases where the accelerator does not respond
within the time limit, the Recover event triggers a transition that takes the action that would
have happened if the accelerator had responded appropriately. This may involve sending a
message to the host, potentially with dummy data such as all zeroes; since there is already
clearly a bug in the accelerator cache, the data should not be trusted in any case. Crossing
Guard notifies the OS, which can take an appropriate action in accordance with OS policy.

Another major difference between both Full State and Transactional Crossing Guard
and the baseline is that the Crossing Guard controllers handle enforcing page permissions.
These permissions are looked up on the initial access to a block, then stored with coherence
entries in the Crossing Guard afterwards, whether in the cache line or buffers such as
MSHRs. In some cases, transitions are determined based on this permission. We therefore
indicate in our tables with _R for read-only addresses and _RW for read-write addresses.

We believe this is a novel factor in cache controller design.
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A.3.1 Interaction with Hammer-like

The Full State Crossing Guard for Hammer-like is shown in Tables A.7 (accelerator mes-
sages), A.8 (host messages), and A.9 (events at Crossing Guard). Alternately, the complete
table is online in interactive HTML format at http://research.cs.wisc.edu/multifacet/
theses/lena_olson_phd/XG1l_hammer full/CrossingGuard_table.html. It resembles the
Hammer private cache controller in many ways, but there are some notable differences.

First, as mentioned, permissions are stored with each block. These permissions some-
times determine action taken on a transition; for example, if a block is in M_R at the
Crossing Guard, it must be in S at the accelerator because blocks in read-only state cannot
be owned by the accelerator. Thus, on an incoming Fwd GetS Merged request, the Crossing
Guard can simply respond with data without having to contact the accelerator.

The second difference is that there are potential race conditions between the accelerator
and the host, and these can lead to states where both the accelerator and host have requests
open. In general, we indicate these with a state ending in i, to indicate that the controller
is waiting to sink an InvAck from the accelerator.

Third, the O state is problematic for Crossing Guard, because the narrow interface to
the accelerator does not provide a means of making downgrade requests. The accelerator
cannot remain in an exclusive state, so Crossing Guard asks it to Invalidate. That means the
accelerator cache no longer has the block at all, so the Crossing Guard should evict it as
well. Therefore, if a block is in M_RW and Crossing Guard receives a Fwd GetS Merged, it
retrieves the block from the accelerator and then logically transitions to O and sends data
to other caches, then immediately transitions to OI and sends a Put to the directory. For
blocks in M_R, this is not an issue: the accelerator must already have the block in S state,
so Crossing Guard can simply transition to OI_R and immediately send the data to the

requestors.


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/CrossingGuard_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG1_hammer_full/CrossingGuard_table.html
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GetS GetM PutS PutE PutM InvAck WB Clean WB
I_None Error Error Error Error Error Error Error Error
send GetS / - - - . . . .
IR IS R Error Error Error Error Error Error Error
I_RW 5e1;27§;V5 / be?&fﬁ&” / Error Error Error Error Error Error
S_R Error Error send IWEACk / Error Error Error Error Error
S_RW Error Sel}&fﬁw / sendIi/I/“BX]’%ck / Error Error Error Error Error
send Put
O_R Error Error Error Error send WBAck / Error Error Error
OLR
send Put
M_R Error Error send WBAck / Error Error Error Error Error
MI_R
send Put send Put
M_RW Error Error Error send WBAck / send WBAck / Error Error Error
MI_RW MI_RW
IS_R Error Error Error Error Error Error Error Error
IS_RW Error Error Error Error Error Error Error Error
IE_RW Error Error Error Error Error Error Error Error
IM_R Error Error Error Error Error Error Error Error
IM_RW Error Error Error Error Error Error Error Error
IR recycle Error Error Error Error Error Error Error
II_RW recycle recycle Error Error Error Error Error Error
OLR recycle Error Error Error Error Error Error Error
OI_RW recycle recycle Error Error Error Error Error Error
MI_R recycle Error Error Error Error Error Error Error
MI_RW recycle recycle Error Error Error Error Error Error
send WBAck
SF_R Error Error send Ack / Error Error send Ack / Error Error
. LR
Ii_R
send WBAck
SF_RW Error recycle send Ack / Error Error ser}dl?‘;]k / Error Error
Ii_RW -
send WBAck
OF_R Error Error send Data / Error Error sendI Ll;”m / Error Error
Ii_R -
send WBAck .
MF_R Error send DataM Dirty / Error Error send Dﬂi”[\él Dirty / Error Error
Ii_R -
send WBAck send WBAck .
MF_RW Error Error Error send DataM Dirty / | send DataM Dirty / Error send D?’%A‘//IVC]CM / | send DLImIZ{A‘;IVD”[}/ /
Ii_RW Ii_RW - -
SR_R Error Error send K\] ?{ACk / Error Error /IR Error Error
SR_RW Error recycle Sencii‘/\lltizéck / Error Error / I.RW Error Error
OR_R Error Error chjhljlf{[ / Error Error bcnglﬁlé[ / Error Error
MR_R Error Error send WBAck Error Error senl\ilpﬁt / Error Error
send WBAck send WBAck
MR_RW Error Error Error send Put / send Put / Error 53\1}[«;1 I;{l‘x]/ "Ll\r/l[cl{ [;{1‘%//
MIi_RW MIi_RW - -
send WBAck send WBAck
MO_RW Error Error Error send DataS / send DataS / Error 5L'ngIDRa‘t/z\1]S / SCHSIDE{I&;Q /
Oli_RW Oli_RW - -
Ii_R Error Error Error Error Error /IR Error Error
Ii_RW Error Error Error Error Error / I_RW Error Error
IIi_R Error Error Error Error Error /II_R Error Error
IIi_RW Error Error Error Error Error / II_RW Error Error
OIi_R Error Error Error Error Error / OL_R Error Error
Oli_RW Error Error Error Error Error / OL_RW Error Error
MIi_RW Error Error Error Error Error / MI_RW Error Error

Table A.7: Transition Table for Hammer-like Full State Crossing Guard, Part 1: events
generated by accelerator messages.
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Fwd Fwd GetS Merged Fwd Data Data DataS DataS DataM DataM WB WB
GetS 8 GetM Clean Dirty Clean Dirty Clean Dirty Ack Nack
I_None send Ack - send Ack - - - - - - - -
IR send Ack - send Ack - - - - - - - -
I_RW send Ack - send Ack - - - - - - - -
) send Inov /
S_R send Ack - SF._R - - - - - - - -
y . send Ino /
S_RW send Ack - SE_RW - - - - - - - -
OR end DataS | send Datas + Acks | 20410/ - - - - - - - -
. send Data send Data cks OF R
M R send Inv / send DataS + Acks / | send Inv / B ~ ~ B ~ B ~ ~
- MF_R O_R MF_R
send Inv / send Inov / send Inv /
M_RW MF_RW MO_RW MF_RW ] ] ] ) ] ) ] ]
. . . B . . incAcks / | incAcks / | .
IS_R send Ack - send Ack incAcks - incAcks IM_R IM_R incAcks - -
. N . . . incAcks / | incAcks / | .

IS_RW send Ack - send Ack incAcks - incAcks IE_RW IM_RW incAcks - -

IE_RW - - - - - - - - incAcks - -

IM_R send Ack - send Ack - - - - - incAcks - -

] ] j incAcks / | . incAcks / | . .
IM_RW send Ack - send Ack IE_RW incAcks - IE_RW incAcks | incAcks - -
II_R send Ack - send Ack - - - - - - send lIlHIl{ﬂork / /IR
X i . " send Unblock /
II_RW send Ack - send Ack - - - - - - LRW / _RW
OI_R send DataS send DataS + Acks send Data / - - - - - - send Data to Dir / -
I_R IR
. . . | send Data / send Data to Dir /
OI_RW send DataS send DataS + Acks IL_RW - - - - - - LRW -
MI R send DataS / | send DataS + Acks / | send Data / ] R R R R R send Data to Dir / R
- OLR OLR IR IR

MI RW send DataS / | send DataS + Acks / | send Data / send Data to Dir /

- OI_RW OL_RW II_RW ) ] ] ] ] ] I_RW )

SF_R - - - - - - - - - - -
SF_RW - - - - - - - - - - -

OF_R - - - - - - - - - - -

MF_R - - - - - - - - - - -
MF_RW - - - - - - - - - - -

SR_R send Ack - / SF_R - - - - - - - -
SR_RW send Ack - / SE_RW - - - - - - - -

OR_R send DataS send DataS + Acks / OF_R - - - - - - - -

send DataS + Acks /

MR_R / MF_R OR_R / ME_R - - - - - - - -
MR_RW / MF_RW / MO_RW / ME_RW - - - - - - - -
MO_RW - - - - - - - - - - -

Ii_R send Ack - send Ack - - - - - - - -

Ii_RW send Ack - send Ack - - - - - - - -

IIi_R send Ack - send Ack - - - - - - send gngork / /Ii_R

. . i . " send u?zblnck / .
IIi_RW send Ack - send Ack - - - - - - Ii RW / Ili_RW

OIi_R send DataS send DataS + Acks send .Data / - - - - - - send Dafa to dir / -
IIi_R Ii_R

. . . | send Data / send Data to dir /
OIi_RW send DataS send DataS + Acks 1li_ RW - - - - - - i RW -
MIi RW send DataS / | send DataS + Acks / | send Data / R R R R R R send Data to dir / R

- OIi_RW Oli_RW Ii_RW Ii RW

Table A.8: Transition Table for Hammer-like Full State Crossing Guard, Part 2: events
generated by host messages.



[ [[ AllAcks  [Replacement] Recover
I_None - - -
IR - - -
I_RW - - Z
send Inv /
SR - SR_R -
send Inv /
S_RW - SR_RW -
send Inv /
OR - OR_R -
send Inv /
MR - MR _R -
send Inv /
M_RW - MR_RW -
send DataS
IS_R send UnblockS / -
S_R
send DataS
IS_RW || send UnblockS / -
S_RW
send DataE
IE_RW ||send UnblockM / -
M_RW
send DataS
IM_R ||send UnblockM / -
M_R
send DataM
IM_RW ||send UnblockM / -
M_RW
II R - - Z
II_RW - - -
OIR - - -
OI_RW - - -
MI_R - - Z
MI_RW - - -
Error
SF_R - - send Ack /
IR
Error
SF_RW - - send Ack /
I_RW
Error
OF R - - send Data /
IR
Error
MF_R - - send DataM Clean /
IR
Error
MF_RW - - send DataM Dirty /
I_RW
Error/
SR_R - - LR
Error/
SR_RW - - L RW
Error
OR_R - - send Put /
OI_R
Error
MR_R - - send Put /
MI_R
Error
MR_RW - - send Put /
MI_RW
Error
MO_RW - - send DataS All Acks /
OI_RW
Ii R _ ~ Error
— IR
. Error/
Ii_ RW - - LRW
. Error/
IIi_R - - ILR
. Error/
IIi_RW - - ILRW
. Error/
OIli_R - . OL R
. Error/
OIi_RW - - OL RW
MIi RW R ~ Error/
— MI_RW
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Table A.9: Transition Table for Hammer-like Full State Crossing Guard, Part 3: events at
Crossing Guard.
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A.3.2 Interaction with MESI Inclusive

We show the tables for Full State Crossing Guard with the MESI Inclusive in Tables
A.10, A.11, and A.12, or online at http://research.cs.wisc.edu/multifacet/theses/
lena_olson_phd/XG2_inc_full/CrossingGuard_table.html. Full State Crossing Guard
for MESI Inclusive is straightforward. In this table, we use implicit dirty bits; thus, a
Writeback request may be dirty or clean. This dirty bit is faithfully replicated in the message
to the host, but left out of the table for the sake of simplicity. The inclusion of GetInst in
the host protocol means that blocks are never in exclusive states when they have read-only
page permissions. There is also no owned non-exclusive state. Thus, the transition table
for the Full State Crossing Guard is very similar to the one for the private cache, with the
addition of a few race condition states and states for storing the future action needed, since
the accelerator must be contacted before responding to the host in some cases (e.g., when a
Writeback arrives from the accelerator, MF_RW indicates the Crossing Guard had received
in Invalidate, MFS_RW indicates it was a Fwd GetS, and MFM_RW indicates it was a Fwd
GetM).


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc_full/CrossingGuard_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc_full/CrossingGuard_table.html
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‘ | GetS GetM PutS ‘ PutM InvAck Writeback ‘
I_None Error Error Error Error Error Error
I_R send GIgtSROnZy / Error Error Error Error Error
send GelS / send GetM / ) . . .
I_RW IS RW IM_RW Error Error Error Error
S R Error Error send }/V IEACk / Error Error Error
. send GefM / | send WBAck / ) ) )
S_RW Error IM_RW L RW Error Error Error
send WBACck
M_RW Error Error Error send Put / Error Error
MI_RW
IS_R Error Error Error Error Error Error
IS_RW Error Error Error Error Error Error
IM_RW Error Error Error Error Error Error
MI_RW recycle recycle Error Error Error Error
send WBAck send Ack Error
SF_R Error Error send Ack / Error /LR send Ack /
Ii_R - IR
send WBACck send Ack / Error
SF_RW Error recycle send Ack / Error I RW send Ack /
Ii RW - I_RW
send WBAck Error .
MF_RW Error Error Error send Data to dir / | send Data to dir / send liaﬁlv’:]o dir /
Ii_RW I_RW =
sesnecrl1 %sz’:?)Csir send IED:Z‘to dir send Data to dir
MFS_RW Error Error Error send Data to req /
send Data toreq / | send Data to req / I RW
Ili_ RW I_RW -
send WBAck Error send Data to req /
MFM_RW Error Error Error send Data toreq / | send Data to req / I RW !
Ii_RW I_RW .
o e send WBAck / o Error/
SR_R Error Error Ii R Error /LR LR
send WBAck / > Error/
SR_RW Error recycle Ii RW Error / IL_RW I RW
send WBAck Error send Put /
MR_RW Error Error Error send Put / send Put / MI RW
MIi_RW MI_RW =
ISI_R Error Error Error Error Error Error
ISI_RW Error Error Error Error Error Error
SINK_RW recycle recycle Error Error Error Error
Ii_R Error Error Error Error /LR E;ml;/
: " ; Error/
Ii RW Error Error Error Error /T RW I RW
. , , , i Error/
MIi_ RW Error Error Error Error / MI_RW MI_RW
SINKi_RW Err Error Error Error / SINK_RW Error/
i rror rror rror rror _ SINK_RW

Table A.10: Transition Table for MESI Inclusive Full State Crossing Guard, Part 1: events

generated by accelerator messages.
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Data Data
Invalidate g:’g (l::g\i/l Data DataM from All FAVZ;: XL‘;
L1 Acks
I_None send Ack - - - - - - - -
I_R send Ack - - - - - - - -
I RW send Ack - - - - - - - -
send Inv /
SR SF_R ] ] ) ) } } ) )
send Inv /
S_RW SF_RW } B ] } } } ] ]
M RW send Inv / send Inv / send Inv / ) } R R } )
- MF_RW MFS_RW MEM_RW
send DataS
IS_R send Ack / - - - - send UnblockS / send Data$ / - -
ISL R S_R
S_R
send DataM send DataS
IS_RW *I‘;? ﬁ;@/ - - - | send UnblockM / | send UnblockS / Se“g %’\’f\?s / - -
- M_RW S_RW -
send DataM send DataM send DataM
IM_RW send Ack - - incAcks | send UnblockM / | send UnblockM / | send UnblockM / | incAcks -
M_RW M_RW M_RW
. send Data to dir
MI RW send Data to dir / send Data to req / send Data to req / R B _ ~ R / LRW
SINK_RW SINK_RW SINK_RW
SF_R - - - - - - - - -
SF_RW - - - - - - - - -
MF_RW - - - - - - - - -
MEFS_RW - - - - - - - - -
MFM_RW - - - - - - - - -
SR_R / SE_R - - - - - - - -
SR_RW / SE_RW - - - - - - - -
MR_RW / ME_RW / MFS_RW / MEM_RW - - - - N Z
send UnblockS ] ,
ISLR send Ack : : ; : send GetS Only / | SSNd CetS Only /- ;
IS_R
IS_R
send DataM send UnblockS X o
ISI_RW send Ack - - - send UnblockM / send GetS / ser;g %/i; / - -
M_RW IS_RW -
SINK_RW - - - - - - - - / I_RW
Ii_R send Ack - - - - - - - -
Ii_RW send Ack - - - - - - - -
. send Data to dir
MIi RW send Dﬂtq to dir / send Data to req / send Dtm? toreq / ) } B } ) /1L RW
SINKi_RW SINK: RW 4 SINKi_RW
SINKi_RW send Ack - - - - - - - / li_RW

Table A.11: Transition Table for MESI Inclusive Full State Crossing Guard, Part 2: events
generated by host messages.
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Al Acks Replacement Recover
I_None - - -
IR - - -
I RW - - -
send Inv /
SR - SR_R -
send Inv /
S_RW - SR_RW -
send Inv /
M_RW - MR_RW -
IS R - -
IS_RW - -
send DataM
IM_RW ||send UnblockM / -
M_RW
MI_RW - - -
Error
SF_R - - send Ack /
IR
Error
SF_RW - - send Ack /
I_RW
Error
MF_RW - - send Data to dir /
I_RW
Error
send Data to dir
MFS_RW : - send Data to req /
I_RW
Error
MFM_RW - - send Data to req /
I_RW
Error/
SR _R - - IR
Error/
SR_RW - - I RW
Error
MR_RW - - send Put /
MI_RW
ISI_ R - - -
ISI_ RW - - -
SINK_RW - - -
. Error/
Ii_R - - LR
. Error/
Ili_RW - - I RW
. Error/
MIi_RW - - MI_RW
. Error/
SINKi_RW - - SINK_RW

Table A.12: Transition Table for MESI Inclusive Full State Crossing Guard, Part 3: events at
Crossing Guard.
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A.4 Transactional Crossing Guard

Transactional Crossing Guard keeps only information about open transactions — instances
where the host and/or accelerator has made a request, but not yet received all responses.
It thus relies on properties of the host protocol to maintain safety, as discussed in detail in
Chapter 5. In particular, Crossing Guard cannot generally determine which variants of Get,
Put, and InvAck /Clean Writeback / Dirty Writeback are appropriate, since that knowledge
relies on accelerator block stable state. Thus, the host protocol must be able to tolerate a
GetM or GetS request for a block the accelerator should own in M, or a PutM request for a
block it does not own.

Transactional Crossing Guard is able to block some incorrect coherence messages. For
example, if there is an open Get or Put request, it will detect the error on further Put
messages. It is also sometimes able to determine that a response type is incorrect; in the
Hammer-like protocol, a Fwd GetS Merged request can only be sent to an owner, so InvAck
as a reply to the Invalidate is necessarily an error.

The states of Transactional Crossing Guard are not as self-explanatory as for Full State
Crossing Guard, which closely matched the private caches of the baseline protocols. This
is because some of these states might represent multiple transient states in a Full State

version. We explain them further below.

A.4.1 Interaction with Hammer-like

We show the tables for Transactional Crossing Guard with the Hammer-like protocol
in Tables A.13, A.14, and A.15, or online at http://research.cs.wisc.edu/multifacet/
theses/lena_olson_phd/XG2_hammer/CrossingGuard_table.html.

One feature of the Hammer-like protocol is that the directory does not do sharer tracking,
so many messages are broadcast to the accelerator even if there is no chance that it holds the

block. In Transactional Crossing Guard, some of these must be forwarded to the accelerator


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_hammer/CrossingGuard_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_hammer/CrossingGuard_table.html
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to see if it holds the block, even when it never has. We discuss some optimizations to
prevent this.
First, we explain the states of Transactional Crossing Guard, since they are considerably

different than for Full State Crossing Guard or the host private caches.

* I None, I_R, and I_RW indicate that there is no open transaction for the block, and
no buffers allocated for it. In addition, I_None indicates that the block is not at the
accelerator, I_R indicates that it is in at most a shared state, and I_RW indicates it
might be in a stable owned state. With this information, some host requests (such as
Fwd GetM) can be immediately acked, without consulting the accelerator, because it
could not hold the block in a conflicting state. This is especially important with the
Hammer-like protocol, since it broadcasts Forward requests to all caches. For blocks
associated with processes the accelerator is not running, or blocks associated with
the accelerator process but that which have never been accessed by the accelerator,
the permissions will be I_None, since Border Control will not have populated the

Protection Table for that page. This allows considerable performance optimization.

¢ IS_R and IS_RW indicate that the accelerator has requested a block in shared state,
but the host has not yet responded. It corresponds directly to the host and Full State
Crossing Guard states of the same name. Because the host directory or other caches
may respond with generic Data, Crossing Guard needs to remember whether the

request was for shared or exclusive data.

e IE_RW indicates that the accelerator has requested the block in exclusive state, and

has received clean data from the host but not yet all acks.

¢ IM_RW indicates that the accelerator has requested the block in exclusive state, but

has not yet received data and/or all acks.
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* XI_R and XI_RW indicate that the host has sent a Fwd GetS or Fwd GetM request, but
the accelerator has not yet responded to the corresponding Invalidate. Upon receipt of
an InvAck, Crossing Guard will forward an ack to the requesting cache. On receipt of a
Writeback, Crossing Guard forwards the data to the requesting cache in exclusive state.
This occurs even if the request was only for a shared block, because the Hammer-like
protocol optimizes for the common producer-consumer sharing pattern. This state

may time out.

¢ XIM_RW indicates that the host has sent a Fwd GetS Merged, but the accelerator has
not responded to the corresponding Invalidate. Upon receipt of a Writeback, Crossing
Guard will forward the data in a shared state to the requestor(s). This will leave it
logically in O relative to the directory, which is not an allowed state; therefore, the
Crossing Guard immediately also sends a Put to the directory to relinquish ownership.

This state may time out.

e MI_RW and EI_RW indicate that the accelerator has sent a PutE / PutM to the Crossing
Guard and been acked, and a Put forwarded to the directory, but that the directory

has not yet responded with an ack.

* S_Rand S_RW indicate that Crossing Guard was in XI but then received a racing Put
before the expected InvAck or Writeback. Thus, Crossing Guard is idle with respect to

the host, but needs to wait to (S)ink the accelerator InvAck. This state may time out.

¢ XII_RW indicates that Crossing Guard did a Put to the host directory, but it raced
with a forwarded request. Crossing Guard has thus relinquished ownership of the
data, but still holds a copy until it receives an Ack or Nack from the directory. On an

Ack it must also unblock to the directory.

* SMI_RW indicates that Crossing Guard was in XIM but then received a racing Put

before the expected Writeback. It thus forwards the data to the host, but must wait for
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both an InvAck from the accelerator as well as an Ack or Nack from the directory. This

state may time out.

e SMII_RW indicates that Crossing Guard was in SMI_RW and then got an additional
racing Fwd GetM message and has thus sent its copy of the data to the requestor. It

is now waiting for an Ack or Nack from the directory, as well as an InvAck from the

accelerator.
WB
GetS GetM PutS PutE PutM InvAck WB
Clean
I_None Error Error Error Error Error Error Error Error
LR send (i;tsﬁzml}/ / Error send WBAck Error Error Error Error Error
- send WBAck send WBAck
I_RW ser;g %/i,s / SG?&GI;&A / send WBAck send Put / send Put / Error Error Error
— ~ EI_RW MI_RW
IS_R Error Error Error Error Error Error Error Error
IS_RW Error Error Error Error Error Error Error Error
IE_RW Error Error Error Error Error Error Error Error
IM_RW Error Error Error Error Error Error Error Error
send WBAck o o o
XI_R recycle Error send Ack / Error Error send Ack / Error/ Error/
SR IR IR IR
send WBACK send WBAck send WBAck i . .
XI_RW recycle recycle send Ack / | send DataM Clean / | send DataM Dirty / se r;d[?\;/k / send DT{;{A‘/}VC[“M / | send Dtlmllzl\ch)zr[}/ /
S_RW S_RW S_RW ~ - ~
send WBAck send WBAck . Error send DataS All Acks | send DataS All Acks
send DataS All Acks | send DataS All Acks | send DataS All Acks R
XIM_RW Error Error Error send Put / send Put /
send Put/ send Put / send Put / EI RW MI RW
SMI_RW SMI_RW MI_RW ~ ~
EI_RW recycle recycle Error Error Error Error Error Error
MI_RW recycle recycle Error Error Error Error Error Error
o o o o Error/ Error/
S R Error Error Error Error Error /IR LR LR
o o o o . Error/ Error/
S_RW Error Error Error Error Error / IL_RW / LRW LRW
XII_RW recycle recycle Error Error Error Error Error Error
SMI_RW Error Error Error Error Error / MI_RW / EI_RW / MI_RW
SMII_RW Error Error Error Error Error / XII_RW / XII_RW / XII_RW

Table A.13: Transition Table for Hammer-like Transactional Crossing Guard, Part 1: events
generated by accelerator messages.
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2‘::; Fwd 2‘::; Fwd Data Data | DataS | DataM | DataM | Fwd WB WB
Only GetS Merged GetM Clean Dirty Clean Clean Dirty Ack Ack Nack
I_None send Ack send Ack - send Ack - - - - - - - -
. i send Inov /
LR send Ack send Ack - XI_R - - - - - - - -
I RW send Inv / | send Inv / send Inv / send Inv / B ~ B R B R ~ ~
~ XIM_RW XI_RW XIM_RW XI_RW
IS_R send Ack send Ack - send Ack incAcks - incAcks - - incAcks - -
B Error . . incAcks / | incAcks / | .
IS_RW send Ack send Ack send DataS All Acks send Ack incAcks - incAcks IE_RW IM_RW incAcks - -
Error Error Error Error Error Error :
IE_RW B } send DataS All Acks j incAcks | incAcks | incAcks | incAcks incAcks incAcks j ]
B ) Error incAcks / | . Error | incAcks / | . .
IM_RW send Ack send Ack send DataS All Acks send Ack IE_RW incAcks incAcks IE_RW incAcks | incAcks - -
XI_R B B B B B B - - B B - B
XIL_RW . - - - - - - . - - - -
XIM_RW - - - - - - - - B - - -
S S . | send Data Clean / send Data Clean / | Error/
EI_RW send DataS | send DataS | send DataS All Acks XILRW - - - - - - LRW L RW
N N o R | send Data Dirty / send Data Dirty /
MI_RW send DataS | send DataS | send DataS All Acks XII_RW - - - - - - LRW / I_RW
S R send Ack send Ack - send Ack - - - - - - - -
S_RW send Ack send Ack - send Ack - - - - - - - -
N . , . N i send Unblock / Error/
XII_RW send Ack send Ack - send Ack - - - - - - LRW LRW
. | send Data Dirty / send Data Dirty / | Error/
SMI_RW || send DataS | send DataS | send DataS All Acks SMILRW - - - - - - S RW S RW
SMII_RW || send Ack | send Ack - send Ack - - - - - - Se“dsur’é";\’;’“k 7 Lrw

Table A.14: Transition Table for Hammer-like Transactional Crossing Guard, Part 2: events
generated by host messages.

[ [[ AllAcks | Recover
I_None - -
IR - -
I_RW - -
send DataS
IS_ R send UnblockS / -
IR
send DataS
IS_RW || send UnblockS / -
I_RW
send DataE
IE_RW ||send UnblockM / -
I_RW
send DataM
IM_RW ||send UnblockM / -
I_RW
Error
XI_R - send Ack /
IR
Error
XI_RW - send Ack /
I_RW
Error
send Data All Acks
XIM_RW : send Put /
MI_RW
EI_RW - -
MI_RW - -
Error/
S R - LR
Error/
S_RW - LRW
XII_RW - -
Error/
SMI_RW - MI_RW
Error
SMII_RW - XIL_RW

Table A.15: Transition Table for Hammer-like Transactional Crossing Guard, Part 3: events
at Crossing Guard.
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A.4.2 Interaction with MESI Inclusive

We show the tables for Transactional Crossing Guard with the MESI Inclusive protocol
in Tables A.16, A.17, and A.18, or online at http://research.cs.wisc.edu/multifacet/
theses/lena_olson_phd/XG2_inc/CrossingGuard_table.html. The Transactional Cross-
ing Guard for MESI Inclusive host protocol is similar to that of the Hammer-like protocol,
but requires somewhat different states because of the different semantics on messages such
as Forward requests. This protocol does conservative sharer tracking, so there are many
tewer Forward requests for blocks the accelerator has never had. Therefore, unlike in the
Hammer-like protocol, there should generally be no Forward requests to blocks with no
permissions. The only exception to this is that if the Border Control state is cleared and
the caches flushed, the directory may not know that read-only blocks no longer reside at
the accelerator, and in this case Crossing Guard should simply ack all requests, as in the
Hammer-like protocol.

One difficulty with MESI Inclusive is that the recipient of the response to an Invalidate
request from the directory depends on the block stable state at the accelerator. If the
accelerator should have been in an idle or shared state, the expected response is to send
an Ack to the requesting sibling cache, because the directory sends Invalidates to potential
sharers. However, if the accelerator should have been in an exclusive state, the Invalidate
occurs because the L2 wants to replace the block in its own cache, and needs the owner
to write back its copy. Thus, the error state in A.1 in SS_MB, which corrects for the case
where the accelerator causes Crossing Guard to send Data to the accelerator by having
the directory then send an extra Ack to the requestor. (The converse case, where Crossing
Guard sends an Ack to the requestor instead of Data to the directory, is not a problem,
because in that case the requestor is the directory; the previously mentioned changes to
treat Data and Acks as equivalent when counting responses eliminates the problem.)

We discuss the states briefly below.


http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc/CrossingGuard_table.html
http://research.cs.wisc.edu/multifacet/theses/lena_olson_phd/XG2_inc/CrossingGuard_table.html
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* I None, I_R, I_RW indicate that Crossing Guard is storing no information about
the block, as in the Hammer-like case. However, the permissions can be used to

determine whether it is necessary to Invalidate the accelerator on forwarded requests.

e XI_R and XI_RW indicate that Crossing Guard has received an Invalidate request from
the host, which it has forwarded to the accelerator. Upon the accelerator response,
Crossing Guard responds with an Ack to the requestor or by sending Data to the

directory. This state may time out.

e XIS_RW indicates that Crossing Guard has received a forwarded GetS and has sent
an Invalidate to the accelerator. Upon the accelerator response, Crossing Guard sends
the data to both the directory and the requestor, and the requesting cache receives it in
a shared state. Unlike in the Hammer-like equivalent, MESI Inclusive has no O state,
so the accelerator is logically in S before silently invalidating, from the perspective of

the host directory. This state may time out.

¢ XIM_RW indicates that Crossing Guard has received a forwarded GetM request and
has sent an Invalidate to the accelerator. Upon the accelerator response, Crossing
Guard sends the data to the requestor, which will receive it in an exclusive state. This

state may time out.

e IV_R and IV_RW indicate that the accelerator has made a request for a block in
shared state (IV_R) or exclusive state (IV_RW), and Crossing Guard has sent the

request to the directory, but the directory has not yet responded.

¢ IVS_RW indicates that the accelerator had RW permissions, but made a GetS request,

which has been forwarded to the directory, and is waiting for a response.

¢ IVSI_RW indicates that Crossing Guard was expecting data in S, but instead received
an Invalidate request. In this case, as in Full State Crossing Guard and the host L1,

there is no way for the Transactional Crossing Guard to determine the order in which
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the Invalidate and Data were sent by the directory. There is no easy way to allow a
single load if the data is forwarded to the accelerator, so instead Crossing Guard waits
until it receives the data, then silently invalidates it and immediately re-requests it

from the directory.

MI_RW indicates that the accelerator has made an exclusive Put request, which has
been forwarded to the directory, but the directory has not yet responded. Unlike the
Hammer-like protocol, MESI Inclusive does a single-phase commit and sends data

along with the Put message, so this state simply waits for a Writeback Ack.

S_R and S_RW are states for sinking InvAck and Writeback Ack responses from the
accelerator, and occur if Crossing Guard sends an Invalidate to the accelerator at the

same time as the accelerator makes a Put request. This state may time out.

SD_RW is a state for sinking a Writeback Ack from the host, and can occur if a Put

from Crossing Guard races with an Invalidate or forward request from the directory.
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| GetS | GetM | PutS \ PutM InvAck \ Writeback \
I_None Error Error Error Error Error Error
IR send GIQ’;SRO,W / Error send WBAck Error Error Error
send WBAck
I_RW SeII{/dSGgf] / ser}c\i}Gﬁé]\\I/I / send WBAck send Put / Error Error
- - MI_RW
send WBAck
XILR recycle Error send Ack / Error sen? ?{Ck / Error
S R -
send WBAck send WBAck .
XI_RW recycle recycle send Ack / | send Data to dir / Ser}dlfvf]k / send [l?alitzv\so dir/
S RW S RW - -
send WBACk. Error . send Data to dir
XIS_RW Error Error Error send Data to dir send Dafa to dir send Data to req /
send Data toreq / | send Data to req / I RW
S RW I_RW -
send WBAck Error 4D
XIM_RW Error Error Error send Data toreq / | send Data to req / sen Iagvt\? req /
S RW I_RW =
IV_R Error Error Error Error Error Error
IV_RW Error Error Error Error Error Error
IVS_RW Error Error Error Error Error Error
IVSI_RW Error Error Error Error Error Error
MI_RW recycle recycle Error Error Error Error
S R Error Error Error Error /LR Error
S_RW Error Error Error Error / I_RW / _RW
SD_RW recycle recycle Error Error Error Error

Table A.16: Transition Table for MESI Inclusive Transactional Crossing Guard, Part 1: events
generated by accelerator messages.

Data Data
Invalidate f;‘:t‘; (1;7::1(\1/[ Data DataM from All IXZE 1‘:2]1?’(
L1 Acks
I_None - - -
send Inv /
LR XL_R - - -
I RW send Inv / send Inv / send Inv / B R R
- XI_RW XIS_RW XIM_RW
XI_R - - - - - - -
XI_RW - - - - - - -
XIS_RW - - - - -
XIM_RW - - - -
send DataS
IV_R send Ack - - - - send UnblockS / send Data$ / -
IR LR
Error Error send DataM send DataM send DataM
IV_RW send Ack send Data to dir end Data incAcks | send UnblockM / | send UnblockM / | send UnblockM / | incAcks
send Datatoreq | “oC CMAtOTeq L_RW L_RW I_RW
send Ack / Error Error send DataM send DataS
IVS_RW ;IVSI RW send Data to dir send Data to re - send UnblockM / | send UnblockS /
= send Data to req - q I_RW I_RW
send DataM send UnblockS ] .
IVSI_RW send Ack - - send UnblockM / send GetS / beR;jSGI;‘tz/
I_RW IVS_RW -
MR | Send Dt to dir/ s:re:idDgfamtgorgcllr/ send Datatoreq/ | - - - /1LRW
SD_ SD_RW SD_
S_ R send Ack - - - -
S_RW send Ack - - - - -
SD_RW send Ack - - - - / LRW

Table A.17: Transition Table for MESI Inclusive Transactional Crossing Guard, Part 2: events
generated by host messages.



[ [TAIT Acks] Recover
I_None - -
IR - -
T_RW -
Error
XI_R - send Ack /
IR
Error
XI_RW - send Ack /
I_RW
Error
send Data to dir
XIS_RW - send Data to req /
I_RW
Error
XIM_RW - send Data to req /
I_RW
IV.R - -
send DataM
IV_RW - send UnblockM /
I_RW
IVS_RW -
IVSI_ RW - -
MI_RW - -
Error/
S R - IR
Error/
S_RW - L RW
SD_RW - -
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Table A.18: Transition Table for MESI Inclusive Transactional Crossing Guard, Part 3: events
at Crossing Guard.
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B COHERENCE PROTOCOL TESTING

It is notoriously difficult to write a correct coherence protocol [32]. Formal methods to
prove correctness, such as model checking, view the coherence protocol as a state machine
and then check each reachable state to ensure it satisfies coherence invariants, such as
single-writer / multiple-reader.

However, there are several major challenges with formal verification. First, the number
of possible global states is large, especially when states contain sharer vectors or otherwise
store extra data. Although it is possible to use symmetry to fight the state space explosion,
checking large protocols is still memory and time intensive. For heterogeneous protocols,
it may not be possible to make use of symmetry to the same extent.

Second, to make verification tractable, models in languages such as Mur¢ tend to
simplify the protocol [34]. For example, it is common to perform verification for a single
address and single block in the system. While working correctly for a single block is
necessary for a correct protocol, it is not sufficient; two blocks can form a cycle and produce
a deadlock even when the protocol works correctly for a single block. In addition, Mur¢
implementations may not be able to model the interconnect between controllers, and
queueing effects and limited resources such as MSHRs can cause deadlocks.

An alternative or additional approach to formal verification is random testing, as
described by Wood et al. [98]. This approach is simulation based; in our case, all simulation
was performed in Ruby using gem5 [20]. The checker instantiates a cache hierarchy with
CPU and accelerator caches, but rather than hooking each cache to a core, it is attached to
the random tester. The tester performs action/check pairs on a small number of lines, to
ensure numerous coherence conflicts. The tester has a canonical view of memory. To check
correctness, the tester chooses a random core and performs a write to a random address,
and updates its own copy of memory. At a later time, it performs a read to that address

from the same or a different core, and compares the result with its expected value. If they
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do not match, the tester fails with an error indicating where the problem occurred. The
tester also checks for deadlock/livelock by tracking how long it has been since each request
is issued. Finally, there is also an error if a cache controller receives an unexpected message
and has no defined transition. With gemb5’s ability to produce traces of cache events, it is
possible to debug coherence protocols efficiently.

In contrast to model checking, the random tester is probabilistic; it is expected that
all states will eventually be reached, but this may take a very long time. In practice, it is
not true that every state can be guaranteed to be reachable by the random tester without
careful thought behind cache configuration. For example, if the caches are larger than the
range of addresses checked by the random tester, replacements will never happen and any
errors in replacement logic will not be uncovered. We also found that at least one transition
occurred multiple times in the GPGPU workloads but never with the random tester. In
that case, it was due to messages arriving out of order between two levels of the hierarchy;
this is more likely when there is significant contention on some interconnect links, and the
random tester apparently did not put the same pressure on the accelerator caches as the
GPGPU workload did. This indicates that while the random tester is immensely valuable,

is does not provide guarantees about all transitions being reached.

B.1 Evaluating Coverage

As part of evaluating Crossing Guard, we ran the random tester extensively. In this section,

we discuss some of the more interesting results we found in terms of coverage.

B.1.1 Determining Reachable States

To determine coverage, it is necessary to know which states and transitions are possible.
However, this is very hard to do in practice; in fact, part of the appeal of the random tester

is to indicate whether there are missing transitions. As in prior work, we used knowledge
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of the specific coherence protocols to inform our coverage estimates; however, as such, the
list of reachable states may be incorrect.

For the baseline protocols, we began by assuming that any cache transition that was
implemented was reachable, on the assumption that the original protocol designers would
not have implemented impossible transitions. However, this assumption was not sound.
We hypothesize several reasons. First, it is easy to implement transitions if one is not sure
whether they are possible; this is easier than responding to bug reports later or simulation
crashes. Second, some of the protocols have been modified by many people since their
original implementation. Missing transitions are easily detected because they cause a crash;
however, extra implemented transitions may not be noticed because they do not affect
correctness. Thus, transitions or even entire states that are no longer reachable can persist
for long periods of time. The lack of documentation in the state machine files is a likely
contributor to this problem.

In our case, we found that a number of transitions and one state in MOESI Hammer
were no longer reachable. On inspection, some of these were obvious; e.g., there was no
transition into the unreachable state from any other state. Others were relatively easily
detected because they were easily tracked to a prior bug-fix that made them unnecessary
or where they were logically impossible (e.g., replacement had been implemented for a
number of transient states which did not hold a cache block as a resource). We therefore
removed these transitions.

Other transitions were more difficult. For example, there were several states in the
directory controller that we never reached, even with extensive testing, but where it was
not clear why the transitions into them had been implemented. In these cases, the directory
was waiting for memory to respond to a request for data, but there were also transitions
out of the state if an unblock arrived from a cache. Although we could not construct a case
where this is possible, it seemed dangerous to assume that it could happen, especially since

a prior programmer had included the transition in the controller. We ultimately removed
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it because we had never seen it occur and could not conceive of a case where it might.

B.1.2 Improving Coverage by Modifying Cache Settings

As mentioned above, some cache configurations (such as very large caches) may prevent
the tester from reaching all transitions. In particular, we found that very small or very
large caches resulted in different coverage patterns. Very large caches, or L1 caches that
were too large for their associated inclusive L2s, resulted in few or no replacements. On
the other hand, when any caches were too small, we saw few to no loads or stores (or
GetS/GetM requests from L1s to Crossing Guard / the L2) when the block was in stable
states, because any block that reached a stable state was immediately evicted. This shows
that it is important when running the random tester to ensure that reasonable cache sizes
are being simulated; in addition, it may quickly improve coverage if the cache sizes are
varied.

One surprising setting that improved coverage was to turn off the random message delay
setting for some runs. Intuitively, having a random message delay for each message would
improve coverage by insuring that sometimes messages arrive late. However, in cases where
one message takes a long path with multiple hops (with short latency when randomness is
turned off) and the other takes a single hop with high latency when randomness it turned
off, the ruby tester made it much more likely for the second message to arrive first. Running
at least a few iterations of the random tester with the random delay turned off improved

coverage.

B.1.3 Total Run Time

We ran these tests on a compute cluster to allow us to perform large numbers of load/store
pairs. We show the total run time per configuration in Table B.1. In general, we stopped

running tests for each configuration when we believed that continuing to run would not
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| Host Protocol | Configuration | Run time |
Hammer-like | Single-Level, Full State XG 5.28 years
Hammer-like | Two-level, Full State XG 2.51 years
Hammer-like | Fuzz Tester, Full State XG 1.62 years
Hammer-like | Single-Level, Transactional XG | 3.17 years
Hammer-like | Two-level, Transactional XG 1.38 years
Hammer-like | Fuzz Tester, Transactional XG | 5.30 years
MESI Inclusive | Single-Level, Full State XG 133 days
MESI Inclusive | Two-level, Full State XG 223 days
MESI Inclusive | Fuzz Tester, Full State XG 287 days
MESI Inclusive | Single-Level, Transactional XG | 90 days
MESI Inclusive | Two-level, Transactional XG 103 days
MESI Inclusive | Fuzz Tester, Transactional XG | 41 days
Total 21.68 years

Table B.1: Random tester total simulation times per configuration.

improve coverage; that is, when coverage reache o Or where the remaining states were
that h hed 100% h th tat

ones we did not think were possible to reach with the tester.

B.1.4 Likelihood of Transitions

Some transitions are more likely than others. In particular, some transitions can only occur
as the result of a race between multiple caches; these transitions may be uncommon. If
these transitions lead to states that cannot otherwise be reached, the transitions out of
those states will likewise be rare. If further races are possible in these states, the resulting
transitions may be incredibly uncommon.

For each configuration, we plot a histogram of number of times each transition occurred,
summed over all test runs. Due to the large range in number of occurrences (e.g., some
configurations had common transitions that occurred over 100 billion times as well as
uncommon transitions that occurred a single time), we used a log scale on the y-axis.
To distinguish between transitions that occurred a single time and transitions that never

occurred, we mark never-seen transitions with a red x.
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B.1.5 Transition Coverage for Random Tester

10U
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Figure B.1: Coverage for Hammer-like host protocol, Full State Crossing Guard, and single-
level (left) and two-level (right) accelerator protocol.
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Figure B.2: Coverage for Hammer-like host protocol, Transactional Crossing Guard, and

single-level (left) and two-level (right) accelerator protocol.
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Figure B.3: Coverage for MESI Inclusive host protocol, Full State Crossing Guard, and
single-level (left) and two-level (right) accelerator protocol.
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Figure B.4: Coverage for MESI Inclusive host protocol, Transactional Crossing Guard, and
single-level (left) and two-level (right) accelerator protocol.
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B.1.6 Transition Coverage for Fuzz Tester
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Figure B.5: Coverage for Hammer-like host protocol, pathological accelerator caches, and
Full State (left) and Transactional (right) Crossing Guard.
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Figure B.6: Coverage for MESI Inclusive host protocol, pathological accelerator caches, and
Full State (left) and Transactional (right) Crossing Guard.
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