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HARDWARE SUPPORT FOR EFFICIENT TRANSACTIONAL AND SUPERVISED
MEMORY SYSTEMS

Jayaram Bobba

Under the supervision of Professor Mark D. Hill

At the University of Wisconsin-Madison

With the emergence of chip multi-processors (CMPs) as the popular vehicles for general purpose
computing, parallel programming is the key to exploiting the additional transistors available with
each new hardware generation. Unfortunately, writing parallel programs is hard and hence, pro-
posals that simplify this task would be useful and timely. This thesis investigates hardware support
for two such proposals that promise to enhance programmability— Transactional Memory (TM)
and Supervised Memory. While TM is a promising idea, existing TM systems suffer from a self-
justifying ‘small-transaction” assumption that could restrict their applicability to software.

Our first proposal redresses the small-transaction assumption by demonstrating TokenTM, an un-
bounded hardware TM system that gracefully handles virtualization events while still imposing
little performance overhead on the execution of small transactions. Our second proposal, StealthT-

est, expands the applicability of TM systems to the critical area of software testing.

Over the past decades, an increasing number of proposals call for hardware support of semantically
richer ‘supervised systems’ wherein program data is enhanced with metadata and used to supervise
(control and monitor) data accesses. While these systems ease the development of safe and efficient
software, existing work is still incomplete and leaves many questions unanswered.

The final contribution of this thesis deals with enabling correct and efficient supervised systems.
We propose Supervised Memory, a formal model that forms the substrate for many supervised
systems. We define two consistency models for supervised memory and propose safe supervision,
a program property that eases reasoning about consistency models.

Mark D. Hill
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ABSTRACT

With the emergence of chip multi-processors (CMPs) as the popular vehicles for general purpose
computing, parallel programming is the key to exploiting the additional transistors available with
each new hardware generation. Unfortunately, writing parallel programs is hard and hence, pro-
posals that simplify this task would be useful and timely. This thesis investigates hardware support
for two such proposals that promise to enhance programmability— transactional memory and su-

pervised memory.

Transactional Memory (TM) is a promising research idea that provides an ‘atomic’ construct which
enables programmers to easily and declaratively specify the synchronization intent corresponding
to a block of code. However, existing TM systems suffer from a self-justifying ‘small-transaction’

assumption that could restrict their applicability to software.

Our first proposal redresses the small-transaction assumption by demonstrating an efficient TM
virtualization solution. Going against convention, we take a tagged-memory approach and expand
program memory to carry TM state and add hardware dedicated to store and manage this TM
state along with conventional program data. We combine existing ideas of token counting and
per-thread software logs to build TokenTM, an unbounded hardware TM system that gracefully
handles virtualization events while still imposing little performance overhead on the execution of

small transactions. Thus, TokenTM can execute transactions efficiently irrespective of their size.

We next explore the applicability of TM systems to the critical area of software testing. While
software testing is a hard problem, the emergence of CMPs and the proliferation of bug-prone par-
allel software makes testing even harder. Recently, researchers are exploring methods to continue

testing software after deployment. These on-line techniques typically fork new processes to hide
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the functional impact of testing. Unfortunately, the high overhead of fork() significantly degrades

application performance and scalability.

Our second proposal, StealthTest is an interface that exposes TM transactions as the key mecha-
nism for executing on-line tests. StealthTest allows online tests to work in isolation on a consistent
view of memory. Moreover, explicitly aborting the test transaction after it is done guarantees that
its changes are invisible to the rest of the system. To demonstrate the utility of StealthTest we
apply it to two existing online testing frameworks that previously relied on forking processes: in

vivo testing and Delta Execution.

The hardware metabits used in TokenTM can also be used more flexibly in other software systems
like memory typestate trackers as they enable programs to efficiently maintain metadata and use
it to supervise (control and monitor) data operations. Over the past decades, there has been sus-
tained interest in supervised systems since they ease the development of safe and efficient software.

However, existing work is still incomplete and leaves many questions unanswered.

Our third and final proposal builds a firm foundation for current and future supervised systems by
addressing drawbacks with existing proposals. More specifically, we propose Supervised Memory,
a formal model that forms the substrate for many supervised systems. We define two consistency
models for supervised memory and propose safe supervision, a program property that eases rea-

soning about consistency models.



Chapter 1

Introduction

Chip multi-processor (CMP) architectures (also known as multicore chips) have emerged as
the preferred choice for efficiently using the additional transistors available with each new gener-
ation of processor chips. Unfortunately, this move toward CMPs has signaled the end of the free
(performance) lunch that software has enjoyed for decades [128]. Software can no longer rely on
the next generation of hardware to improve performance of sequential programs. It has to present
parallel streams of execution to hardware in order to benefit from hardware improvements. Hence,
parallel programming has emerged as the key to exploiting the parallelism available in hardware.

While parallel programming is important for using CMPs efficiently, it is much harder than
sequential programming. In spite of decades of research, writing parallel programs using existing
parallel programming models is extremely hard and bug-prone. With this new found need for par-
allel programming, researchers are once again examining newer programming models, constructs
and software techniques for exploiting parallel hardware [32, ]. However, pure software so-
lutions to aid programming have thus far incurred high performance costs [92, , ]. For
many of these solutions, hardware support tends to decrease the performance overhead to tolerable
levels [60, 69]. We believe that with the continued increase in the number of on-chip transistors,
budgeting transistors to aid programmability is appealing.

This thesis investigates hardware support for two such proposals that promise to greatly en-
hance programmability—transactional memory and supervised memory. While transactional mem-
ory is a holistic approach to tackling the problem of synchronization in parallel programs, super-

vised memory provides the primitives necessary to build systems like transactional memory.



1.1 Transactional Memory

Transactional Memory (TM) [52, 63], is a promising research idea targeted toward easing the
development of correct parallel programs. TM systems provide the capability to run blocks of code
as transactions i.e., isolated chunks of execution that appear to either complete fully or not at all.

Languages designed on top of transactional memory systems can thus support an atomic con-
struct which enables programmers to declaratively specify the synchronization intent correspond-
ing to a block of code. The responsibility to correctly implement the synchronization is transferred
to the TM system. Thus, unlike lower-level synchronization constructs like locks, transactions in
a TM system can be correctly composed and can avoid issues like deadlock and priority inversion.

In order to guarantee atomic execution of transactions, efficient TM systems (much like database
transaction management systems) execute transactions speculatively in isolation. If a transaction
completes without conflicting with any other concurrent transaction (i.e., it can be serialized into
a global serial order of transactions), the TM system commits the transaction. On the other hand,
if a transaction conflicts with another transaction and cannot be serialized, the TM system aborts
the transaction and rolls back the changes made by the transaction. Thus, all TM systems need to
perform two important tasks—conflict detection, in order to determine if concurrent transactions
conflict with each other and version management, to remember pre- and post- transaction values
of memory locations to be used on transaction aborts and commits.

TM systems can be implemented entirely in software, software TM (STM) systems [51, 1;
entirely in hardware, hardware TM (HTM) systems [, 47, 52, 83] or span both hardware and soft-
ware, hybrid TM systems [34, 62]. While STM systems can be implemented on current hardware,
efficient and easy-to-use STM systems are still a subject of active research. On the other hand,
HTM systems require non-trivial changes to existing hardware. This research focusses on HTM
systems that have the potential to impose the least performance overhead [80]. Hybrid TM systems
are an attractive option to kick-start TM programming by enabling pure software implementations
and gradually moving to hardware-assisted faster implementations. However, even with hardware

support they are likely to be slower than HTMs [34].



1.1.1 Problem and Motivation

Early HTM systems [8, 22, 47, 52, 83] exploit the synergy between hardware cache coherence
and transactional memory operations to provide efficient support for transactions. However, this
piggy-backing works only when the transactions have a small footprint that fits in caches and are
short enough to run to completion before they are context-switched out of the processor. If they
do exceed the limits of these fixed-size hardware structures, they need to be virtualized i.e., the
physical state corresponding to the transaction needs to be moved into virtual program memory.
Newer HTM systems [, 15, 27, 29, , ] incorporate special virtualization actions to handle
unbounded transactions.

Current TM virtualization actions impose significant performance overheads. While the perfor-
mance overhead is typically justified by the empirical observation that transactions in most existing
TM programs are small, we argue that such a small-transaction argument could be self-fulfilling.
Programmers that use large transactions would receive strong negative feedback from current HTM
systems and would thus seek to avoid large transactions, ultimately restricting TM applicability.
Existing TM programs use transactions for implementing critical sections (that are typically small)
where they are used as a substitute for conventional locking mechanisms. The ability to efficiently
execute big transactions could expand the utility of TM to more areas like bug avoidance [65],
enabling compiler optimizations [93] and detecting atomicity violations [70].

Thus, we argue that TM systems should execute all transactions efficiently irrespective of size.

1.1.2 TokenTM: Efficient support for big transactions

Our first proposal addresses the issue of efficiently virtualizing transactions. Virtualization is
high-overhead and complex in current TM systems since they associate TM state, which is logically
program memory state, with hardware state like processors and caches. We, instead, take a tagged-
memory [40] approach and expand program memory to carry TM state, add hardware is dedicated
to store and manage this TM state along with conventional program data. We combine existing

ideas of token counting [74] and per-thread software logs [83] to build TokenTM, an unbounded



HTM system that gracefully handles virtualization events while still imposing little performance
overhead on the execution of small transactions.

TokenTM uses per-thread logs from LogTM [83] for version management. Since these logs
exist in virtual memory they are automatically virtualized by existing virtual memory mechanisms.
For conflict detection, TokenTM extends the entire memory system with a couple of metabits per
memory block, similar to tagged memory implementations in the past [0, 40, 125]. These metabits
are managed as transactional tokens and are used to enforce the single-writer/multiple-readers
invariant that for each memory block B at all times: Block B is either transactional inactive, part
of the read set of one or more transactions, or part of the write set of exactly one transaction. Thus,
transactional isolation is guaranteed. Token metabits are a property of program memory and reside
in virtual memory much like program data. Thus, they are moved in and out of physical memory
by virtual memory paging mechanisms. Within physical memory, caches and coherence messages
are expanded to carry the metabits along with data.

Our evaluation shows that TokenTM performs comparably with previous HTM systems for
programs with small transactions and can perform significantly better for programs with larger

transactions.

1.1.3 StealthTest: Using TM for Software Testing

Our second proposal expands the applicability of TM systems to the critical area of software
testing. While software testing is a hard problem, the emergence of CMPs and the proliferation
of bug-prone parallel software makes testing even harder. Researchers have proposed methods to
continue testing software after deployment, e.g., in vivo testing [88] and Delta Execution patch
testing [ 132]. These on-line techniques typically fork new processes to hide the functional impact
of testing. Unfortunately, the high overhead of fork() significantly degrades performance.

To reduce the performance overhead of online testing, we adapt transactional memory (TM)
to isolate the functional effects of tests with minimal impact on system performance. We propose
StealthTest, an interface that exposes TM transactions as the key mechanism for executing tests.

StealthTest allows online tests to work in isolation on a consistent view of memory without the



overhead of creating new processes. Moreover, explicitly aborting the test transaction after it is
done guarantees that its changes are invisible to the rest of the system. Not all TM systems pro-
vide sufficient support for StealthTest. We identify four requirements that StealthTest imposes on
underlying TM systems: strong atomicity [ 6], out-of-band communication mechanisms, flexible
conflict resolution and good performance. Thus, in order to support StealthTest, a underlying TM
system must efficiently execute test transactions irrespective of their size. TokenTM promises to
be one such system that fulfills all the above requirements.

To demonstrate StealthTest we apply it to two existing online testing frameworks that pre-
viously relied on forking processes: in vivo testing [88] (reviewed in Section 2.2.1.1) and Delta
Execution [132] (Section 2.2.2.1). StealthIV and StealthDE are new StealthTest-based frameworks
for in vivo testing and Delta Execution, respectively. Using prototype implementations on top of
existing STM and HTM systems, we demonstrate that our StealthTest-based frameworks (a) can
run a wide range of online tests and (b) execute many more tests with low overhead.

StealthTest can provide orders of magnitude better performance than existing fork-based im-
plementations, only if the underlying TM systems can execute transactions efficiently.

HTM systems like TokenTM require the addition of significant hardware state in the form
of metabits to support Transactional Memory. However, from a hardware designer’s perspective,
it would be much more beneficial if these hardware metabits are more general and can be put to
multiple uses. We, next, examine an enhanced memory system wherein metabits are architecturally

exposed to software and primitives are provided to operate on them.

1.2 Supervised Memory

An increasing number of research proposals such as unbounded transactional memory [ 1,

, 17], log-based architectures [24, 25], deterministic shared memory [36], memory typestate
trackers [103, , , ], dynamic information-flow tracking [127], hardware-assisted garbage
collectors [81, ] and interleaving-constrained multiprocessing [142] call for hardware support

of semantically richer memory systems wherein program data is enhanced with metadata. While

these proposals address a wide range of issues from safety and security to programmability and



debugging, they are all built around memory operations that use metadata to supervise (control and
monitor) data accesses to memory. We refer to this broad class of systems as supervised systems.
Supervised systems are appealing since they facilitate safe and efficient software. While super-
vised systems have had limited success, they have not yet been widely deployed. Nevertheless, we
see three reasons why supervised systems may be more common in the future. First, programma-
bility issues have become much more acute, given the move to multi-core architectures. Second,
modern uses of metabits track a program’s dynamic behavior, which would be inefficient to do in

software. Finally, modern proposals are less radical and more amenable to implementation.

1.2.1 Problem and Motivation

Existing supervised systems proposals suffer from certain drawbacks that hinder their adoption.

e SC-centricity. Existing supervised system proposals make unrealistic albeit simplifying as-
sumptions about underlying hardware. More specifically, they assume (either implicitly or
explicitly) Sequentially-Consistent (SC) hardware [15, 17,91, , 1. However, most de-
ployed hardware does not implement SC since it imposes performance overheads. Practical

supervised systems should be built on top of relaxed systems.

e Ad hoc Hardware. Most proposals (with a few notable exceptions like Memtracker [133])
advocate hardware customized to a specific supervisory task (e.g., [17, ]). Architects are
loathe to lock metadata semantics into silicon. They prefer general primitives that are useful

for a range of software.

e No Formalism The few proposals that address supervised systems on relaxed memory sys-
tems do so informally [36, , ]. It is well-known from existing memory models re-
search that such specifications often lead to ambiguous interpretations and incorrect im-
plementations. Hence, both software programmers and hardware designers need a formal

specification of supervised systems.



1.2.2 Safe and Efficient Supervised Systems

We build a firm foundation for current and future supervised systems by addressing the above
three drawbacks.

Supervised Systems on non-SC systems. We study current supervised systems with a more
relaxed memory system that obeys the TSO and x86 models. We find that moving empty/full-bits
[6] and deterministic multiprocessing [36] from SC to TSO requires subtle handling of reordered
metabit reads, load bypassing, and late exceptions. Rather than address these issues for just these
specific systems, we explore a general and formal solution (discussed next).

Supervised Memory. We define a supervised memory model that unifies and formalizes the mem-
ory aspects of existing and future supervised systems, while conforming to existing uses at an in-
tuitive level. Specifically, to data memory, it adds per-location metabits, primitives to read/write
them, and higher-level supervised loads/stores. A supervised load (store) atomically tests meta-
data state, optionally generates an exception, performs a data load (store), and optionally updates
metadata state.

Formal Consistency Models. We propose two formal consistency models for supervised mem-
ory without which any shared-memory model would be ambiguous and incomplete. Both new
models—TSO,; and TSO,,;,—order data accesses with TSO [48] and then add constraints for
metadata accesses. TSO,; simply requires that all data and metadata accesses conform to TSO.
TSOg4tq relaxes TSO,; by allowing metadata accesses to different locations to appear out of pro-
gram order. While reasoning with TSO,,,, is more complex, it allows hardware to use store buffers
as opposed to TSO,; which precludes non-speculative store buffer use.

Thus, we have a classic tension between one memory model that facilitates reasoning and an-
other that abets performance. Fortunately, to resolve this issue, we can seek inspiration from an
analogous problem that arises in conventional memory consistency models. SC facilitates easier
reasoning, while other models—weaker ordering, processor consistency, and relaxed consistency—
enable higher performance. Adve and Hill [3] showed that, for the important class of data-race-free
programs, one could reason with SC even while executing on the faster weaker systems. (Ghara-

chorloo et al. had a similar formalization (i.e., properly labeled) [44].)
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Figure 1.1 Thesis Contributions

With this inspiration, we propose safe supervision to resolve the tension between TSO,; and
TSOg4tqa. While formally defining safe supervision is subtle, its intuition is simple. It recommends
that programmers avoid using metadata operations from one location to order operations at another
location (e.g., do not expect that finding A “full” indicates whether B has been written). We show
that, for safely supervised programs, one can reason with the simpler TSO,; even while executing
on faster TSOy,;, systems. On the other hand, programmers can eschew safe supervision and
reason directly about TSOy,:,, much like they can opt to use data races directly with a weak

memory model.

1.3 Thesis Contributions

This thesis investigates solutions to problems across different levels in the computation stack.

Figure 1.1 presents a pictorial overview of our major contributions.

1. We present TokenTM, the first unbounded HTM system to efficiently virtualize the execution
of big transactions without adversely affecting the performance of the rest of the system

(Chapter 3).

2. We propose and evaluate StealthTest, a TM-based interface for online software testing. We,
thus, extend the applicability of TM to a critical software engineering challenge and provide

more impetus to TM adoption (Chapter 4).

3. We formally define supervised memory, a metadata-based memory system that provides a

basis for many software mechanisms. We propose TSOgq..,, a relaxed supervised memory



model that permits practical and efficient implementations of supervised memory. Inspired
by work on data-race-freedom, we propose an analogous property, Safe Supervision which

simplifies programmer reasoning about supervised memory models (Chapter 5).

1.3.1 Relation to previously published work

TokenTM was published in the proceedings of the 35th International Symposium on Computer
Architecture (ISCA) [17] along with co-authors Neelam Goyal, Michael M. Swift, Mark D. Hill
and David A. Wood. This thesis describes the system in greater detail including more discussion
on token release actions, coherence protocol changes and presents extensions for handling nested
transactions.

StealthTest was published in the proceedings of 18th International Conference on Parallel Ar-
chitectures and Compilation Techniques (PACT) [20] along with co-authors Weiwei Xiong, Luke
Yen, Mark D. Hill and David A. Wood. This thesis provides a longer motivation for the benefits of
online testing using real-life examples and presents more empirical data on the effectiveness of in
vivo testing.

The work on supervised memory is currently under submission. An abridged version has been
presented as a poster at the 18th International Conference on Parallel Architectures and Compi-
lation Techniques (PACT). While the poster mainly motivates the need for a formal treatment of
supervised memory, this thesis presents a more detailed discussion of the problems with existing

supervised systems and our proposed solutions to address them.

1.4 Dissertation Structure

Chapter 2 discusses related work on transactional memory systems with emphasis on un-
bounded HTM systems. It also presents related work on online software testing and supervised
system. Chapter 3 presents our work on TokenTM including a description of the design and im-
plementation of transactional tokens. It concludes with an evaluation of TokenTM on a CMP

architecture. Chapter 4 discusses StealthTest and presents two new test frameworks developed on
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top of StealthTest and evaluates them using a variety of TM systems. Chapter 5 demonstrates draw-
backs with existing supervised system proposals and addresses them through a formal definition
of supervised memory and an examination of low-level implementation issues using an industrial

CMP design. Chapter 6 concludes and presents avenues for future research.
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Chapter 2

Background

In this thesis, we tackle problems at three different levels of the computation stack. At the core
of this work, we address Transactional Memory (TM). Section 2.1 provides a brief overview of TM
and proposed hardware TM implementations. We then expand the applicability of TM systems to
a key software engineering problem—software testing. We explore two online software testing
approaches: online bug detection and online patch testing. Section 2.2 discusses prior approaches.
It also discusses techniques similar to TM that have been utilized in testing and related areas.
Finally, the thesis examines supervised systems. Section 2.3 lists some of the major proposals and
implementations of supervised systems. Section 2.4 gives a quick overview of memory consistency

models that are necessary to completely define a memory model.

2.1 Transactional Memory

Transactional Memory (TM) [52, 63] is a new programming paradigm that aims to provide a
fast dynamically enforced atomic primitive for mutual exclusion in parallel programs. Existing
lock-based mechanisms for enforcing mutual exclusion are known to be extremely difficult and
error-prone. For instance, a comment from a popular operating system calls blocking on a mutex a
“surprisingly delicate dance” [78]). In contrast, TM provides an elegant and declarative model for
synchronization that can facilitate quick and correct implementations of parallel programs [100].

In all TM proposals, an underlying TM system executes atomic blocks of code as transactions
that are isolated from the rest of the code and either complete fully or not at all. Consequently, they

can provide the illusion of mutual exclusion while allowing concurrent execution of transactions.
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TM systems could be implemented either in hardware—hardware TM systems (HTM), software—
software TM systems (STM) [51, 120] or a combination of both—hybrid TM systems (Hybrid TM)
[34, 62]. In this thesis, we focus primarily on hardware TM (HTM) systems that are typically much
faster than other TM systems. Larus and Rajwar [63] provide a comprehensive overview of TM
systems up to 2006. Interested readers can find a more current listing of related work at the online

TM bibliography [18].

2.1.1 Bounded HTM Systems

Herlihy et al. [52] first proposed Transactional Memory as a hardware technique for providing
atomic updates to a bounded number of memory locations relying on the synergy between existing
cache coherence mechanisms and atomicity requirements. Some other primitive and less well-
known TM systems pre-date this proposal. Tom Knight [61] proposed a hardware TM system for
functional programming that could support single-update transactions. Banatre et al. [9] proposed
a hardware TM system for fault-tolerant multiprocessor architectures.

Later HTM systems focus on supporting larger transactions with a combination of hardware
buffers, additional bits in the cache and cache coherence protocol modifications. LTM [&] tracks
transactional accesses with an additional ‘transactional’ bit in the cache. On cache overflows of
transactional data, the overflowed block is copied to an in-memory overflow table and any subse-
quent cache coherence requests to this block are re-directed to the overflow table. LogTM [&3]
also uses additional bits in the cache to track transactional read- and write-sets. However, it is
optimized for transaction commits by writing speculative transaction values directly to the mem-
ory location. Cache overflows are handled by overloading directory states in the cache coherence
protocol to support conflict detection for overflowed blocks. TCC [47] modifies the shared mem-
ory programming model to a transactional programming model where all code is executed within
transactions. Cache consistency is only enforced at transaction boundaries. A transaction that is
ready to commit its updates acquires a global token guaranteeing serializability. Overflows are

handled by forcing the overflowing transaction to acquire the global token. While all the above
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three systems support larger transactions, they cannot execute unbounded transactions that span a
context switch by the OS or a paging event by the VM system.

While all the above three systems support larger transactions, they cannot execute unbounded
transactions that span a context switch by the OS or a paging event by the VM system. In order
to support unbounded transactions, TM systems need to virfualize transactions i.e., the physical
state corresponding to the transaction needs to be moved into virtual program state like virtual
memory. Subsequent unbounded HTM systems add virtualization actions for correct execution of

unbounded transactions in hardware while still optimizing for execution of small transactions.

2.1.2 Unbounded HTM Systems

UTM [£] is the first proposed unbounded HTM system. Similar to TokenTM, UTM avoids
tracking transactional state in hardware structures like caches. Instead, it maintains all bookkeep-
ing information in a memory-resident software transaction log (similar to TokenTM’s token log).
However, unlike TokenTM, UTM does not maintain an easily accessible summary for conflict
detection. Instead, it enhances the memory system with virtual address pointers to the log. We be-
lieve that our strategy of duplicating the token state and tracking it with double-entry bookkeeping
is simpler and more efficient.

VTM [105] uses a combination of software and firmware to support large transactions. It
virtualizes cache-resident transaction state by invoking special firmware on cache victimization to
move the transaction state into software tables. It also uses firmware to virtualize hardware caches
on a context switch or paging.

XTM [29] and PTM [27] leverage paging and address translation mechanisms to handle trans-
action overflows. Transaction state that exceeds the hardware caches and buffers is moved into
shadow virtual memory pages and the TLBs are enhanced for efficient conflict detection on this
overflowed state. Bulk [22] and LogTM-SE [141] use bloom-filter based signatures to represent
transactional access sets and use signature operations to detect transactional conflicts. The com-

pact representation of bloom-filters (e.g., 2K bits) enables virtualization of transactional state by
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copying them around on context switching and paging. Finally, OneTM [15] restricts the TM sys-
tem to concurrently execute only one overflowed transaction at a time. It uses per-block metadata
to track access sets for the single transaction that overflows hardware caches. Similar to TokenTM,

the metadata is program state that is co-located with virtual memory.

2.1.3 Extensions to the TM Programming Model

While the basic TM model provides a simple ‘atomic’ construct to the programmer, researchers
have proposed additions to this model to facilitate modular software by enhancing composition and

concurrency. We discuss some of the relevant extensions that are used in this work.

2.1.3.1 Nested Transactions

In order to support composition of software, TM systems should support nested transactions
[85], 1.e., transactions that could begin and end within another transaction. Such transactions that
execute within the context of another transaction are called inner nested transactions or inner
transactions.

Closed Nesting. The simplest form of nesting called closed nesting extends the atomicity and
isolation of inner transactions until the outermost transaction commits. TM systems implement
closed nesting by dynamically flattening all the inner transactions into the outermost transaction
and executing it as a single transaction i.e., they commit or abort as a single entity. Nested TM
implementations like nested LogTM [34] and McDonald et al.’s HTM system [76] support partial
aborts wherein an inner transaction can be aborted without having to abort all the way to the
outermost transaction. They achieve this by adopting a stack-based approach to executing nested
transactions. Each transaction begin starts off a new level of transaction execution (similar to a
function call in conventional languages). The TM system tracks the read- and write-sets for each
level separately. If the inner transaction commits successfully, transaction execution pops up a
level to the outer transaction after merging the read- and write-sets with the outer transaction.
This ensures that the isolation of the committed inner transaction is guaranteed until the outermost

transaction commits. On the other hand, if the inner transaction aborts then the TM system does a



15

partial abort by discarding only the read- and write-sets corresponding to that level and no further.
Partial aborts could potentially improve performance since the TM system does not have to rollback
all the way to the outermost transaction even if the conflict is within an inner transaction.
Open nesting. In order to improve performance through enhanced concurrency, nested TM sys-
tems could also support open transactions [$6]. An open transaction is an inner transaction whose
isolation is released as soon as it commits. Open nested transactions can increase concurrency since
they reduce the probability of conflicts between outer transactions. For instance, consider a long-
running outer transaction that updates some statistics counters in a short-running inner transaction.
If two independent outer transactions seek to update the same counter using a closed nested trans-
action, then they would end up conflicting with each other and hence get serialized. On the other
hand, if they use a open nested transaction, then the outer transactions would no longer conflict
and can be run in parallel. However, these transactions are no longer serializable in the conven-
tional sense and can be more complex to reason about [84]. Thus, open nesting enables a trade-off
between performance and ease of reasoning. Nested TM systems that support open transactions
(e.g., [76, 84]) release isolation of an open transaction and commit its changes to memory.
Similar to open transactions, Early Release [51, ] is another technique to release isolation
early for a memory location accessed within a transaction. While it could be useful to decrease
conflicts while accessing data structures like linked lists, early release is hard to reason about and

get correct. Hence, it is likely to succeed only as a low-level mechanism.

2.1.3.2 Interactions with Non-Transactional Systems

Transactions in real-world code need to typically interact with non-transactional systems like
run-time libraries, operating systems, language virtual machines and sometimes, even the TM sys-
tem’s run-time. When a transaction makes a call into the code in one of these systems, the underly-
ing TM system needs an ‘escape hatch’ to suspend transactional execution until control returns to

the transaction. Many proposals such as escape actions [84], pause/unpause [ 145], external actions
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[49] and tm_pure [56] exist for stopping tracking of read- and write-sets, suspending conflict de-
tection and speculative buffering while executing code from non-transactional systems. StealthTest

uses these mechanisms to communicate results of a test transaction to the outside world.

2.2 Online Software Testing

Software testing is a critical activity in the development of software. Studies indicate that
it could consume more than 50% of the cost of software development [50]. As software gets
more complicated and the deployment scenarios get more diverse, testing is going to become
more expensive and challenging. Hence, researchers are exploring a new kind of testing—online
testing—that seeks to monitor and actively test deployed software [14]. Online testing proposals
(e.g., perpetual testing [109]) aim to extend the process of analysis and testing of software beyond
the development stage and into the deployment and evolution stages. Since tests are run on live
applications, they could potentially be more effective. Consequently, they could detect bugs more
efficiently.

We discuss two areas of online software testing—online bug detection and online patch valida-

tion.

2.2.1 Online Bug Detection

Jim Gray in “Why Do Computers Stop and What Can Be Done About It” [46],
If you consider an industrial software system which has gone through structured de-
sign, design reviews, quality assurance, alpha test, beta test, and months or years of
production, then most of the “hard” software bugs, ones that always fail on retry, are
gone. The residual bugs are rare cases, typically related to strange hardware conditions
(rare or transient device fault), limit conditions (out of storage, counter overflow, lost

interrupt, etc. . .) or race conditions (forgetting to request a semaphore).
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It is widely understood that deployed software systems contain bugs. It has been over two
decades since Jim Gray’s seminal paper, “Why Do Computers Stop...” [46]. Yet, deployed soft-
ware continues to suffer from the same kinds of soft bugs identified in his paper. The emergence of
multicore processors and the projected prominence of multi-threaded programming makes identi-
fication of these soft bugs much tougher, fueling the need for novel approaches to bug detection.
While software bugs are traditionally detected during application development by running a variety
of tests that are developed using various testing strategies (e.g., unit tests, integration tests), these
off-line approaches are clearly insufficient. Hence, a new class of online bug-detection proposals
that seek to extend the process of bug detection to deployed applications have emerged.

Online bug detection proposals can be classified into two categories—passive and active. Pas-
sive bug detection proposals focus on identifying bugs by monitoring traces of correct and incorrect
execution. Traces can be obtained either by instrumenting applications and running multiple runs
in the development environment (e.g., Daikon [39], AVIO [69]) or in vivo, by incorporating light-
weight monitoring in deployed software to collect traces in a distributed manner (e.g., CBI [65],
Gamma [96]). Active bug detection proposals, on the other hand, perturb application behavior
by actively running test code on the deployed application. For instance, Mao et al. [73]) focus
on executing in vivo tests for commercial-off-the-shelf (COTS) component-based systems. While
passive approaches are simple and light-weight, active approaches are likely to be more effective

but require more support to ensure application transparency.

2.2.1.1 Invivo Testing

In vivo (IV) testing of software applications [26, 88] is a new active bug detection proposal
for supporting testing on deployed software. The proposed approach uses unit tests developed
during software development to continuously test deployed software at random points during its
execution. We shall refer to these tests as IV tests. Murphy et al. [88] implement an IV test
framework, ForklV that uses fork() to create a new child process, giving the test its own snapshot
of memory isolated from the parent. Upon test completion, ForkIV records the test result in a log

and discards the process. Developers analyze the logs off-line to detect any bugs. ForkIV can also



Buggy Code (In mysys/thr_lock.c): Suggested in vivo test (similar to thr_print locks())
void thr_lock_delete (THR_LOCK *lock) veid thr walk lock list(void)
{ {
. for (list=thr lock thread list;list&a&
pthread mutex destroy (&lock->mutex) ; count++<MAX THREADS;list=1list_rest(list))
pthread mutex lock(&THR_LOCK lock) ; {
thr lock_thread list=1ist delete( THR_LOCK *lock=(THR_LOCK*)list-=data;
thr_ lock thread list, &lock-=list); pthread mutex lock(&lock->mutex) ;
pthread mutex unlock (&THR_LOCK lock) ; pthread mutex unlock (&lock->mutex) ;
}
}

Description of Bug: A mutex protecting a lock object is destroyed before the lock object is removed from the list
of locks in use. A race condition with other threads iterating over the list could lead to a server crash. The fix is to
destroy the mutex only after removing the lock object from the list.

(a) Concurrency bug from MySQL (http://bugs.mysql.com/bug.php?id=36579)

Buggy Code (In sql/log_event.cc): Suggested in vivo test:

/* void test()
User_var_log_event::exec_event () {

*/ singleton_uvrle->

{ exec event(singleton rli);
. // singleton uvrle is a singleton
e.fix fields(thd, 0); // reference to a User var log event
. }
e.update hash(...);

Description of Bug: On certain kinds of errors (e.g.. out of stack). acall to fix fields () might fail. Subsequent
execution of update hash () without checking return value of £ix fields () leads to a crash.

(b) A corner-case bug from MySQL (http://bugs.mysql.com/bug.php?id=37150)

Buggy Code(In org.mortbhay.xml.XmlConfiguration.Java): S_uggested in vive test:
private synchronized static XmlConfigurationTest.java
vold initParser() throws IOException public static void testXImIParser()
{ throws Exception
URL configURL s )
=XmlConfiguration.class. URL conflglU'RL .
getClassLoader() .getResource (“...") ; =XmlConfiguration.class.
getClassLoader () .getResource(“...");

Description of Bug: JDK specifies that some implementations might use null to represent the bootstrap class
loader. In such a case, getClassLoader () will return null if XmlConfiguration.class was loaded by the boot-
strap class loader. Leads to a Null Pointer Exception when executed on some JVMs.

(c) An interface bug from Jetty (http:/jira.codehaus.org/browse/JETTY-020)

Figure 2.1 Examples of post-deployment bugs from real-world applications
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run tests over a set of deployed instances of the application [26] in order to either decrease the
number of tests run per deployed instance of an application or increase the total number of tests

run on an application.

2.2.1.2 Motivation for IV Testing

IV tests can potentially detect a range of bugs that are typically found in deployed applications.
These latent bugs are often present because they manifest either in extremely rare conditions that
cannot be economically simulated during development or because the developer does not fully
understand the software or its deployment environment. We characterize these bugs into three
classes:

Concurrency bugs. These bugs are caused by concurrent execution of code leading to incorrect
interleavings and result in atomicity-violations or race conditions. Concurrency bugs are difficult
to track down during development. The space of possible interleavings grows exponentially with
the number of concurrent executions in the system and systematically exploring it for finding bugs
is a hard problem. Figure 2.1(a) shows an example of a concurrency bug reported in MySQL [59],
an open-source database manager. The bug arises due to incorrect ordering of operations as part of
an object deletion routine. In the buggy version of the code, the mutex protecting the lock object
is incorrectly destroyed before the lock is removed from a list. In the interval between the mutex
destruction and the lock removal, a concurrent thread can access the list, find the lock still present
and attempt to access the mutex. This could lead to a server crash.

Unexpected internal states/interactions. Developers of complex software might not have a com-
plete picture of the internal execution environment of their software. They might make incorrect
assumptions about the interface between two components or fail to anticipate certain system con-
ditions. Theoretically, these bugs can be caught during development with good interface and in-
tegration tests. However, some of these bugs still end up in production software. Figure 2.1(b)

shows an example of this kind of a bug in MySQL. In certain system states (e.g., out of stack), a
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callto fix fields () could fail. The developer had failed to anticipate this scenario and conse-
quently did not check if the call to the function had succeeded. When the function does fail, further
execution (e.g., executing update_hash () ) could lead to a software error.

Unexpected external states/interactions. Modern software systems interact with a variety of
third-party software. It is impractical to test all combinations of system interactions with every
single third-party software application. Many bugs could occur either due to incorrect behav-
ior by third-party software [129] or due to incorrect assumptions by the application about the
behavior of third-party software. Figure 2.1(c) shows an example of a bug from Jetty [59], an
open-source Java-based web server. The bug arises due to an incomplete understanding of the be-
havior of third-party Java Virtual Machine (JVM) implementations. The developer used a method
(getClassLoader () ) that, on certain JVMs, could return NULL as a legal value. Since the
developer was unaware of this possibility, she did not check for the return value of the method
before de-referencing it, which could lead to an exception.

IV testing can help detect the bugs in the different categories presented above. Along with
each of the bugs shown in the left-hand column of Figure 2.1, we also suggest IV tests on the right-
hand column that could exercise the bug and detect the corresponding error. First, the test for the
concurrency bug in Figure 2.1(a) involves walking through the list of lock objects and accessing
the fields of the lock object. This test could detect an inconsistency in the state of the lock object
list. Second, in order to test for the bug from unexpected internal state (Figure 2.1(b)), the test
issues a dummy event to an User_var_log_event object. If run sufficient number of times, the
test might execute at an inopportune time when the system is in a corner-case state. This would
cause fix fields () to fail and lead to a software error that is observed by the test. Finally,
the test for catching the third bug resulting from unexpected external state (Figure 2.1(c)) is fairly
simple. It is a unit test already provided with Jetty source code. As the unit test initializes its

variables, it invokes the same buggy method call which could fail on certain JVM installations.
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2.2.2 Online Patch Validation

When bugs are detected after system deployment, developers typically ship software patches
to allow end users to fix them in the field. However, since patches may introduce new bugs,
sophisticated end-users generally avoid deploying ‘unvalidated’ patches [13].

Patches can be validated either offline (e.g., [10]) or online (e.g., [31]). Offline patch valida-
tion involves setting up and running a test system with the patched software. However, since the
test system might not reflect the deployed system exactly, offline validation is a low confidence
approach. Moreover, as Reis et al. observe, “(offline patch validation) is often a bottleneck in
responding to security issues, because testing for regressions requires ensuring that every browser
feature is functioning properly.” [108]

Online patch validation, on the other hand, runs the ‘unpatched’ production instance of appli-
cation in parallel with a ‘patched’ instance on the same deployed system. By providing identical
input to both instances and semantically comparing their outputs (either manually or with some
automated software), online validation ensures that the test exercises actual production system
behavior. We shall now examine proposed online patch validation mechanisms.

Lowell et al. propose devirtualizable VMs [66] where thin VMs are used both for production
instances and for maintenance instances. The production VM could quickly be replaced with a
maintenance instance after patch validation. Nagaraja et al. [90] also propose an on-line ‘shunt’-
based validation framework which captures requests and replies on the production instance. It then
replays the requests on the maintenance instance and compares the replies. However both these
online validation techniques require the creation and operation of two separate system instances.
limits its effectiveness [132]. This approach also increases competition for system resources, in
addition to suffering from spurious differences due to non-determinism.

Dynamic Software Updating (DSU) systems (e.g., PODUS [118]) enable online patching of
systems by replacing existing versions of code with newer versions of code. However, these sys-

tems do not validate code before replacement.
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Figure 2.2 ForkDE: Fork-Based Delta Execution

2.2.2.1 Delta Execution

Delta Execution (DE) [132] is a novel approach to online patch validation based on the em-
pirical observation that an unpatched execution is often identical to the patched execution. Hence,
when the two executions are identical, DE logically runs them both in a single physical instance
(merged execution). It splits and runs distinct physical instances (split execution) only when the
executions diverge in either the code they run or the data they access. After a certain time, the two
executions can be merged back since they execute the same code accessing identical state. At such
a merge point, DE merges the two physical processes back into a single process while recording
differences in their state.

DE incurs lower overhead compared to traditional online validation techniques which use two
separate instances (e.g., two distinct processes) leading to redundant execution. It can also provide
more accurate validation by decreasing sources of non-determinism that cause gratuitous differ-
ences [132].

Tucek et al. [132] propose an initial implementation (ForkDE) based on process fork, as illus-
trated in Figure 2.2. ForkDE starts execution as a single process, running until it reaches patched
code (A code). At this split point, ForkDE forks off a child process containing an identical copy of
the program state. While the child process executes patched code, the parent executes the original
code. After executing delta code, the two processes rendezvous. ForkDE logically merges the
executions into the parent process and discards the child process. As part of the merge, it saves
the differences in program state (A data) between the two executions and protects those memory

locations using mprotect(). A future access to these locations during merged execution will



23

cause a trap to ForkDE which then re-initiates split execution. In the child process, ForkDE copies
the A data back to ensure that patched execution sees its own program state (install Adata
in Figure 2.2). Note that, on A data splits, the two executions could execute the same code. Split
execution continues until both executions run the same code while accessing identical program

state.

2.2.3 Transparency Mechanisms

In this thesis, we leverage the sandboxing capability of TM to guarantee test transparency for
online testing proposals. Other mechanisms that provide transactional isolation and rollback can
also permit transparent execution of tests. Such mechanisms have been used in proposals targeted
toward various software engineering goals like safety, reliability, security etc. They range from
process forking (e.g., ForklV and ForkDE), code-emulation (e.g., STEM [123]), binary translation
(e.g., Sprockets [102]), database transactions ([97]) to hardware thread-level speculation (TLS)
(e.g., [95]). We believe that for the emerging class of multi-threaded applications, TM can provide
a simpler and faster online testing mechanism than existing state-of-the-art. TM transactions can
incur much lower performance overhead than code-emulation or binary translation and are easier
to use at application level than TLS (which provides only bounded transactions). Moreover, TM

does not require a global stop-the-world phase, unlike existing mechanisms [ 102, ].

2.3 Supervised Systems

Starting with the late 1950s up to the early 1990s, hardware architects have designed and built
machines that incorporated a few additional bits of storage per block of data in physical memory.
These architectures were popularly known as tagged memory architectures. They were primarily

motivated by falling hardware costs and the need for easing software development. Feustel states,

In the past, the cost of computer memory and logic was very high and software was
relatively unsophisticated. It was cheaper to complicate the software than to increase

the cost of the system through increasing the storage or the processor complexity. In
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the past ten years the situation has reversed. Hardware costs have dropped radically
while software complexity and cost has grown. We must now reconsider the balance
of hardware and software and to provide more specialized function in hardware than

we have previously, in order to drastically simplify the programming process. [40]

With the move to multi-core architectures and multi-threaded programming, we are once again
faced with concerns about software development. As Moore’s Law continues to provide more and
more transistors, ideas similar to tagged memory architectures are once again being explored. Re-
searchers have proposed a variety of systems that require the provision of a few metabits of storage
per block of data (say, metabits) in physical memory. These bits are used for various software uses
like security, debugging and synchronization. For ease of discussion, we shall collectively refer to
these proposals as supervised memory systems.

We first explore the older tagged memory architectures and discuss its pros and cons. We will

then discuss more modern supervised system proposals.

2.3.1 Tagged Memory Architectures

Tagged memory refers to an architecture where the memory system carries a few additional tag
bits per data word for storing type information about the datum. Tagging permits ‘self-identifying’
data allowing hardware to perform specialized tag-specific operations on data without explicit
instructions from the program. Benefits of tagged memory include more compact instruction sets,
stronger security guarantees enabled by hardware type checking, easier naming by supporting
capabilities [35] and accelerating specialized functions like garbage collection [40].

Since the late 1950s, many tagged memory machines have been built. Early tagged memory
machines include Brookhaven National Lab’s MERLIN (circa 1957), Rice Computer R-1 (circa
1959) and Burrough’s B5000 (circa 1961). While the R-1 used two tag bits to monitor special
locations for debugging, the B5S000 used a single flag bit to identify memory locations (e.g., proce-
dures, strings) that required special hardware interpretation. Subsequent machines like Burrough’s
B6500 and Rice Computer R-2 used bits for identifying the arithmetic types of data. Machines

like the IBM System 360 contained half-byte hardware keys for identifying access permissions
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to memory locations. An unauthorized access would transfer control to system software. Feustel
[40] provides a good overview of these early machines and how they utilized tags. Later machines
like HEP [125], Monsoon [101], Tera [6], MIT Alewife [4] were also tagged memory architectures
which carried tags in the form of empty/full-bits bits for easier producer-consumer synchroniza-
tion. The IBM AS/400 [116] machine uses a tag bit to identify pointer locations in memory. If a
user program modifies a pointer location illegally, hardware resets the pointer tag, thus preventing
future dereferences from the location.

However, tagged memory architectures have not become popular in general-purpose comput-
ers. Gehringer and Keedy, in an excellent critique [43], discuss some reasons. First, they argue that
the benefits of tagged architectures could be achieved with simpler but more specialized hardware
designs. Second, advances in compiler design and instruction sets made some of the proposed
benefits of tagged architectures irrelevant. Nevertheless, tagged memory architectures were built

for supporting dynamically-typed languages like LISP.

2.3.2 Modern Proposals

Over the past two decades, a significant number of proposals that rely on memory metadata
have been put forward. They fall into two categories—supervised systems that use hardware
metabits for a specific task and generic proposals for architectural support to enable memory su-
pervision.

Unbounded hardware transactional memory systems, like TokenTM [17], OneTM [15] and
UFO-TM [11], store transactional read- and write-sets in metadata and use it to detect trans-
actional conflicts on memory accesses. Deterministic shared-memory multiprocessing [36] and
interleaving-constrained multiprocessing [!42] use metadata to track the last readers/writer to a
memory location and control interactions between threads. Memory typestate trackers like Heap-
Data checker [133] and HardBound [60] store dynamic state information about the data location.
HeapData Checker stores states like ‘initialized’ and ‘allocated” which help detect memory-related
bugs. HardBound stores information about the pointer bounds for pointers stored at the corre-

sponding data location. Dynamic information-flow tracking [33, ] proposals use metadata to



26

trace ‘tainted’ data as they move through the memory system. Hardware-assisted garbage col-
lectors (e.g., Symbolics [81], Azul’s Pauseless Garbage Collector [30], Wright et al. [139]) keep
garbage-collection related state in metadata. Hardware-assisted race detectors like HARD [144]
carry information about the sharing state of a data location and candidate set of locks corresponding
to a location.

More recently, Active Memory [64], Mondrian Memory Protection (MMP) [137], iWatcher
[143] and SafeMem [!03] propose architectural mechanisms for fine-grain access monitoring.
While Active Memory targets memory system simulation, MMP focuses on memory protection.
iWatcher and Safemem seek to facilitate software debugging. However, these proposals do not
support efficient metadata updates in hardware. Memtracker [ 1 33] addresses this issue with the ad-
dition of a software-programmable metadata transition table. Nevertheless, it does not adequately
address relaxed memory systems (see Section 5.2.4). Log-based Architectures [24, 25] enable de-
coupled memory monitoring for security and debugging analysis. Finally, Nagarajan et al. [91]
explore architectural support for shadow memory that stores metadata in separate physical mem-
ory locations and couples coherence of data with its corresponding metadata. While all the above
proposals examine mechanisms for implementing metadata, we examine memory supervision at a

more abstract level. Our solutions would be applicable to any of the above mechanisms.

2.4 Memory Consistency Models

Memory consistency models has been explored quite extensively in the past. Adve and Ghara-
chorloo’s tutorial [2] gives an excellent introduction to the area. Consistency models could be
either system-centric or programmer-centric.

System-centric memory models like SC, TSO and x86 define reorderings that are allowed or
disallowed by hardware. For example, Table A.2 in Appendix A gives the axioms that define TSO.
In contrast, programmer-centric models [3, 44] specify memory models in terms of a contract
between the programmer and hardware. If the program(mer) provides certain information about

memory operations, hardware guarantees that the execution will obey a simple model like SC.
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Adve and Hill [3] introduce the idea of data-race-free programs as one such contract. Program-
mers identify memory operations as ‘data’ or ‘synchronization’ accesses. A data race occurs if, in
an SC execution, two data operations access the same location, at least one of them is a write and
they are not ordered by intervening synchronization accesses. Adve and Hill show that if a program
is data-race-free, then its executions on efficient systems like TSO would still be equivalent to SC.
Thus, programmer reasoning about hardware models is greatly simplified. Gharachorloo et al. had
a similar formalization (i.e., properly labeled) [44]. Recent work to specify memory models for

b ]'

We present system-centric specifications in this work. Nevertheless, inspired by data-race-

higher-level languages like Java and C++ has adopted the programmer-centric approach [

freedom, we define a program property, safe supervision which could enable future programmer-

centric specifications.
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Chapter 3

Token-Based Transactional Memory (TokenTM)

In this chapter, we present TokenTM—the first contribution of this thesis. TokenTM is an
unbounded hardware transactional memory system that seeks to redress the self-fulfilling nature of
a small-transaction assumption (Section 3.1.1) with current HTM systems. It does so by executing
all transactions—Ilarge and small—efficiently, in contrast to extant HTM systems that focus only
on small transactions. At the same time, TokenTM also seeks to be simple by making minimal
changes to existing complex systems like cache coherence and virtual memory.

In the next chapter, we demonstrate how efficiently executing large transactions could enable
new uses for transactional memory.

In the rest of this chapter, we first discuss the motivation for TokenTM (Section 3.1), introduce
transactional tokens—the key idea in TokenTM (Section 3.2), show an efficient implementation of
transactional tokens (Section 3.3), present TokenTM which unifies token-based conflict detection
with other TM mechanisms to build an unbounded HTM (Section 3.4) and evaluate it (Section 3.5).
We conclude with a discussion on extensions to TokenTM including handling nested transactions

and lower cost implementations (Section 3.6).

3.1 Motivation
3.1.1 The Small-Transaction Assumption

Conventional wisdom on transaction usage goes along the lines of “most transactions are going
to be small and short-running” [28]. If we are not careful, this small-transaction assumption

may become self-fulfilling. Current HTM systems, in accordance with the assumption, have been
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optimized to run small transactions efficiently while either failing or degrading performance for
larger transactions. Hence, programmers that use large, long-running transactions receive clear
performance feedback that they should not do so. Consequently, they would end up avoiding large
transactions justifying the initial small-transaction assumption. We argue that this self-perpetuating

feedback loop could ultimately restrict TM applicability.

3.1.2 Who uses Large Transactions?

We see instances where programmers may want large/long running transactions, especially
ones that are unlikely to conflict. Future workloads might wish to perform I/O and blocking system
calls within atomic blocks of code. This behavior is currently discouraged due to the limitations
imposed by locks and hence we do not observe it frequently in critical-section based workloads.
However, if we allow this usage within TM, it would increase the applicability of transactions to
more programming paradigms which in turn would enhance programmability of parallel applica-
tions. For example, TM could be integrated with other transactional programming models, such
as databases, file systems, or message queues, if we allow long running transactions that may have
to wait for an I/O or other higher-level operations. Data-parallel applications that access lots of
data could also use large transactions while performing their computation in order to guarantee
multi-threaded application safety. While real TM workloads that exhibit these behaviors do not
exist yet, we find promising cases where they could exist in future workloads.

Large transactions are rare, in part, because current HTMs bias against them. To gain an insight
into the potential uses of large transactions, we look elsewhere.

In particular, we examine four multi-threaded workloads that use locks for mutual exclusion.
Using DTrace [77], a dynamic instrumentation tool from Sun Microsystems, we recorded the crit-
ical section activity in these workloads. DTrace enables us to observe locking behavior of both
user and OS code. We track critical sections that are long-running and could lead to large trans-
actions if they were implemented using TM. Specifically, we record critical sections that either
make blocking system calls or context switch during their execution. Table 3.1 summarizes their

execution behavior. Apache and BIND spend significant execution time in long-running critical
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Table 3.1 Analysis of Long-Running Critical Sections (LCS)

% of Total
Benchmark | Avg. LCS Duration | Max. LCS Duration
Execution Time

AOLServer 0.1ms 0.7ms 0.1
Apache 49.6ms 70.5ms 1.4
BerkeleyDB 0.1ms 0.2ms 0.01
BIND 0.2ms 1.8ms 22

sections. The longest critical section in Apache forks processes while holding a lock. In BIND,
the longest critical sections wait for network messages while holding a lock associated with a net-
work socket. AOLServer and BerkeleyDB also have a significant number of long-running critical
sections, though they do not spend as much time executing them. These large critical sections call
the memory allocator frequently leading to sbrk system calls. They also perform log writes to
the disk in order to flush their log buffers while holding locks.

The presence of such long-running critical sections in well-optimized multi-threaded code sug-
gests the need to permit system activity within atomic blocks of code. While a good parallel pro-
grammer might not choose to convert the critical sections in these four programs to transactions,
we believe that an HTM system should not preclude allowing such behaviours in future TM work-
loads. Lu et. al. [68] have also highlighted the need for efficient support in HTMs for large
transactions in order to avoid an important set of concurrency bugs. In the next chapter, we show a

new TM-based testing framework that could use efficient support for large transactions.

3.1.3 Existing TM systems and Large Transactions

Early HTM systems [8, 22, 47, 52, 83] efficiently execute transactions small enough to fit in
caches and/or write buffers. More recent unbounded HTM systems [&, 15, 27, 29, , ] in-
corporate special virtualization actions to handle transactions that overflow their local hardware

structures. UTM [&], the first unbounded HTM system proposed, requires non-trivial hardware
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Figure 3.1 Performance degradation due to false positives in LogTM-SE

extensions, including a virtual address pointer added to each block in memory (also requiring ad-
dress translation logically at memory). VITM [105] uses a combination of software and firmware to
support large transactions. VIM virtualizes caches by invoking special firmware on cache victim-
ization to move transactional data into software tables. It also uses firmware to virtualize hardware
caches on a context switch. XTM [29] and PTM [27] leverage paging and address translation
mechanisms to handle transaction overflows, requiring significant modifications to an operating
systems already-complex virtual memory system.

LogTM-SE [141] uses signatures to represent the read- and write-sets of transactions for con-
flict detection. Small hardware signatures (e.g., 2Kbit) are easy to virtualize since they can be
moved around on context switch and paging events. However, signatures allow false positives
that lead to unnecessary conflicts between transactions. Large transactions increase the probability
of false positives, which degrades performance by unnecessarily serializing non-conflicting trans-
actions. To see the performance impact of false positives, consider Figure 3.1. Using methods
described in Section 3.5, it presents the performance for four STAMP workloads [79] on LogTM-
SE variants with 2 or 4 H3 hash functions (LogTM-SEs, ;3 and LogTM-SE,, ;73), normalized to
LogTM-SEp., s that uses unimplementable, perfect read- and write-set tracking. Results show that
false positives significantly degrade performance for applications with larger and more frequent
transactions.

Finally, OneTM [15] is an unbounded HTM that restricts the TM system to concurrently exe-

cute only one overflowed transaction at a time. It uses per-block metadata to track the read- and
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write-sets for transactions that overflow hardware caches. To minimize serialization for transac-
tions that overflow, OneTM uses a special TM-state victim cache on transactional data eviction.
Blundell et al. show that, with this optimization, serializing execution of overflowed transactions
does not impact the performance of existing TM workloads. Nevertheless, Amdahls’ Law sug-
gests that allowing only one unbounded transaction will cause a bottleneck as system sizes and
transactions scale up.

The virtualization mechanisms in current unbounded HTM systems have two important impli-
cations. First, they impose significant performance overheads on large transactions creating a detri-
mental feedback cycle. Second, they require significant modifications to existing cache coherence
protocols and/or virtual memory systems, and thus represent a significant barrier to widespread
adoption. A practical unbounded HTM system needs to address both these drawbacks.

Software TM (STM) systems also allow unbounded transactions, but they impose high over-
heads compared to HTMs for both small and large transactions. Hybrid hardware/software TM
systems [34, 62] require much less hardware complexity than unbounded HTM systems while
performing similarly on small transactions. For large transactions, they revert to their underlying
STMs, incurring significant overheads compared to HTM systems. For SigTM, some programs
run 160%-200% slower than an HTM system [80]. Similar results have been estimated for STM

systems that use imprecise conflict detection state [ 1 46].

3.2 Tokens

TM systems need to store and access two kinds of information: read/write-sets for conflict
detection and old/new-values for version management. Early bounded HTM systems overload
caches and coherence states to track this information efficiently for transactions that fit in private
caches. They exploit the synergy between cache coherence and transactional conflict detection.
Subsequent unbounded HTM systems continue to exploit this synergy and build specialized struc-
tures/mechanisms for handling larger transactions. We believe that this tight coupling is the wrong
approach to building unbounded HTM systems as it creates a performance cliff when transactions

exceed the size of hardware structures. We fundamentally break this tight coupling in existing
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HTM systems by choosing a tagged memory approach wherein every data location carries a few
additional bits for storing meta information about the location. We propose to use these memory
metabits for storing TM access information.

TokenTM'’s key innovation is enabling precise, unbounded transactional conflict detection by
counting per-block transactional tokens which are stored in memory metabits. In this section, we

describe these transactional tokens.

3.2.1 Transactional Tokens

HTMs that enforce eager conflict detection ensure that for each memory block B: Block B is
either transactionally inactive, part of the read set of one or more transactions, or part of the write
set of exactly one transaction. TokenTM precisely maintains this invariant via the abstraction of
tokens. It associates 7" tokens with every memory block B. A transaction that reads block B must
acquire at least one of B’s tokens, while a transaction that writes block B must acquire all of B’s T’
tokens. !

Initially, the memory system holds all tokens. To read or write a block B for the first time,

a transaction seeks to acquire 1 or 7' tokens, respectively, and saves them in a per-thread log. If

LOur token abstraction is similar to Token Coherence’s [74] tokens. While they both seek to enforce a single-
writer/multiple-readers invariant, they apply the concept toward a different objective.
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successful, the transaction can perform more accesses of the same type without acquiring more
tokens. If a transaction cannot acquire the required token(s), it detects a true conflict on block B
and seeks resolution (Section 3.4.2). When a transactions ends—commits or aborts—it releases

all its acquired tokens.

3.2.2 Double-Entry Bookkeeping for Tokens

TokenTM manipulates tokens with a technique inspired by the accounting method of double-
entry bookkeeping [136]. Every token transfer is recorded in two places: a credit in one account

and a debit in another account. TokenTM records token movement using multiple accounts:

e Per-block hardware metastates enable fast conflict detection and often identify conflicting

threads.

e Per-thread software-visible logs provide unbounded storage for conflict detection (token) in-

formation that, in the worst case, provides the complete truth for a software conflict manager.

TokenTM enforces a bookkeeping invariant that, for any block B at any time, the count of tokens
debited from the metastate equals the total count of tokens credited to the software-visible logs.

TokenTM’s bookkeeping operates as follows. Initially, the memory controller begins with a
credit of 7" tokens per block, each block’s metastate indicates that no tokens have been debited, and
the software logs are empty. When a token is acquired by a transactional thread, TokenTM debits
the block’s hardware metastate and credits the thread’s software log. Thus, the memory controller’s
token balance for a block is the original 7' tokens less the tokens debited by the transaction (and
recorded in the logical metastate). Similarly, a thread’s software log has a balance that equals
the number of tokens that it has acquired for that block. When a thread releases a previously
acquired token, TokenTM debits the thread’s software log and credits the tokens back to the logical
metastate. The memory controller’s token balance goes back to 7" when all the acquired tokens
have been released from all the logs.

Each TokenTM transaction explicitly stores its tokens in a per-thread software log, illustrated

in the top half of Figure 3.2. Threads X, Y and Z are executing transactions. In the example, X’s
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log has three entries. The first entry indicates that X has acquired 1 token for block A. The second
and third entries indicates that the thread has all 7" tokens for blocks B and D. Each TokenTM
memory block B stores the number of tokens debited by each of the transactional threads. With
every memory block B, TokenTM logically associates a vector of token debits by each thread
< €0y Cly ey Ciy oo > Where 0 < ¢; < Tand ) ¢; < T.

The bottom half of Figure 3.2 displays the logical metastate after transactions X, Y and Z have
acquired tokens. The metastate for block A indicates that X and Y have debited one token each.
Similarly, the metastate indicates that Z has acquired one token of block C. Block F has not been

accessed by any of the transactions and is thus in state < 0,0,0 >.

3.3 Implementing Tokens

TokenTM implements per-block logical metastate by extending a conventional cache coherent
shared-memory system. We present the design in the context of amulti-core system with pri-
vate and shared write-back caches and a directory-based write-invalidate coherence protocol with

non-silent evictions. Figure 3.3 illustrates the TokenTM system, where the dark boxes show the
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Table 3.2 Important Metastate Transitions
Actions by thread X || Before After

(07 _) (17 X)
(T,Y),Y # X | Conflict
(07 _) (T7 X)
Transaction Store (T,Y),Y # X | Conflict
(
(
(
(

Transaction Load

v,—),v >0 | Conflict

>

17 ) (07_)
v,—),v >0 (v—1,-)

T

Release one token

Release T tokens , X) (0,—)

hardware state added to the base system. Compared to log-based HTMs like LogTM-SE, To-
kenTM requires two additional registers “TID’ and ‘fast-release’ on each processor and extra bits

for implementing metastates.

3.3.1 Metastate Summary

Our TokenTM implementation summarizes the logical metastate’s full vector of token debits
with a 2-tuple (Sum, T'ID), representing the sum of all token debits and the TID of a token owner
respectively. The TID field identifies the owner transaction only when the sum of token debits is
either 1 or 7'. Table 3.2 depicts common transactional operations affecting the metastate. Section
3.3.1 shows how TokenTM represents the tuple in a single packed field. In the rest of this thesis,

metastate refers to the 2-tuple, not the full vector.

3.3.2 Metastate Coherence, Fission and Fusion

TokenTMs abstract model associates metastate with each memory block. If TokenTM only
stored metastate at memory, every metastate access would have to access memory even for locally

cached data. On the other hand, we also do not want to modify the coherence protocol (e.g., with
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negative acknowledgments or sticky states [83]) as coherence protocol designers do not like to
change their hard-to-verify protocols.

Instead, TokenTM enables fast access to metastate by adding a few additional bits to caches
for storing the metastate locally. It transports metadata by piggy-backing it on existing coherence
messages and makes no changes to existing coherence states, protocol transitions, or semantics.
TokenTM has two cases—one easy, and one hard—for piggybacking metastate on coherence mes-
sages.

The easy case is when a block exists as a single coherent copy either at memory or in one
cache. If a transactional thread wishes to write to a block B, it uses the cache coherence protocol
to get the exclusive copy of B. If the metastate indicates the absence of transactional conflicts,
the processor updates the metastate, and writes the data. If the processor subsequently wishes to
replace B, before or after the transaction is done, it writes B and the attached metastate back to
memory. If another thread seeks to write B, its processor will obtain B and its metastate via the
coherence protocol, detecting a transactional conflict when it examines the metastate. As long as
there is only one copy of block B, metastate coherence follows from the data coherence.

The hard case for metastate coherence occurs when the coherence protocol creates two or more
shared copies of a block B, which occurs when multiple threads seek to read B. What happens if
one of those threads seeks to read B in a transaction, requiring TokenTM to access and modify
block B’s metastate? Naively, we could coalesce all copies of B into a single copy, return to the
easy case above, and modify the metastate. However, this would severely impact performance by
rendering the MSI shared state S useless for transactional readers.

Instead, TokenTM allows multiple transactional readers to read and update metastate in their
local copy of a shared block (whose data can’t be modified) by supporting metastate fission and

fusion:

e TokenTM performs metastate fission when it creates an additional shared copy of a block
(e.g., for a read request) and initializes that copy’s metastate. Table 3.3 gives metastate
fission rules for splitting the initial metastate labeled "Before” into two copies ”After” and

”New Copy.” X and Y refer to T'I Ds, while v and v refer to counts.
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Table 3.4 Metastate (SUM, TID) Fusion

Table 3.3 Metastate Copy 1 Copy 2
(SUM, TID) Fission (u,—) (1,Y) (T,Y)
After (u+v,—) (L,Y)ifv=0 (T,Y)ifv =0
Before (v, —)
Copy 1 | Copy 2 (v41,-)ifv >0 | else error
(u, =) || (w,=) | (0,=) (L, X)ifu=0 (2,—) error
(1,X)
(LX) (LX) (07_) (u-‘rl,—) ifu>0
(T,X) || (T, X) | (T,X) @) (T, X)ifu=0 error (T,X)if X =Y
’ else error else error

e TokenTM performs metastate fusion when it merges two shared copies (e.g., on an exclusive
request or writeback). Table 3.4 gives rules for fusing metastate from two copies of block B
into a single copy, using the same notation as the previous table. Several cases among the
cross product of prior states should not occur and are errors, e.g., a transaction writer (7, X)

should never encounter multiple transactional readers (u, —) for the same block B.

Metastate fission/fusion works because transactional readers must accurately know whether there
is a writer, but they don’t need to know the count—or even the existence—of other transactional
readers. Hence, the rules specified for fission/fusion ensure that all the metastate copies are co-
herent when there is a writer transaction (i.e., metastate of block is (7, X)). Otherwise, copies of
metastate are allowed to be temporarily incoherent and can be accessed and modified locally by
transactional readers. To this end, when a transaction with 7'/ D X attempts to read a cache block,
TokenTM examines the block’s metastate and (a) completes the read (e.g., if metastate is (1, X') or
(T, X)) or (b) detects a conflict with another transactional writer (if metastate is (7',Y"),Y # X)or
(c) acquires an additional token by modifying the local metastate (e.g., (0, —) to (1, X)) and then
completes the read.

TokenTM metastate fission/fusion generalizes OneTM’s lazy coherence [15]. Lazy coherence
relies on the restriction that at most one overflowed transaction can modify metastate at a time.
Metastate fission/fusion allows many transactional readers to simultaneously modify a block’s

metastate.
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Table 3.5 In-Memory Metastate

(Sum,TID) | State Attr
(u, —) 00 u
(1, X) 01 X
(T, X) 10 X
(u+C,—) 11 u

C is count of tokens saved in software

3.3.3 Metastate at Memory

TokenTM represents the per-block metastate in physical memory using known techniques. To-

kenTM encodes the metastate (sum,T'ID) in 16 metabits (as shown in Table 3.5):

e State: This 2-bit field represents the sum of token debits. The four encoded values represent

either 1, 0 < u < T, T token debits, or an overflow state.

e Attr: This 14-bit attribute field encodes a T'I D (if State represents 1 or I" token debits) or
the sum of token debits (if State represents 0 < u < T’ debits). TokenTM handles the rare
case of more concurrent readers than the 14-bit count can represent using known limitless
techniques [23], which use the overflow state to indicate that software maintains part of the

count.

To minimize changes to the memory system, TokenTM stores 16 metabits per 64-byte mem-
ory block using re-coded error-correction codes, similar to the Wisconsin Wind Tunnel [107] and
S3.mp [94]. Standard DRAM modules uses 72-bit codewords to protect 64 data bits with single
error correction and double error detection (SECDED). With somewhat more logic and negligible
loss in error coverage, one can group four words together to protect 256 data bits with SECDED
using 10 check bits. This frees an independent 22-bit codeword (72 * 4 — 256 — 10) that can in
turn represent 16 metabits protected with SECDED using 6 check bits. Alternatively, the memory
controller could explicitly reserve part of the physical memory for metabits [ 5], incurring about

3% overhead (16 bits for 64 bytes).
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3.4 TokenTM
3.4.1 Conflict Detection and Version Management

TokenTM performs eager conflict detection by ensuring that it has acquired sufficient tokens
before each load or store. Performing these checks on all accesses, including those outside trans-
actions, ensures strong atomicity [16]. Accesses that cannot acquire sufficient tokens invoke a
conflict resolution policy. An initial load access to block B stores an acquired token in the thread’s
log by writing a one-word record with block B’s virtual address. Loads to blocks where tokens
have already been acquired need not write additional log entries. An initial store access to a block
B acquires all (remaining) tokens and records them in a log record with block B’s virtual address
and token count. Subsequent loads and stores to block B do not write log entries. TokenTM must
also log the block’s data prior to the first store; our implementation writes data and tokens to the

same log.

3.4.2 Conflict Resolution

Conflicting requests may be retried in hardware, but if the conflict persists, TokenTM traps
to a software contention manager. Figuring out which transactions are involved in a conflict is
an important first step for many conflict resolution policies. TokenTM makes this easy in some
cases and harder in others. A transaction could fail because another transaction has written the
block, and thus has acquired all the tokens. This is an easy case, as the blocks metastate carries
the T'I D of the writer transaction, which can be passed to the software contention manager for
conflict resolution Similarly, a transaction attempting to write a block could fail because one or
more reader transactions have already acquired tokens. If there is only one acquired token, the
block’s metastate often holds the reader transaction’s 71 D resulting in another easy case.

A writer conflicting with multiple reader transactions represents a harder case. Nonetheless,
hardware may still help identify many reader transactions using information already conveyed by
the coherence protocol to support metastate fusion. Recall that a directory coherence protocol

sends invalidation messages to all shared copies in response to a request for exclusive access. The
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caches invalidate their copies and send acknowledgement messages to the requesting processor.
TokenTM piggybacks the invalidated blocks’ metastate on the acknowledgement messages, and
relies on the requesting processor to perform metastate fusion. Those copies that are in the (1, X)
state include the 7'/ D of the reader transaction. TokenTM records these 7'/ Ds and makes them
available to the contention manager through memory-mapped control registers. The contention
manager uses this (partial) list as a hint to identify conflicting transactions. Similar to token co-
herence, TokenTM’s use of tokens ensures that the many potential races between the contention
manager and active transactions cannot result in a semantic error.

In the hardest case, when the contention manager decides to abort all conflicting transactions
and does not get a complete list of owners from hardware, it must look through the logs of active
transactions to identify all conflicting transactions. In our workloads, this is required for only two

of the benchmarks and only rarely.

3.4.3 Fast Token Release

TokenTM explicitly logs tokens into a thread’s software-visible log and must return them to the
blocks’ metastate on transaction commit or abort. While walking the log is already necessary on
abort (to restore the blocks’ data values to their pre-transaction versions), this could be a significant
overhead in the more common case of commiting a small transaction. To address this, TokenTM
(optionally) supports a fast token release that, in the best case, releases all of a transaction’s to-
kens with a fast, constant-time operation that still maintains TokenTM’s bookkeeping invariant.
TokenTM applies fast release only when all the transaction’s blocks remain in its processor’s L1

cache. With fast token release, TokenTM:
e Removes all tokens from its log by resetting its log pointer to the log base, and
e Restores all per-block metastate by flash clearing metabits in the L1 cache.

To enable fast token release, TokenTM enhances the L1 cache’s metabit representation to dis-
tinguish tokens acquired by the current and other transactions. It encodes the state (State) field in

L1 caches using five (instead of two) bits: R, W, R/, W’ and R*. The R and W bits are explicitly
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Table 3.6 In-Cache Metastate

Metastate Metabits (in L1 with X on L1’s core)
(Sum,TID) | R| W | R | W' | Rt Attr
(0, —) 0/ 0]0] 01O 0
(u, —) 110001 u—1
(u, —) 0[O0 ]O0] 01 u

(1, X) 110[0] 01O X
(L,Y) 00| 1]0]|O0 Y

(T, X) 0O/ 1]0] 0| O X

(T, X) 0] 0]0] 1 0 Y

associated with the processor’s current thread X . The R bit indicates that the thread executing on
the processor has acquired one token for the block, i.e., metastate (1, X). Similarly, the W bit
indicates that the current thread has acquired all the block’s tokens, i.e., metastate (7', X). R’ and
W bits indicate the (1,Y) and (7, Y") states respectively, when the acquired tokens belong to any
thread Y (including the currently running thread X). R™ indicates the (u, —) state, where the u
tokens have been acquired by any set of transactions.Table 3.6 gives the complete list of metastates
and their in-cache representations for an L1 cache that has thread X executing on its core.

In the absence of sharing, a transactional thread initially obtains a copy of block B, finds its
metastate in (0, —), initializes the R, W, R, W’ and R" bits to zero, and then sets R or W for
reads and writes, respectively, and stores its 7'/ D into the Attr field. Subsequent reads/writes to
B by the same transaction proceed without further action (like many bounded HTMs). In the best
case, a transaction restores the metastate to (0, —) at commit by flash-clearing the R and W bits in
the L1 cache.

Figure 3.4 illustrates an example of fast token release, with the changes in hardware state
highlighted with dashed circles. In part (a), a thread with 71D 42 begins a transaction. Initially,
blocks A and B both are in metastate (0, —) and are cached in the processor’s L1 cache in the

shared and modified coherence states, respectively. In part (b), the thread adds block A to its read
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Figure 3.4 TokenTM’s Fast Token Release

set by setting R to 1 and Attr to 42, logically changing its local metabit state to (1,42). In part
(c), the thread adds B to its write set by setting 11/ to 1 and Attr to 42, logically changing its local
metabit state to (7',42). In part (d), the thread successfully performs a fast token release by flash
clearing R and W bits and resetting its log, transitioning both A and B back to metastate (0, —).

TokenTM enables OS context switching in constant time at the cost of two flash-OR circuits
per cache block. On a context switch, for all L1 blocks in parallel, it performs: R’ = R'|R; clear R;
W' = W'|W; clear W. This activity logically transfers any set R bits to the corresponding R’ bits
and any set W bits to the W’ bits. The new thread can now use R and W bits for its transactions.
Note that, as shown in Table 3.6, W'/ and W cannot both be set, and R’ and R cannot both be set
at the same time. Attempting to set the R bit when R is already set causes TokenTM to either: (i)
if Attr equals the current 71D, set R and clear R, or else (ii) clear R/, set R™ and Attr = 1, and
set R. Note that a context switch can result in both R’ and R being set temporarily, but these can
be fused the next time the block is accessed.

Fast token release allows most transactions to commit in constant time, yet preserves the metas-

tate needed to support large transactions.
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3.4.4 Software Token Release

TokenTM employs fast token release only when it is safe. Fast token release is not safe if any
block with R or W bits set has been evicted from the L1 (including those due to page out) or if
a thread gets context-switched out while executing a transaction. In this case, TokenTM cannot
determine which tokens could be implicitly returned via flash clear and which must be released
explicitly. Hence, Token'TM walks the log on commit to return all tokens. TokenTM also walks
the log on an abort to return tokens.

Software uses a special token release instruction to return tokens. Depending on the number of
tokens to be released, the processor either acquires a shared copy (to release a single token) or an
exclusive copy (to release multiple tokens). Moreover, a processor running thread X, can release
a token to a shared copy only if it is in the (1, X) state. Otherwise, it has to acquire an exclusive

copy and release the token.

3.4.5 Systems Issues

TokenTM interacts well with conventional operating systems (OS) and virtual machine mon-
itors (VMM). TokenTM virtualizes transactional storage by using virtual memory for both new
values and old-value logs. For context switches, TokenTM provides an instruction to free R and
W bits before scheduling a new thread. Paging requires the VM system to clear metastates on
initialization, save them on page out, and restore them on page in, borrowing mechanisms from
existing systems such as the IBM AS/400 [126]. TokenTM also operates cleanly with VMMs.
TokenTM does not require that the OS manipulate physical addresses, and hence is not affected
by an additional layer of address translation. In addition, thread identifiers (TIDs), the only new
resource introduced by TokenTM, can be managed by the OS without VMM involvement. Similar
to the OS, the VMM need only free 12 and 11/ bits when it preempts or migrates a virtual processor
and save and restore metastates when paging.

Moreover, TokenTM may be the first HTM to generally support System-V-style shared mem-

ory among threads in different processes. Metastates are associated with physical pages and can
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be accessed from each process along with the data. However, TIDs must be unique across all pro-
cesses accessing the shared memory and the contention managers for each process must coordinate
to resolve conflicts. OneTM can also support this sharing, given a mechanism for ensuring at most
one large transaction at a time among processes with overlapping memory. TokenTM can also
support shared copy-on-write pages between processes but must either ensure that the page has no
active transactions or perform metastate fission in software to separate tokens acquired by different

processes.

3.5 Evaluation

This section shows that TokenTM performs comparably to previous HTM systems for pro-
grams with small transactions and can perform significantly better for programs with larger trans-

actions.

3.5.1 Workloads

We evaluate the performance of TokenTM using a selection of multi-threaded workloads from
two different benchmark suites—STAMP [79] and SPLASH [138]—running on unmodified So-
laris 9. Delaunay, Genome and Vacation were chosen from version 0.9.2 of STAMP, because they
spend most of their execution time in large transactions. Vacation is inspired by the SpecJBB2000
benchmark. We use the two workload scenarios presented by Cao Minh et al. [79]—Vacation-high
and Vacation-low. Vacation-low exhibits lower contention as it has mostly read-only tasks. These
workloads approximate multi-threaded workloads that a naive TM programmer would develop.
Barnes, Cholesky, Radiosity and Raytrace are scientific multi-threaded workloads that exhibit sig-
nificant critical-section synchronization. The originally-lock-based critical sections are replaced
with transactions. We modify Cholesky and Raytrace to reduce false sharing between transactions.
These workloads represent more carefully optimized multi-threaded workloads that spend less time
in transactions and mostly execute small transactions. In order to reduce simulation times, we do
not measure the entire parallel segment of the program for Cholesky and Radiosity. Instead, we

take representative sections of the program and measure performance in terms of well-defined units
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of work. Table 5 presents the input sets and the measurement intervals for the various workloads,
as well as the dynamic transaction characteristics. Read- and write-set sizes are specified in terms
of number of 64-byte cache blocks. No paging, context switching, or system calls occur within the

transactions for these workloads.

3.5.2 Implementation

We model a 32-core CMP system with in-order, single-issue SPARC cores each having 4-way
32 KB private writeback L1 I&D caches. All cores share an 8-way 8 MB L2 cache consisting of 32
banks interleaved by block address. A packet-switched interconnect connects the cores and cache
banks in a tiled topology consisting of 8 clusters, each made up of 4 cores. The interconnect uses
64-byte links and adaptive routing. Four on-chip memory controllers connect to standard DRAM
banks. On-chip cache coherence is maintained via an on-chip directory (at L2 cache banks) which
maintains a bit vector of sharers and implements an MESI protocol.

We model five alternative HTM systems. LogTM-SE,, ;3 and LogTM-SE,, ;75 are LogTM-SE
variants that use 2Kbit signatures with 2 or 4 parallel H3 hash functions and were shown to be the
best performing signature designs by Sanchez et. al. [112]. LogTM-SEp,, s uses unimplementable
perfect signatures. TokenTM and TokenTM v,z are the newly-proposed TokenTM system with
and without fast token release (Section 3.4.3). All variants use timestamp-based conflict resolution,
because it performs well on these workloads and facilitates fair comparisons.

We build all HTM variants with the Wisconsin GEMS [75] toolset. We modified the per-
formance models of GEMS, but left the Simics full-system infrastructure unchanged. Software
actions on TokenTMs logs are modeled with user-level traps that jump to a software handler which
walks through logs for unrolling data and/or releasing tokens. The cache effects of releasing to-
kens are modeled via loads and stores. Multiple pseudo-randomly perturbed simulations were run

to produce error bars indicating 95% confidence intervals on performance results.

3.5.3 Results

TokenTMs two performance goals target small and large transactions, respectively.
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Table 3.7 Workload Parame_tgrs

g gl 2| 2| 2| &

ABEIEIEIEE
Benchmark Input Unit of Work g 2 ;%D :>10 é éé
Barnes 512 bodies whole parallel phase 1 2553 | 6.1 42| 42| 39
Cholesky tk14.0 Factorization 1 60,203 2.4 1.7 6 4
Radiosity batch 1 task 1024 | 21,786 | 1.8 | 15| 25| 24
Raytrace teapot whole parallel phase 1| 477783 | 5.1 | 2.0 ]| 594 4
Delaunay gen2.2-m30 whole parallel phase 1 16,384 | 51.4 | 38.8 | 507 | 345
Genome g21024-332-n65536 | whole parallel phase 1] 100,115 | 145 | 2.1 | 768 | 18
Vacation-Low | low contention whole parallel phase 1 16,399 | 70.7 | 18.1 | 162 | 75
Vacation-High | high contention whole parallel phase 1| 16,399 | 99.1 | 18.6 | 331 | 80

Do no harm on small transactions (e.g. SPLASH): While TokenTM is designed to handle large
transactions efficiently, the overheads imposed must not significantly slow down the execution of
smaller transactions. Figure 3.5 shows the performance of the TokenTM system with respect to
the three LogTM-SE variants. The execution time is presented as speedup normalized to LogTM-
SEpc,r. We observe that TokenTM performs similar to all the LogTM-SE systems on the (small-
transaction) SPLASH workloads. This indicates that TokenTMs overheads are low enough to run
small transactions as efficiently as existing HTM systems.
Do some good on larger transactions (e.g. STAMP): As compared to the best implementable
LogTM-SE variant (LogTM-SE,, r3), TokenTM performs comparably for Genome and Vacation-
low/high, but 5.7 times better for Delaunay. Thus, TokenTM is most valuable if either the large
read/write sets of Delaunay transactions become common or designers prize robust performance
that is insensitive to signature design.

Nevertheless, TokenTM sometimes falls short (up to 8%) of the performance of the unim-
plementable LogTM-SEp,,f, in large part due to the overhead from token bookkeeping—writing

acquired tokens to the log and releasing them on transaction end—which is more significant in
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the STAMP workloads because the transactions are both larger and represent a larger fraction of
execution time.

Is fast token release effective? In order to estimate the effectiveness of fast release, Table 3.8
presents the fraction of all transactions that benefit from this mechanism (column 2). Except
for Delaunay and Vacation, over 90% of transactions commit using fast token release. This fol-
lows from the average read- and write-set information in Table 3.7 that shows that Delaunay and
Vacation have significantly larger transactions. Table 3.8 also summarizes the characteristics of
transactions that use fast release: average read- and write-set size (columns 3 and 4, respectively)
and average execution time (column 5). Most transactions that benefit from fast release are short
and access few blocks. However, Vacation has some larger transactions that retain all data in L1
caches until commit. In contrast, most transactions that release tokens in software have much
larger read- and write-set sizes (column 6 and 7, respectively) and much longer execution times
(column 8). The ‘Software Release’ column shows the time spent releasing tokens in software,
which increases the average transaction duration by 5%-10% for the workloads where software
release occurs frequently.Barnes, Cholesky and Radiosity have some small transactions that are
unable to commit with fast token release. These small transactions experience conflicting load and
store requests that move or copy transactional data from their local caches. Nonetheless, fast token
release does significantly improve the performance of Cholesky and especially Raytrace compared
to TokenTM y,rqs:- Using only software release increases the transactions’ duty cycles, leading
to many more conflicts and transaction aborts. The above two observations lead us to conclude
that, for our workloads, software token release incurs acceptable overheads for large transactions
but that fast release helps minimize the duty cycle, and hence conflicts and aborts, of highly-
contended small transactions. These results show that the utility of fast release depends upon the
workload, providing significant benefit for some and little or no benefit for others. Because no
real TM workloads exist yet, we suspect that early implementations of TokenTM may forgo the
complexity and potential performance benefits of fast release.

Is logging expensive? TokenTM logs the acquired tokens in software-visible logs. Like LogTM-

SE, TokenTM also logs old values on a first transactional store. Before writing a log record,
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Table 3.8 TokenTM Specific Overheads

Fast Release Transactions Software Release Transactions E’

Benchmark Xact Characteristics Xact Characteristics i
- - - - o}

® x| 2|z E] 2| 2z Elz &7~

Barnes 9441 44| 3.0 506 | 185 | 19.2 7,961 | 1,388 0.1
Cholesky 957 23| 1.7 147 2.3 1.9 431 414 | < 0.1
Radiosity 930 14| 14 202 3.8 29 5,451 493 | < 0.1
Raytrace 982 28| 2.0 241 | 125.1 2.0 8,272 | 2,303 0.1
Delaunay 7241 22| 1.1 | 4,523 | 1054 | 136.2 | 108,580 | 10,815 0.2
Genome 994 1 17.2 | 3.1 | 2,624 | 130.6 5.8 10,937 | 3,656 0.1
Vacation-low | 53.4 | 51.6 | 14.0 | 14,788 | 782 | 229 | 22,520 | 1,991 0.3
Vacation-High | 38.6 | 63.7 | 12.4 | 15458 | 109.2 | 214 | 22,530 | 2,488 0.4

TokenTM must obtain exclusive coherence permission to the appropriate cache block, which could
lead to processor stalls if the block is not locally cached. These stalls are the most significant
overhead of logging [82]. The final column in Table 3.8 presents the log stall cycles as a percentage
of total execution time. Thus, for all workloads, these stalls are insignificant and logging imposes
negligible overhead on transaction performance.

Is conflict resolution expensive? In the worst case, TokenTM must walk other transactions’
logs to resolve a conflict between a writer transaction and multiple reader transactions when the
hardware hint fails to identify all the readers. This happens in the three workloads with the largest
transactions—Delaunay, Vacation-high, and Vacation-low—and even then occurs in less than 0.1%
of all transactions. If this case arises more frequently in the future, the software contention manager

can use a variety of techniques, such as dynamically constructed indices, to reduce the overhead.
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Figure 3.5 TokenTM Performance

In summary, TokenTM performs comparably to LogTM-SE for workloads with small transac-
tions using fast token release, incurs low overhead while executing workloads with larger trans-
actions, and has only small performance degradations compared to the idealized LogTM-SEp.,

system.

3.6 Extensions
3.6.1 Nesting

TokenTM can handle open and closed nesting with extensions to its token acquisition and
version management logs. The key challenge is to track the read/write-sets and new/old values for
each nesting level separately. Similar to Nested LogTM [84] and LogTM-SE [141], TokenTM can
achieve this by modifying its ‘flat’ token and undo log into a ‘stack of frames’” wherein the tokens
and old values for each level are saved in a separate frame. We now describe one possible design.

On a transaction begin, TokenTM logically allocates a new frame. As the transaction executes,
it acquires tokens as necessary for reading and writing data and logs them in its frame. Recall that
a transaction needs at least one token to read and all 7" tokens to write. If the parent transaction has
already acquired sufficient tokens, TokenTM does not acquire any more tokens at the current level.
Saving old values is trickier. Base TokenTM overloads the (0, —) to (7, X) transition to detect the
first write to a block by thread X. It then saves the old value in the log. Subsequent writes do
not save values in the undo log. However, with nested transactions, TokenTM needs to log the old

value at each nesting level in order to support partial rollbacks. Hence, it can no longer use the
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transition to detect the need to log a write. Instead, TokenTM uses a no-false-negatives filter for
logging (like the log writes table used by LogTM-SE).

On a closed transaction commit, TokenTM hardware merges the frame (logically) by manip-
ulating frame pointers (similar to Nested LogTM). It also flash-ors the /W bits in the L1 cache
into the R//W’ bits. On an open transaction commit, TokenTM jumps to a software handler which
walks through the frame and releases the tokens at this level. It subsequently discards the frame.
Partial rollbacks invoke a software handler that pops frames off the log and restores the values and
releases the tokens up to the appropriate level.

Fast Release: To implement fast release, TokenTM uses multiple arrays of R and W bits (one
per level, similar to Nested LogTM) that are flash-cleared to release the tokens at a nesting level.
However, unlike Nested LogTM, even if we run out of arrays in hardware, we could execute
correctly by disabling fast release for the higher level transactions. There are some corner cases,
where fast-release needs to be disabled due to interactions between the read- and write-sets of

transactions at different nesting levels. However, these are too subtle for our current discussion.

3.6.2 Low Cost Implementations

Our proposed implementation of TokenTM uses 16 metabits in physical memory. Implemen-
tations that use a lower number of bits are also possible. Recall that TokenTM’s double-entry
bookkeeping records tokens in two locations: software logs and hardware metastate. While the
software logs contain the exact information about the tokens acquired by transactions, the hard-
ware metastate is a (possibly lossy) summary of the vector of token counts.

TokenTM’s 16-bit (SUM, T1D) representation is one of the many possible summaries that
span a range of overheads. At one extreme, metastate could be the entire vector of token counts.
At the other extreme, it could be a zero-bit null summary which would require hardware to trap to
software for every token access. Practical implementations would choose a middle-ground trading
off implementation cost with performance overhead. Subsequent work has indeed shown one such
implementation, LiteTM [58] that uses a 2-bit summary instead of the 16-bit summary used by

TokenTM.
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Chapter 4

StealthTest: Transactional Memory for Online Software Testing

Transactional Memory and its implementations have traditionally been proposed for simpli-
fying synchronization in parallel programs, specifically as a replacement for locks. This leads to
the potentially self-fulfilling small-transaction assumption (Section 3.1.1). In the previous chapter,
we mitigate this problem with TokenTM. Consequently, researchers can now use TM for tackling
other software engineering challenges, which might require large transactions.

We now demonstrate a hitherto unexplored use of TM to enable online software testing (Sec-
tion 2.2). We propose StealthTest, an interface that exposes TM transactions as a mechanism for
running tests on deployed software. If StealthTest-based frameworks run large/long-running tests,
it would lead to large/long-running transactions that should be efficiently executed by the underly-
ing TM system. The presence of TM systems like TokenTM makes this feasible and thus, permits
the application of TM to a new software engineering challenge.

In the rest of this chapter, we discuss the need for a new online testing mechanism (Section
4.1), define the StealthTest interface and discuss implementation issues with current TM systems
(Section 4.2), demonstrate the utility of StealthTest by building two frameworks—StealthIV for in
vivo testing (Section 4.3) and StealthDE for Delta Execution (Section 4.4), and finally present an

evaluation of these frameworks (Section 4.5).

4.1 Motivation

Software testing is a critical component of the software engineering process. Despite studies

showing that testing accounts for more than half the software development cost [50], software bugs
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persist. A NIST study [111] indicates that software bugs cost the U.S. economy an estimated $60
billion annually. The emergence of multicore architectures and the concomitant push toward con-
current multithreaded software compounds the complexity of the testing process by significantly
increasing a program’s possible execution paths. New techniques are needed to make software
testing tractable and effective for real-world software development.

One promising approach is on-line testing [05, 88, 96, ], where tests are run on deployed
software systems. By running tests across a wider range of scenarios, these approaches can test a
much larger and more diverse set of executions compared to traditional lab-based testing.

In order to be useful in a deployed setting, online testing needs to exhibit certain properties.
First, it should be functionally transparent, i.e., it should not affect the application’s execution
(e.g., program state and correctness). Even if a test leads to corrupted state (due to a bug in either
the application code or the test), the transparency property prevents the application from observ-
ing it and allows the test framework to recover to a pre-test state. Second, online testing should
have minimal performance impact. Customers of deployed software should not have to experi-
ence performance degradation for an activity that is traditionally done during development. Thus,
widespread adoption of online testing depends upon mechanisms that provide both functional and
performance transparency.

ForkIV (Section 2.2.1.1) and ForkDE (Section 2.2.2.1) take big strides toward online testing by
proposing solutions for bug detection and patch validation respectively. They both rely on forking
new processes to provide transparent test execution in a deployed environment. However, the use

of process forking for ensuring functional transparency leads to an important limitation.

4.1.1 Fork Overhead

Forking new processes to run tests is a high-overhead operation. Importantly, the overhead gets
even worse in multithreaded applications where all threads need to be stopped to take an atomic
snapshot of memory. Figure 4.1 shows the throughput of an apache web server as the request rate
varies. With no testing (ForkIV(0%)), response rate scales linearly up to 1400 requests/sec. With

full testing (ForkIV(100%), wherein every request runs an IV test), the response rate scales only
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Figure 4.1 Fork Performance Overhead

to 800 requests/sec. Other lines show how less frequent testing results in intermediate throughput
values. Clearly, the performance degradation of substantial testing is unacceptable in deployed
applications. In our view, software customers are not likely to tolerate significant performance
artifacts for activities traditionally done during development. Thus, wide-spread adoption of online
testing depends upon mechanisms that provide both functional and performance transparency.
Moreover, forking a process might not be safe at certain points in an application’s execution. In
some implementations, a fork operation can cause blocking system calls to return with an EINTR

error leading to unpredictable application behavior [98].

4.2 StealthTest

This section shows that Transactional Memory is an enabling mechanism for low-overhead
online testing. It then presents the StealthTest interface and discusses requirements on underlying

TM implementations.

4.2.1 New Mechanism for Online Testing

What does it take to execute tests transparently? We identify two requirements for a mecha-
nism. First, during test execution, the mechanism needs to isolate the changes made by the test
from the application. Second, if the test has made changes to application state, then the mecha-

nism needs to roll back these changes at the end of the test, so that the application does not see the
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modified state. We observe that Transactional Memory provides both these capabilities and hence
is a good candidate for further exploration.

In order to operate efficiently, TM systems execute a transaction concurrently with the rest of
the application code, dynamically isolating the data accessed by the transaction during its exe-
cution. In case of a conflict (i.e., the transaction cannot be serialized) during its execution, TM
systems can abort the transaction, roll back its changes and flexibly re-execute the transaction
at a later point. Thus, we make the observation that TM transactions could provide an efficient
transparent enclosure for executing online tests. An online test placed within a transaction will be
isolated from the application by the TM system and an explicit rollback at the end guarantees test
transparency.

No Fork Overhead. TM operations are light-weight compared to process forking. A TM system
does not need to halt all application threads to begin a transaction. Neither does it need to duplicate
address spaces via page-table manipulations and incur copy-on-write overheads. As our evaluation

(Section 4.5) shows, TM systems can provide low-overhead isolation and rollback.

4.2.2 Interface

StealthTest (Table 4.1) is an interface that TM systems should provide in order to support on-
line test frameworks. The first set of five functions enable test frameworks to enclose tests within
transactions and use out-of-band communication to analyze test executions. They are standard pro-
cedures that are either supported or can be supported by most TM systems. They can be used for en-
closing code in transactions (ST _begin_transactionand ST commit_transaction), for
explicit aborts (ST_abort_transaction) and for specifying non-transactional actions within
a transaction (ST_begin_escape and ST_end_escape).

The next three functions, which rely on TM’s version management [83] mechanisms, allow test
frameworks to analyze the modifications performed by various code/test sequences. ST_get _new
requests the underlying TM system to provide the set of memory modifications (e.g., set of <address,

value> pairs) done by a transaction thus far. ST _get_old returns the old (pre-transaction) values
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Table 4.1 StealthTest Interface

Function Description

ST begin_transaction () Begin a TM transaction
ST_commit_transaction () End a TM transaction
ST_abort_transaction (UINT status) Explicitly abort a TM transaction

ST begin_escape () Begin an escape action

ST_end_escape () End an escape action

ST_get_new (map<ADDR, UINT> & mod.map) Return modifications done by transaction
ST_get_old (map<ADDR,UINT> & old.map) Return old values for modified locations
ST_undo () Rollback modifications done by the transaction
ST _protect_set (vector<ADDR> addr_set) Protect addresses in addr_set

ST protect_clear (vector<ADDR> addr_set) Clear protection on addresses in addr_set
ST_register_conflict_callback (FN.PTR conflict_fn) | Register callback for conflict on protected location

corresponding to the locations modified by a transaction. ST_undo unrolls the modifications done
by a transaction without releasing transactional isolation on them.

The final three functions enable test frameworks to set up fine-grain memory protection using
TM conflict detection mechanisms [83]. ST_protect_set and ST_protect_clear request
that the TM system protect and unprotect, respectively, certain memory locations from future mem-
ory accesses. Any access to a protected location from outside a StealthTest transaction causes a
callback to a conflict handler (registered using ST_register_conflict_callback).

We have designed StealthTest to support online testing using the examples of In vivo testing and
Delta Execution patch testing. Nevertheless, we expect—but cannot prove—that StealthTest can
be applied or extended to support other online testing frameworks as they emerge. For instance,
Band-Aid patching [123] is a third test framework that could potentially be implemented using
StealthTest.
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4.2.3 StealthTest Requirements on TM Systems

In addition to requiring access to some internal TM state/mechanisms, StealthTest makes four
demands on an underlying TM implementation.
Strong Atomicity. To guarantee test transparency, non-transactional memory accesses (e.g., the
application code) should not be able to access data accessed by the test transaction. This property
is provided by strongly atomic TM systems [16], because they detect conflicts even on accesses
made by non-transactional threads. All current HTMs [63], some hybrid TM systems [80] and
some STMs [11, ] are strongly atomic. Weakly atomic systems are being scrutinized, however,
for other reasons (e.g., privatization [121]).
Flexible Conflict Resolution. Test transactions should not indefinitely slow the execution of ap-
plication threads. Thus, TM conflict resolution policies should favor the application over tests.
Fortunately, many TM systems permit flexible conflict resolution policies [115] and hence can
install a policy where the test threads get the lowest priority during conflict resolution.
Communication From Within Transactions. Test transactions must be able to communicate
failure (and success) to the external world prior to aborting and discarding their state changes.
Thus, TM systems should support an out-of-band mechanism for making state changes that are
not isolated/rolled back. While some existing systems already have such mechanisms (e.g., escape
actions [84], external actions [49], tm_pure [56]), other systems can easily incorporate them.
Competitive Performance. To achieve competitive performance, TM implementations must have
low overhead, especially for non-transactional code while preserving strong atomicity. This re-

quirement is met by most current HTM and HybridTM systems, but not (yet) by STMs.

4.2.4 Additional Properties

Beyond the requirements discussed above, StealthTest benefits from additional TM properties
discussed below.
Hardware Support for StealthTest. Implementations of StealthTest benefit from hardware sup-
port for at least two reasons. First, hardware support in the form of bounded HTM systems

could enable efficient strongly atomic TM systems. Second, fine-grained protection calls (e.g.,
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ST begin transaction();
try {
test():
ST bogin escapel():
fprintf(leg,"...",success);
ST _end_escapel):

test () ; e - o
} catch/except () {
ST begin escapel);
fprintf{log,"...",fail);
ST end escapel):
ST abort transaction(NO_RETRY) ;

Figure 4.2 StealthIV Test Transformation

ST protect_x) could benefit significantly from hardware support if the amount of protected
data is large and distributed over multiple pages.
Interaction of Locks and StealthTest Transactions. Application code (including test transac-
tions) might acquire and release conventional locks. Using a TM-agnostic lock library could lead
to deadlocks and livelocks [ 135]. Correct operation requires either dynamically inserted TM-aware
wrappers around lock operations or a TM-aware lock library.
System Calls within StealthTest Transactions. Support for system calls within transactions [ 12,

] is an area of active research. Empirical evidence suggests that many system calls can be
supported from within transactions. Nevertheless, some system calls cannot be executed from
within a transaction making them ineligible for use within StealthTest tests.

The TM-based mechanisms used by StealthTest are complementary to fork-based mechanisms

examined in prior work. Hence, in the (rare) case that StealthTest does not support an online test,

we envision falling back to inefficient, but more robust, fork-based mechanisms.

4.3 StealthIV: A StealthTest-based Framework for /n vivo Testing

StealthlV is a new in vivo test framework that leverages StealthTest. It uses compiler and
library support to act as a transformation layer operating in between the application developer and

the underlying TM system by enclosing tests within TM transactions.
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Buggy Code (In java.lang.StringBuffer):

public synchronized

StringBuffer append(StringBuffer sb) {
int len = sb.length();
.../ /other threads may change sb.length()
sb.getChars (0, len, value, count);

Other threads might modify sb.length () between
execution of two statements. Could lead to an exception
when sb.getChars () sees incorrect length (1en).

Figure 4.3 Why Atomic tests are insufficient?

4.3.1 An Operational View

StealthlV performs two main tasks—transforming tests into transactions and providing infras-
tructure for launching and executing IV tests.
Test Transformation. Developers write a set of IV tests for various modules within the program.
During compilation, StealthIV wraps the tests with transactions provided by the underlying TM
system (as shown in Figure 4.2). The test result is then written to a separate log using out-of-band
TM mechanisms, to ensure that the test result is not lost when the transaction aborts. Finally, the
test transaction is explicitly aborted.
Launching and Executing Tests. StealthIV also provides the bookkeeping infrastructure for tests.
At application initialization, it creates a separate pool of threads for running IV tests. StealthIV
launches tests at programmer-specified instrumentation points or at randomly picked locations in
the execution. On reaching a test launch point, StealthIV picks a random test and dispatches it to

one of the test threads.

4.3.2 Detecting Atomicity Violation Bugs

As defined, both ForkIV and StealthIV execute tests atomically. While clean, this behavior
prevents IV tests from exercising and discovering atomicity-violation bugs (e.g., the bug in Figure
4.3, as reported by Flanagan et al. [41]) that manifest only when the test thread interacts with one

or more remote threads [70]. In order to handle atomicity-violation tests, we need to relax the
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isolation characteristics of IV tests to allow remote threads to modify data that has been read by a
test.

Degree-2 Transactions. We propose optionally enhancing underlying TM systems with Degree-2
transactions. These are code sequences for which the TM system isolates write operations but not
read operations in a manner inspired by Degree-2 consistency in databases [45]. StealthIV then
wraps each atomicity-violation test in a Degree-2 transaction. When such a test runs, it can detect
an atomicity violation if it reads a datum twice: before and after an application thread writes the
datum. Since Degree-2 transactions still isolate their own writes, atomicity violations caused by a
non-atomic test do not corrupt application state.

We see three ways to support Degree-2 transactions. First, StealthIV could enclose every read
of a Degree-2 transaction in a non-transactional ‘escape’ action. While inelegant, this solution
works without modifying existing TM systems. Second, StealthIV could leverage early release
[51], a technique to remove isolation for a memory location accessed within a transaction. Finally,
a TM system could directly support Degree-2 transactions by exposing a mechanism to disable

read isolation.

4.4 StealthDE: A StealthTest-based Framework for Delta Execution

StealthDE combines dynamic instrumentation with StealthTest to form a new Delta Execution

framework.

4.4.1 An Operational View

Figure 4.4 gives a high-level view of StealthDE operation. The two key operations in Delta
Execution are tracking delta state (i.e., different program state between original and patched exe-
cutions) and setting up split execution.

Identifying Access to Delta State. Similar to ForkDE, StealthDE identifies delta code by dynam-
ically instrumenting the merged execution to detect access to patched code. It then replaces the
code location with the DE code sequence shown in Figure 4.5, where patched_execution

runs the patched code while original_execution runs the original code. StealthDE monitors
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Figure 4.4 StealthDE: StealthTest-Based Delta Execution

delta data created during split execution using ST_protect _x calls. As aresult, it receives a con-
flict callback from the TM system when delta data is accessed. It can then dynamically insert the
DE code sequence in Figure 4.5. Note that in this case, the two executions might execute identical
code images. Similar to ForkDE, we heuristically attempt to merge executions at every function
return when the nesting level is less than the level at the start of split execution.

Split Execution. Unlike ForkDE, StealthDE runs the two executions (original and patched) se-
quentially using TM transactions to monitor and unroll the changes made by the patched execu-
tion. As we show in Section 4.5, sequentially running split execution is acceptable since the time
spent on forking and merging processes greatly exceeds the time spent in split execution. Patched
execution begins by copying the delta data corresponding to its execution into program memory.
At the end of patched execution, StealthDE notes all the changes done before rolling them back.
It then executes the original code. At the end of original execution, the changes made by the two
executions are compared to generate and save the new delta data (generate_delta_data).

These locations are then isolated for detecting future accesses. Finally, StealthDE completes split
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begin_split_executionl); void
ST begin transaction(); begin_split_execution() {
copy_delta_data(Adata) ; //0me split exscution at a time

patched execution(); get_lock(split_exec mutex) ;

ST begin escapel);

ST get_newl(&patch_mod) ; void
ST undo(); end_split_execution(){
ST end escapel); //Remove isoclation on addresses
original_ execution(); //that are no longser Adata
oldA = get_diff(Adata, newAdata) ;
ST begin escapel); ST protect_clear({oldA);
ST get_newl(&orig_mod) ; Adata = newAdata; //set delta data

ST get_oldl(&old_wvalues); release lock(split_exec _mutex);
generate _delta_datalpatch_mod, )
orig mod, old_walues, &newAdata) ;
ST protect_set(newAdata.keys());
ST end escape():

ST commit_transactionl():
end_split_execution();

Figure 4.5 Delta Execution using StealthTest

execution by commiting the transaction and moves on to merged execution. For simplicity, we
currently support only one atomic split execution at a time. If this becomes a bottleneck, we could

enhance StealthDE to support simultaneous split executions.

4.4.2 Advantages over ForkDE

In addition to potential performance benefits due to the use of transactions in place of process
forking, StealthDE offers other advantages compared to ForkDE.
Multi-threading. With standard process forking, only the thread initiating fork is replicated on a
child process. If non-duplicated threads are allowed to continue execution on the parent process,
ForkDE would spuriously identify all the changes performed by them as delta data leading to
unnecessary split/merges and validation failures. ForkDE addresses this issue by simply stopping
all the other threads during split execution. StealthDE, by virtue of its atomic split execution, can
provide merged execution for the rest of threads while providing split execution for the thread
accessing delta state. Thus, threads do not have to be explicitly stopped. Threads that conflict with

split execution can either be stalled or be allowed to proceed after aborting the split execution.
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System State. Process forking cannot duplicate all program state associated with an application
(e.g., PID). Since StealthDE does not create a new process, system state is identical during split
and merged executions.

DeltaData Granularity. ForkDE tracks delta data at page-granularity, whereas StealthDE can
track it at a much finer (e.g., word or cache-block) granularity. Thus, StealthDE reduces unneces-

sary split/merges caused by “false conflict” accesses to non-delta data.

4.5 Evaluation

To evaluate StealthTest, we modify existing TM systems to support the StealthTest interface
and then build StealthIV and StealthDE on top of them. We first describe the workloads and TM
systems and then evaluate StealthIV and StealthDE. We show that both can effectively support

online testing with low overhead.

4.5.1 Workloads

StealthIV Workloads. In order to evaluate the effectiveness of StealthIV on real bugs, we choose
BugBench [67], a set of real applications that each have at least one documented bug. We obtained
10 programs in a pre-release package from the authors. Table 4.2 gives some important charac-
teristics of these programs (as reported by the original authors). Note that some of the programs
contain atomicity bugs that require the use of Non-Atomic tests (Section 4.3.2) for detection.

To study the bug detection capabilities of the in vivo testing approach, we choose a set of ap-
plications from the Siemens test suite [55] gathered at the Galileo Software-artifact Infrastructure
Repository (SIR) [38]. This test suite consists of a set of open-source C programs that were orig-
inally collected together for a study on test coverage. Along with correct program code, the suite
also contains buggy versions of the programs that were obtained by seeding the original ‘clean’ C
programs with bugs. We select Siemens test suite for two reasons. First, it is a widely used bench-
mark suite in the software testing community. The programs, their bugs and testing strategies are

well understood. Second, the programs are small enough (but not too small, see Table 4.3) to gain



Table 4.2 BugBench Applications

Name Description Size (LOC) | Bug Type ErrorDetect
NCOM | file compress 1.9K | StackSmash Yes
POLY file “unixier” 0.7K | StackSmash & Yes
BufferOverflow

GZIP file compress 8.2K | BufferOverflow Yes
MAN documentation 4.7K | BufferOverflow Yes
BC calculator 17.0K | BufferOverflow Yes
HTPDI1 | web server 224K | Atomicity Yes
SQUD | proxy cache 93.5K | BufferOverflow Possible
CVS version control 114.5K | DoubleFree Possible
MSQL2 | DBMS 514K | Atomicity Possible
MSQL3 | DBMS 1028K | Atomicity Possible
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a functional understanding of the code. This is important for us to develop an effective collection

of in vivo tests for an application.

The above two benchmark suites specify bug-triggering inputs but not standard inputs which

prevents us from comparing performance against ForkIV. Toward this goal, we use a set of four
multithreaded workloads from the STAMP application suite [79] that come with standardized in-
puts and unit tests that could be run as IV tests.
StealthDE Workloads. In order to evaluate StealthDE, we use the same set of applications and
real software patches used in the original ForkDE study (Table 4.4). The inputs to the program are
chosen to exercise code paths that had been patched while still being realistic. Server loads are
tuned towards maximum throughput.

We use a microbenchmark to study StealthDE on a HTM system. The single-threaded program
has a buggy function with an associated patch. The patch accesses a sub-set of locations accessed

by original function in addition to some new locations. It also makes different modifications to the

data locations accessed in common.
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4.5.2 TM Systems

As noted in Section 4.2.3, TM systems that support StealthTest need to satisfy four requirements—
strong atomicity, flexible conflict resolution, out-of-band communication mechanisms, and com-
petitive performance. Currently only hardware TM systems promise to provide all the above prop-

erties.

4.5.2.1 Hardware TM Systems

LogTM-SE HTM [141] LogTM-SE is a strongly atomic HTM system with flexible conflict res-
olution. Since it requires hardware support that does not exist on any current machine, we use
the LogTM-SE hardware simulator from the Wisconsin GEMS [75] toolset which itself builds on
the Simics full-system simulator. We simulate a single chip dual-core SPARC-based CMP system
with a private L1 and shared L2 cache. We implement StealthTest by using existing LogTM-SE
mechanisms for specifying transactions (e.g., hardware instructions for begin, commit and abort
transaction), escape actions for out-of-band communication and by modifying LogTM-SE to sup-
port non-standard functions in StealthTest (e.g., ST_get _new). We then build StealthlV_H and
StealthDE_H on top of the HTM system.

Typical HTM simulators are orders of magnitude slower than native execution, limiting their
applicability to evaluating small programs. Hence, we do not perform extensive studies on the two
hardware StealthTest frameworks. We test the correctness of StealthlV_H using Siemens bench-
marks and StealthDE_H using the patch validation microbenchmark. We do not discuss them in

the rest of the evaluation.

4.5.2.2 Software TM Systems

To evaluate StealthTest for large real applications, we choose two software TM systems (for
StealthIV) and a TM emulator (for StealthDE). While these systems either do not support strong
atomicity or could incur high performance overheads; they do allow an evaluation of StealthTest

using realistic applications.
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StealthIV Implementations

StealthlV requires only a subset of the StealthTest interface that is supported by most TM
systems. We choose two different STMs for building it.
TL2 STM [37]. TL2 is a library-based TM system that provides a TM with lazy version manage-
ment and commit-time conflict detection. We use the x86 port of TL2 provided with the STAMP
application suite and use the existing interface to build StealthlV_TL2. Since library-based systems
require manual insertion of TM hooks for every transactional access, we use it only for STAMP
applications that come with the hooks in place.
Intel STM [56]. The Intel STM system is a language-based TM system consisting of a C++
compiler (Prototype Edition 2.0) and an associated set of libraries providing TM functionality. We
build StealthlV_ICC using the TM system’s language extensions: _tm_atomic for specifying
StealthTest transactions and tm_pure procedures for out-of-band communication. The Intel STM
system provides stable language-level support for working with the larger BugBench applications.

The STMs are installed on a quad-core workstation running RedHat Enterprise Linux 5. Note
that these systems, as well as all publicly available STM systems, are weakly atomic. As dis-
cussed in Section 4.2.3, certain tests run with these systems might violate transparency making our

implementation less robust. However, we do not observe such violations in our evaluation.

StealthDE Implementation

In order to implement and evaluate StealthDE, we require open access to the TM system and
language support. Since neither of the above TM systems provide both these features, we look
elsewhere.

Pin-based TM Emulation [71]. Pin is a dynamic instrumentation tool that allows flexible insertion
of callback functions into an executing binary image. In order to study StealthDE, we extend a
Pin-based strongly atomic TM emulator [99] to support all the features required by StealthTest and
then build StealthDE_S on top of it. Programmers provide StealthDE_S with a patch description
file that identifies regions in the execution binary where patched code differs from original code.

StealthDE_S dynamically intercepts execution when it reaches one of these delta code regions. It
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Figure 4.6 STAMP Performance Comparison

then automatically injects the code shown in Figure 4.5 into the dynamic instruction stream to
initiate delta execution. All memory accesses are similarly intercepted to check for transactional
conflicts. Like ForkDE, our implementation supports elimination of dead stack values from delta
data. However, it does not yet support the ‘shadow memory’ technique used by ForkDE to avoid
turning internal memory allocation structures into delta data. It also has limited TM system call

support. StealthDE_S runs on a 2-way SMP with 2.4 GHz Pentium 4 CPUs and 2.5 GB of memory.

4.5.3 StealthlV Results

Does StealthTest facilitate effective I'V testing? We develop IV tests for detecting the known
bugs in BugBench programs and run them using StealthIV_ICC.

We find that IV tests run using StealthTest are able to capture the errors caused due to 6 out of
the 10 bugs in the BugBench suite (right-most column in Table 4.4). With regards to the rest of
the bugs (in SQUD, CVS, MSQL2 and MSQL23), it is possible to develop IV tests for exercising
them. However, the code surrounding the bugs in these programs makes library and system calls.
The Intel STM system does not yet support rollback and isolation of these operations. Hence, we
are unable to run tests (as noted in Section 4.2.4) targeting the region surrounding the bug. As
future TM systems add support for isolating and rolling back system call activity, we believe it
will become possible to detect the bugs in these four programs. Note that ForkIV would also not

support these tests since it too does not currently isolate and unroll library/system calls.
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Does StealthTest provide low overhead IV tests? We evaluate the STAMP applications on the
standard set of non-simulator inputs (using 4 threads). We run the provided unit tests as IV tests
at varying TPM (tests per minute) using both ForkIV and StealthIV_TL2. We also evaluate the
performance overhead of testing on the bugbench applications using StealthIV_ICC.

STAMP. Figure 4.6 shows the execution time for the various runs normalized to runs where no
IV tests were run (None). Running tests at the rate of 10° TPM, ForkIV could incur up to 3.3X
degradation in performance (ForkIV-10"3 for Vacation). As expected, the performance overhead
of ForkIV decreases as we decrease the frequency of IV tests. In contrast, the performance over-
head of StealthIV_TL2 is statistically insignificant in all cases irrespective of frequency of test
execution. Thus, we can conclude that StealthIV can execute orders of magnitude more IV tests
when compared to ForkIV.

BugBench. Figure 4.7 and Figure 4.8 show the performance overhead imposed by the operation
of StealthIV on various BugBench applications. Figure 4.7 shows the throughput and response
time of HTPD1, a HTTP web server, at various server loads. We use httperf [53] running on a
remote machine to drive the server and collect performance statistics. We report both the response
throughput (zput measured in requests/sec) and response latency (resp measured in ms) for the
server running with (fput_ST and resp_ST) and without (tput_BASE and resp_BASE) StealthIV. We
find that StealthIV imposes negligible overhead (overlapping points in the graph) on the execution
of the server at all loads. In contrast, the authors of ForkIV report a 4.3 ms overhead of fork ()
on a Java-based web server while using ForkIV, which can lead to a maximum of 114% increase
in page request service time if tests execute on each page request. Furthermore, the high latency
of process forking means that ForkIV unit tests cannot be run more frequently than once every 4.3
ms. Figure 4.8 presents the performance of StealthIV system normalized to the BASE system (i.e.,
not running StealthIV) for the rest of the applications. Except for GZIP (< 3%), the degradation in
performance is insignificant in all other cases. Importantly, as with other testing systems [26, 65],
StealthIV’s performance overhead can be made arbitrarily small through sampling (e.g., running

tests at 10% of opportunities reduces overhead by a factor of 10).
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Figure 4.8 BugBench Performance Comparison

Is IV testing effective? While the results presented so far attest to the effectiveness of StealthIV
as a framework for IV testing, they do not reflect the effectiveness of the testing approach itself.
In order to address the effectiveness of IV testing, we need to simulate the software engineering
process in its presence (e.g., develop IV tests without a priori knowledge of a bug). Since this work
focuses only on mechanisms for testing, a detailed study of IV testing is beyond the scope of this
work. Nevertheless, we attempt a preliminary study in this direction.

After examining the 7 programs in Siemens, we pick 3 programs (schedule, schedule2 and
tcas) that are modular and hence easy to write localized IV tests. We then develop a set of tests
(without a priori knowledge of the bugs) that check the local invariants related to the execution of
the different procedures within the program. Once all the IV tests (phase 1 tests) are developed, we
compile the application and execute it using StealthIV_ICC with a variety of input cases (provided
along with test suite). Each application run picks a random set of IV tests for execution and logs

the results of the test at the end. We check the logs for reports on failed tests. If we do find failed
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Table 4.3 Siemens Test Suite

Size | Total Number of | Detected by StealthIV

Application | Description
(LOC) | Buggy Versions | Total | Phasel | Phase2

schedule Process scheduling 412 9 7 4 3
schedule2 | Process scheduling 374 10 8 6 2
tcas Aircraft collision avoidance | 173 41 33 28 5

tests, we look back at the source code to track down the bug causing the failure using the failed
test as a beacon. If we do not find any failed tests, we check to see if the failure to detect the bug
was due to a missing IV test that is then developed (phase 2 tests) or if the bug is fundamentally
undetectable by IV tests.

We find that given a set of IV tests, we can detect the bugs in Siemens programs. The number
and kind of bugs found in each program varies. Table 4.3 presents a summary of the results. The
fourth column in the table specifies the total number of buggy versions for each program. The
next column (7otal) provides the number of versions with bugs detected by in vivo tests, of which
Phasel were detected with the initial set of phase 1 tests and Phase2 were detected with phase
2 tests developed after inspecting the bug. We shall look at results for one application in greater
detail. tcas is a small module taken from of a larger aircraft collision avoidance system. It has
41 buggy versions of the program each containing one or more bugs. Using IV tests operating on
StealthIV_ICC, we were able to observe test failures on 33 versions of the program, of which 28
were detected with phase 1 tests. We were also able to correlate these failures back to the bug
in the program. Of the remaining 13 versions, 5 were detected with phase 2 tests 3 had bugs in
procedures that were considered too simple for testing and 2 had bugs in invariants not anticipated
by the initial set of tests. Finally, 8 versions had semantic bugs that can only be detected as incorrect

application output. So we could not write IV tests for identifying them.
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4.5.4 StealthDE Results

Does StealthDE facilitate effective Delta Execution? We run the patch validation workloads on
StealthDE_S with the same set of applications used by the original authors of ForkDE.

StealthDE_S runs DE correctly and validates patch executions for 6 of the 10 programs. Of the

remaining, ATPhttpd has calls to read and write from network sockets within patched code that
cannot be isolated and rolled back by our TM system. Similarly, MySQLS5.0, OpenSSL and Squid
have memory allocation functions within patched code that are not yet supported. While transac-
tional support for network socket calls in ATPhttpd is tougher to implement, we believe that TM
memory allocation support can be implemented [54]. StealthDE_H runs the patch microbench-
mark correctly executing delta code and delta data splits. We manually validate the execution of
the patch.
Does StealthDE provide low-overhead Delta Execution? Since StealthDE_S uses emulation,
we cannot make direct comparisons with the ForkDE implementation obtained from the original
authors. Nevertheless, we present some key measurements (Table 4.4) that enable a first-order
estimation of the overheads compared to ForkDE’s overheads.

We first compare the split execution behaviors of ForkDE and StealthDE_S by measuring the
number of split executions (Num Splits) and the average amount of delta data (AData) at end
of split execution. We find the behavior to be similar but not exactly identical. The difference
primarily arises since the two implementations patch code and track data at different granularities.

Next, we look at first-order differences in performance between the two systems. First, ForkDE
incurs a substantial fork overhead that StealthDE_S avoids. We measure and report the fraction of
total execution time spent in forking and merging test processes (Fork Overhead). Clearly, fork
overhead could be extremely high (up to 65%). Second, unlike ForkDE, StealthDE_S executes
patched and original code sequentially. We find that the fraction of total execution time spent in
patched code is fairly small (except in tar where the 7% spent in patched execution is still much
less than the 41% fork overhead). Thus, since StealthDE_S exhibits similar split execution behavior
as ForkDE, we expect it to incur much lower overhead compared to ForkDE (except for MySQL

where the overheads are similar).
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Table 4.4 Patch Validation Workloads and Results

ForkDE StealthDE_S
Program Description —_—T =
SIS
213 | § 2
. |21 £ E | 4|
s I — -
= [ &2 = = 2
o s/0| 2 | & | 8
E 8%l 8 |5 &
z A€ | & |z | 4
Crafty Chess App 5 0 |0.1|<0.1 0 0
Raytrace Raytracer 4 1 102] 05 1 0
Tar Archive Util | 184 | 0 | 41 | 7.3 184 0
Apachel Web Server | 25 | 0 |2.8] 0.1 25 0
Apache?2 Web Server | 110 | 1 | 12 | 0.1 100 0
DNSCache | DNS Cache | 4622 | 0 | 65 | 0.1 [4409| O
ATPhttpd | Web Server | 600 | O | 65 | 0.8
MySQLS.0 | DB Server 30 |21 (47| 5.0
OpenSSL | Security Lib | 100 | 0 | 12 | <0.1
Squid Web Cache I5 | 0[29] 02

4.5.5 Discussion

Our results indicate that software StealthTest-based frameworks could incur much lower rela-
tive overhead than their fork-based counterparts. However, these results do not reflect either the
absolute performance overhead incurred by STMs or the additional overhead imposed by strong
atomicity. Both these issues are areas of active research with recent results indicating that strong
atomicity overheads could be as small as 10% [117].

StealthTest provides an additional incentive to build efficient TM systems, including hardware

support to provide strong atomicity with little overhead.
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Chapter 5

Supervised Memory

TokenTM (Chapter 3) adds a few ‘out-of-band’ bits per data block in the memory system in or-
der to carry token metastate. These hardware metabits can be used more flexibly in other software
systems too, since they enable programs to efficiently maintain metadata and use it to supervise
(control and monitor) data operations. We refer to this broad class of systems as supervised sys-
tems.

While there has been sustained interest in supervised systems over the past decades, existing
work is still incomplete and leaves many unanswered questions. The final contribution of this
thesis deals with enabling correct and efficient supervised systems.

We define Supervised Memory, a memory model that forms the substrate for many efficient
supervised systems (including but not limited to TokenTM). We present a formal specification
that redresses many correctness concerns that arise with current informal specifications. We also
address low-level implementation issues by examining an implementation based on an industrial
multi-core design, OpenSPARC T2.

In this chapter, we start with a discussion on drawbacks with existing supervised systems pro-
posals (Section 5.1) and then present concrete examples (Section 5.2). We then define Supervised
Memory (Section 5.3) and discuss relaxed consistency models for it (Section 5.4). In Section
5.5, we explore an efficient supervised memory implementation based on OpenSPARC T2. We
then present an evaluation of the design (Section 5.6). Finally, we conclude by discussing some

extensions to Supervised Memory (Section 5.7).
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5.1 Drawbacks with current Supervised Systems

Memory supervision forms the basis of many proposals like unbounded transactional memory
[11, 15, 17], log-based architectures [24, 25], deterministic shared memory [36], memory typestate
trackers [103, , , ], dynamic information-flow tracking [ 127], hardware-assisted garbage
collectors [30] and interleaving-constrained multiprocessing [ 142].

Current supervised system proposals demonstrate exciting opportunities, but suffer from three

drawbacks that make it harder to incorporate them into industrial systems.

e SC-centricity. Existing proposals for supervised systems either ignore memory consistency
issues [15, 17, 91, , ] or deal with it informally [36, , ]. Such proposals typi-
cally assume (either explicitly or implicitly) a Sequentially Consistent (SC) memory model.
However, most deployed systems implement weaker consistency models like TSO [48] or
x86 [57]. Given the current trend toward simpler processor cores, the relative performance
overhead of SC is likely to increase. Hence, future systems are likely to continue implement-
ing relaxed memory models that enable higher performance. It is not obvious whether the
current proposals will work correctly on these relaxed memory systems. Hence, a supervised

system proposal that only works with SC hardware is much less attractive.

e Ad hoc Hardware. Most proposals (with a few notable exceptions like Memtracker [133])
advocate hardware customized to a specific supervisory task (e.g., [17, ]). Architects are
loathe to lock metadata semantics into silicon. While a specific supervised system could be
compelling at a point in time, it is not guaranteed to be useful over a long period of time.

Hence, hardware designers prefer general primitives that are useful for a range of software.

e No Formalism. The few proposals that address supervised systems on relaxed memory
systems do so informally. It is well-known from existing memory models research that
such specifications often lead to ambiguous interpretations and incorrect implementations.
Hence, both software programmers and hardware designers need a formal specification of

supervised systems.



75

_ e ] pc [ ]
7
rl rl
o
T |r2 r2
3 r3

Store Buffer

Data Metabits

Memory
w

Figure 5.1 TSO-lite

As the final contribution of this thesis, we build a firm foundation for future supervised

systems by addressing the above three drawbacks.

5.2 Supervised Systems on Non-SC systems

This section highlights three problems with existing supervised systems using two case studies
in conjunction with a TSO system. At the end of the section, we show how other proposals could

suffer from these same problems.

5.2.1 TSO-lite, a simple TSO system

In order to present issues with weaker consistency models, we introduce 7SO-lite, a simplified
TSO-compliant system that abstracts away most implementation details except the presence of
private store buffers '. Even in this simplified system, interesting issues arise in the context of su-
pervised systems. We choose TSO since it is implemented by SPARC architectures and represents

a valid implementation of the x86 memory model.

IThe use of ’store buffers’ is ambiguous in literature. We use store buffers to refer to the entity that holds stores
that are retired by the processor and awaiting access to memory (also known as senior stores). Other uses refer to the
structure used by the processor to place stores as they await address translation, data value generation etc. Note that,
while logically distinct, they could be implemented within a single physical structure.
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Figure 5.2 DMP-ShTab on TSO-lite

The TSO-lite system consists of a set of processors, a per-processor store buffer and shared
memory (Figure 5.1). It is a TSO-consistent system that executes and retires instructions in pro-
gram order. TSO-lite places stores in a store buffer on retirement. It subsequently issues them
to the memory system in the same order. Loads get their value from the latest entry in the store
buffer, if present. Otherwise they get the value from memory. In addition to regular data, mem-
ory also carries metabits. In order to ensure atomicity, TSO-lite reads and updates metabits along
with the data. Thus, stores do not read metabits until they reach the head of the store buffer.
While implementations would find it natural to do so, this artifact leads to many correctness and

efficiency issues.

5.2.2 Case Study 1 (Correctness): Deterministic Shared Memory Multipro-
cessing

Devietti et al. [36] propose a fully deterministic shared memory multiprocessing (DMP) system
which ensures that given an input, a multi-threaded execution always produces the same result.
DMP achieves this by dividing the execution into pre-determined chunks of instructions, known as
quanta, that communicate only at the end in a deterministic order. Efficient implementations like

DMP-ShTab use metabits to track data accesses and determine the first point of communication
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for each quantum. Quanta execute in parallel as long as they do not communicate and serialize
thereafter. Figure 5.2 (a) shows an example of a two-processor DMP-ShTab execution. While
processor P1 executes quantum Q1, P2 executes quantum Q2. In the proposed system, they execute
in parallel until they reach the memory accesses to shared locations B and A respectively. DMP-
ShTab blocks the processors and serializes their execution such that Q1 logically preceeds Q2.

While the DMP proposal deals primarily with SC systems, we are interested in relaxed memory
systemslike TSO-lite. The DMP paper provides some guidance: “depending upon the consistency
model of the underlying hardware, threads must perform a memory fence at the edge of a quantum”
[36]. Unfortunately, this statement is ambiguous and can be interpreted in many ways, both correct
and incorrect. A correct interpretation is to insert a fence at the first point of communication
for each quanta 2, which effectively eliminates the benefits of store buffers in the parallel phase.
Another valid interpretation is that it suffices to insert a dynamic fence at the end of every quantum,
which can lead to non-deterministic executions. We discuss both interpretations using an example.

Figure 5.2 (b) shows the same DMP execution running on the TSO-lite system. As earlier, P1
blocks when it reaches the first shared access (load to B). Meanwhile, P2 executes quantum Q2 and
reaches its first shared access (store to A) and places it in the store buffer. Under the first correct
interpretation, P2 must insert a fence, to ensure that no instructions from the parallel phase execute
during the sequential phase. However, because any store may result in communication, this means
that all stores during the parallel phase must be followed by a fence, essentially eliminating any
benefit of the store buffer in the parallel phase (the store buffer may be used as normal during the
sequential phase).

Under the second incorrect interpretation, P2 places the store in the store buffer and continues
execution. P2 detects the need to block only when this store reaches the head of the store buffer
and reads the metabits. Meanwhile, P2 could execute the subsequent load to B or not, leading to
two possibilities. If P2 executes the load, it reads the value “7° from memory. If it does not, then

it blocks and continues only after Q1 completes. In this case, P2’s read to B returns ‘1’ (the value

2Suggested by DMP authors in a private communication
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written by P1’s store to B). Consequently, the two executions could diverge and the system is no
longer deterministic.

Issue I1 (Reordered metabit-reads). The incorrect behavior of the second interpretation arises
because the store buffer reorders metabit reads of P2’s store and subsequent load. The first inter-
pretation, suggested by the authors of DMP, prevents these reordered metabit-reads by executing a
fence on the first non-private operation. However, in order to detect whether an operation is private
or not, the processor has to read a location’s metabits, essentially eliminating the benefit of store

buffers during the parallel phase.

5.2.3 Case Study 2 (Performance): Empty/full-Bits

Empty/full-bits [ 1 25] enable lightweight synchronization among different threads of execution.
They represent one of the three states—~None, Empty and Full and are used as follows: loads (con-
sumers) to a Full location complete and change the state to Empty. Similarly, stores (producers) to
an Empty location complete and change the state to Full. However, if a load encounters an Empty
state or a store encounters a Full state, hardware does not allow the memory operation to complete.
It retries the operation for a fixed number of times before trapping to user-level software for higher
level actions [5]. Finally, loads and stores to blocks with the state None proceed as normal.

Figure 5.3 illustrates the execution sequence of an empty/full-bits based program on the TSO-
lite system with one processor. As the processor executes memory operations, the state changes
from the previous step are shown in dashed circles. The store buffer introduces two performance
issues.

Issue 12 (Load Bypass). When the processor executes the load to C, it detects the entry in the store
buffer created by ST C. In a conventional system, the load could bypass the data value from the
store buffer. However, with empty/full-bits bypassing is not possible since the correct empty/full
state has not been fetched from memory. Hence, the load has to stall until its matching store in the
store buffer completes. In summary, store buffer bypassing is no longer feasible.

Issue I3 (Late Exception). When the store buffer finally issues the store to A, it finds the metabits

set to Full. After retrying a couple of times, it must trap to software. However, a precise exception
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Figure 5.3 Empty/full-bits on TSO-lite

is no longer feasible since the processor has retired instructions beyond the store. While a precise
exception is not mandatory, the processor must at least provide a restartable exception so that
software can return to normal operation after handling the exception.

One solution to the above two issues is to stall a processor’s execution whenever it encounters
either a load or store that needs to read/update metabits. The performance overhead would be
minimal if such operations are rare and can be identified a priori with separate instructions (e.g.,
colored load/stores [4]). However, in many supervised systems that require continuous monitoring
1, Memtracker [

(e.g., TokenTM [ ]) memory operations that access metabits are the norm.

5.2.4 Discussion

Other supervised system proposals have similar issues. For instance, SafeMem [103] has to
deal with the late exceptions (I3). The paper states that “SafeMem does not need (precise excep-
tions) for bug detection.” However, it does require restartable exceptions to permit software to
continue regular operation after an imprecise exception. Similarly, Memtracker address weaker

memory models with store buffers as follows: “the simplest way to ensure correct behavior is to

flush the write buffer when there is a state update and do the write directly to the cache.” While
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this is accurate for all the uses presented in their work, it does not address reordered metabit-reads
I1).

Virtual memory protection/usage bits are an instance of a supervised system that has actually
been implemented in real systems. However, formal specifications of virtual memory systems have
been lacking. Recent work by Romanescu et al. [1 10] addresses this issue with a formal approach
to specifying consistency models for virtual memory systems. Similar to supervised memory, their
virtual memory model assumes atomic access to page translation bits along with the data access.
Unlike TSO-lite, they assume that realistic implementations can access the translation bits ‘before’
commiting the memory operation. Hence, they do not face the late exception (I3) or the load

bypass (I2) issue.

5.3 Supervised Memory

We formally define supervised memory to put future supervised systems on a more rigorous

foundation.

5.3.1 Definition

Supervised systems typically consist of three common components that should be provided
by supervised memory—metabits for storing metadata, memory operations that use metadata for
data supervision and finally, a mechanism to jump to software handlers on encountering specific
metadata values. Supervised memory consists of a set of memory locations. Each location A is a
two-tuple <A.d, A.m> with A.d representing the data value and A.m representing the correspond-
ing metadata value. A memory access is a read or write to a location’s data or metadata component.
Thus, an access to location A could be one of a data read (R 4 4), data write (W, 4), metadata read
(R A.m) or a metadata write (W 4,,,). To enable supervision of data accesses, supervised memory
provides higher-level memory operations. Each operation consists of a set of accesses. In addition
to regular data operations like load and store, two supervised operations are provided: supervised

loads (sL D 4) and supervised stores (sS7T'4) (defined in Figure 5.4). Thus, a supervised operation
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Figure 5.4 Supervised Memory Operations

can be viewed as an atomic compound operation containing a metadata read access, a data ac-
cess and (possibly) a metadata write access. The NEXT function is a software-specified metadata
transition function to efficiently update metadata in hardware. Finally, EXCEPTION is a special
metadata value which, if read, transfers control to a user-level handler where appropriate software-
specified actions can be taken. Control could optionally be transferred back to the supervised

operation.

5.3.2 Supervised Systems

Supervised memory gives a precise interface to hardware designers and software programmers.

Hardware designers can provide supervised memory as a primitive that software uses for a variety
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of supervisory tasks. On the other hand, software developers can develop various supervised sys-
tems by assigning semantics to metadata and specifying software handlers along with the NEXT
function and the EXCEPTION state. We demonstrate how supervised systems are built on super-
vised memory with an example.

Figure 5.5 provides a specification that software could provide as a plugin to supervised mem-
ory to implement an empty/full-bits system. It contains a set of states, the transition function and
a very simple handler that spins for a while before returning control to the original jump location.
More complex systems like transactional memory and DMP can also be specified in a similar man-
ner but have more metadata states and more complex handlers. While supervised memory could
support multiple supervised systems simultaneously, we do not explore such uses in this work.

Supervised operations, as defined in Figure 5.4, do not cover an important group of supervised
systems—Dynamic Information Flow Tracking (DIFT) [127]. In Section 5.7, we show an easy

extension to our definition of supervised memory to cover this important use case.

5.3.3 Consistency Model Issues

A memory consistency model is essential to accurately specify the behavior of a shared-
memory model like supervised memory. We focus on hardware-centric specifications that are
most accessible to hardware designers. Like existing hardware-centric specifications, we take an

axiomatic approach, wherein the memory model is specified as a set of rules (axioms) that restrict
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Table 5.1 TSO axioms

Order Total order on all write accesses

Atomicity No intervening accesses for atomic operations
Termination All write accesses eventually complete

Value Read returns latest write from memory or store buffer

Memory Barrier | No reordering across a barrier

ReadAny Accesses cannot pass outstanding reads

WriteWrite Writes cannot pass outstanding writes

the set of legal executions on a memory system. We rely on the following observation to guide
our search for a memory model: a program’s execution on supervised memory is identical to its
execution on a conventional memory containing distinct data and metadata locations, with the ad-
ditional atomicity constraint on supervised operations. Hence, conventional memory models and
their axioms can be extended to generate supervised memory consistency models. As with regu-
lar consistency models, we face an inherent tension between programmability and performance in
defining practical consistency models for supervised memory.

Sequential consistency is widely accepted as the simplest model, closest to programmer intu-
ition of shared-memory operation. However, it prohibits non-speculative reordering of independent
accesses (1.e., accesses to different memory locations) and consequently, optimizations like store
buffers. Thus, most popular architectures (e.g., x86) do not implement SC. On the other hand,
TSO permits the use of private store buffers. While systems that implement TSO can still lead
to non-intuitive behaviours, most programs (except well-known corner cases like Dekker’s algo-
rithm) behave identically on both SC and TSO systems. Thus, TSO axioms provide a good baseline

model to explore supervised memory models.

5.4 Consistency Models for Supervised Memory

We now present informal definitions to two TSO-based supervised memory models. We give

formal definitions in Appendix A.
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5.4.1 TSO,;: A simple TSO-like memory model

An execution conforms to TSO,; if it obeys the TSO axioms (Table 5.1, Table A.2 in Appendix
A gives a more formal definition) with respect to all accesses in a supervised program. Hence, in
a TSO,;; execution, there is (a) a total order on all writes, (b) reads are not reordered with respect
to earlier reads from the same processor, (c) writes are not reordered with respect to earlier reads
or writes from the same processor, and (d) reads get their value from either the latest earlier write
on the same processor or the latest earlier write in the total order.

Simple to reason about. Since TSO,; restricts certain memory access reorderings, it can prevent
non-intuitive behaviours. For example, consider the DMP example presented in Section 5.2.2. The
execution is incorrect due to reordered metabit-reads (I1). However, TSO,; prohibits reordering
two metadata read accesses and hence DMP on TSO,; systems would not run into this correctness
issue. Moreover, it is easy to see that programmers who are familiar with the conventional TSO
model can also reason about TSO,y;.

Whither performance? TSO,;, though simple, can introduce some serious performance prob-
lems in real implementations. Since TSO,; prohibits reordering any two read accesses, it prevents
an independent supervised load from passing a prior supervised store (both contain a metadata
read). In the absence of speculation, supervised loads have to stall until all outstanding supervised
stores complete, thus making store buffers ineffective. Consequently, TSO,;; implementations per-
form like SC systems on programs with frequent supervised operations making TSO,;; much less
attractive.

Fortunately, many supervised memory programs do not seem to rely on all the ordering guar-
antees provided by TSO,;. We, in the same spirit as programmer-centric models, observe that if
we capture the orders that can be safely ignored during an execution, we could devise much more
efficient models.

To help identify these unnecessary orders, we examine some supervised memory executions
that would be illegal in a TSO,;; system but are nevertheless semantically correct. The first exam-
ple (Figure 5.6 (left)) shows a program that uses empty/full-bits. In the program, A and B can be

viewed as one-entry queues. Each thread places an element in one queue and picks a new element
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Figure 5.6 Non-TSO,;; Executions

from another queue. At the bottom, we show a non-TSO,;; execution that, nevertheless, leads to
a semantically correct result with both threads reading the latest values from the queues. Observe
that metadata accesses to A.m are only used to ensure that operation @’s data write happens be-
fore @’s data read. Similarly, accesses to B.m are used to only order data accesses from @ and
® Thus, it is not wrong to order @’s metadata read before @. The second example (Figure 5.6
(right)) shows a transactional memory (TM) program wherein one thread is executing a transac-
tion while another concurrently reads locations that are accessed by the transaction. Metadata is
used to carry the transaction’s read- and write-set information and supervised operations prevent
conflicting accesses. We again, observe that accesses to A.m and B.m are intended only to control

their corresponding data accesses. We generalize these observations next.

5.4.2 Safe Supervision

Similar to data-race-freedom, we propose a semantic property that encapsulates the ordering

flexibility provided by supervised programs. Most supervisory uses follow a control-and-monitor
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paradigm wherein metadata accesses in an operation are intended only to control their correspond-
ing data access and (optionally) record some information about it. Thus, the execution of indepen-
dent memory operations should be to irrelevant to the execution of a metadata access. Based on
this insight, we propose Safe Supervision.

Safe Supervision. A program is safely-supervised if the metadata accesses in a supervised

operation are not used to order operations to other memory locations.

5.43 TSO4.,: An Efficient Memory Model

In order to demonstrate the utility of safe supervision, we now propose another memory model,
TSOuqta-

Informally, an execution conforms to TSSOy, if it obeys TSO’s reordering axioms (ReadAny
and WriteWrite in Table 5.1) with respect to data accesses and obeys the rest of the axioms for all
the accesses. Hence, in a TSOy,;, execution there is (a) a total order on all writes, (b) data reads
are not reordered with respect to earlier data reads from the same processor, (c) data writes are
not reordered with respect to earlier data reads or data writes from the same processor, and (d) all
reads get their value from either the latest earlier write on the same processor or the latest earlier
write in the total order.

Good performance. TSO,,;, can be implemented efficiently. Since TSOy,;, does not prohibit
reordering independent metadata reads, independent supervised loads can pass supervised stores
that are placed in store buffers. Thus, implementations can effectively use store buffers. It can be
seen that TSOyqy, is a strictly weaker model than TSO,;; since every TSO,;;-consistent execution
1s also a TSOy,+,-consistent execution and there exist TSO,,+,-consistent executions that are not
TSO,;-consistent (Figure 5.6). By virtue of allowing more legal executions, TSO 44, gives more
flexibility to build efficient hardware.

Whither simplicity? TSO,,, is, however, potentially trickier to reason about. Consider the
program in Figure 5.7. Empty/full-bits (at memory location B) are used to ensure that ® (TO’s store
to A) happens before @ (T1’s read to A). As shown in the figure, a TSO4,,-consistent execution

need not enforce this order since T1’s data read can pass its earlier data store. Consequently, it
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Figure 5.7 Example of non Safely-Supervised Program

leads to an incorrect execution. Note that TSO,; would prohibit such an execution since T1’s
metadata reads are reordered.

Fortunately, Appendix A shows that for programs that obey the safe supervision property,
TSOguta = TSOyy i.e., the program would behave identically on both the systems. We give the
formal proof in the appendix. Similar to data-race-freedom, software programmers that adhere to
safe supervision can reason about TSO,; systems and yet get the performance of TSOg,, systems.
Most existing uses of metabits like empty/full-bits, transactional memory and memory-typestate
trackers obey safe supervision. However, exceptions exist. Consider the DMP example in Section
5.2.2. Metadata accesses in DMP are used to both track a location’s sharing status and to detect
the first non-private data access. This ‘first-access’ requirement implies that a metadata read relies
on the completion of all previous metadata reads. Hence, DMP programs are not safely-supervised
and cannot be safely executed on TSO,,,. For efficient execution, such systems might explore

speculative hardware solutions.
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Table 5.2 OpenSPARC T2 Memory System

L1 I-Cache 16 KB, 8-way,32-byte lines

L1 D-Cache 8 KB, 4-way, 16-byte lines

I-TLB 64 entry, fully-associative

D-TLB 128-entry, fully-associative

Shared L2 4 MB, 16-way, 64-byte lines, 8 banks

Memory Controllers | 4 on-chip, up to 2 FBDIMM channels per controller

5.5 TSO,.,-consistent Supervised Memory Implementation

This section shows that TSOy,, can be incorporated correctly into the RTL of at least one
industrial design (OpenSPARC T2). We choose the OpenSPARC T2 multicore system, because it
is publicly available and already implements TSO for data accesses. We explore issues that may
be missed in a high-level study, such as load bypassing from store buffers and handling late store

buffer exceptions.

5.5.1 The OpenSPARC T2 Design

OpenSPARC T2 is an RTL-level design of a single-chip 8-core processor where each core
supports 8 threads of execution. The design is the open-source counterpart to the commercial
Sun UltraSparc T2 processor. Each core has two integer pipelines, a floating-point pipeline and a
memory pipeline and can issue instructions from at most two threads per cycle. Table 5.2 gives
important parameters for the memory system. OpenSPARC T2 implements TSO. It buffers stores
in a per-thread 8-entry store buffer and issues them to the shared L2 cache in order. Loads bypass

values from the store buffer, if present.

5.5.2 Adding Metabits to Memory

Metabits can be implemented in multiple ways: (a) tag existing data caches and memory with

additional bits, (b) add new caches/memory to carry metadata or (c) interleave metadata and data
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Figure 5.8 OpenSPARC Load-Store Unit (LSU)

in existing caches/memory systems [ 33]. We choose the tagging approach since it is incremental
and incurs the least design effort. Our prototype design provides 2 metabits per every 64-bit data
word. To provide metabits in physical memory, we could naively widen the DRAM modules to
carry the additional metabits, requiring expensive customized DRAM chips. Our design, instead,
uses the standard FBDIMM memory modules used by OpenSPARC T2. We store the 4 metadata
bits per 16 data bytes using recoded error-correction codes, as pioneered by S3.mp [94]. While
OpenSPARC T2 uses a (144,128) chipkill ECC code that has 16 ECC bits for every 128-bits of
data, we use a simple (137,128) SECDED code instead which frees up 4 bits for storing metabits.
We widen the data arrays of the shared L2 and private L1D caches from 128-bits to 132-bits in

order to carry the additional bits of metadata.
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5.5.3 Supervised operations

The load-store unit (LSU) in the core executes and retires supervised operations (data path
shown in Figure 5.8). It handles supervised stores similar to data stores. It places them in per-
thread store buffers (STB in Figure 5.8) on retirement and flushes them out to the memory system
in-order. Since the L1 is write-through, LSU sends a store to the shared L2 for completion when it
reaches the head of the store buffer (via the core—L2 interface). The L2 handles the store request
as a read-modify-update operation during which it reads both data and metadata; writes back new
data and metadata (if necessary); and sends an acknowledgment back to the core (@, Figure 5.8).
On receiving the ack, the LSU updates any matching entries in the L1D cache.

Load bypass. Supervised loads that do not update metadata behave like normal load operations.
They read data and metadata from the L1D cache, if available, or get the data and metadata from
the L2 via a cache fill request. Supervised loads that find a matching entry in the store buffers,
however, run into the load bypass issue (I12) since the latest metadata from the outstanding store
is not available until the store completes at the L2. We treat this as a partial hit and stall the
processor until the store completes, thus prohibiting bypassing from store buffers to supervised
loads (@, Figure 5.8). If the performance impact of such stalls is high, we could explore speculative
bypassing solutions. Supervised loads that potentially update metadata execute at the L2, which

then returns the load data value to the core.

5.5.4 Supervised Memory Exceptions

Supervised operations that read an EXCEPTION metadata value need to jump to a software
handler. We implement this control transfer through a trap.
Late exceptions. Metadata exceptions on supervised stores get detected at the L2 when they
read metadata from the cache. The L2 sends an negative acknowledgement back to the core. At
this point, the core can only throw a deferred trap since subsequent load operations could have
completed (I3). However, since TSOy,;, permits subsequent load operations to complete before

the store, a delayed control transfer to the handler is legal as long as the execution is restartable.



ENTRY (dump_store_buffer)
/* %g1 contains HEAD of dump buffer */
GET_ERR_DFESR(%g4, %g3)
srlx %g4, DFESR_STB_INDEX_SHIFT, %g4
and %g4, DFESR_STB_INDEX_MASK, %g3
/* g3 contains TAIL of store buffer */
or %g0, ASI_STB_FIELD_CURR_PTR, %g5
ldxa [%g5]ASI_STB_ACCESS, %g4
/* g4 contains HEAD of store buffer */

loop:
cmp %g3, 7 /* Check for wrap-around */
bg,pn %xcc, wrap_around
nop

dump_entry:

or %g3, ASI_.STB_FIELD _DATA, %g5
Idxa [%gS5]ASI_STB_ACCESS, %g2

/* Store Buffer data */

stx %g2,[%g1+ERR_STB_DATA]

or %g3, ASI_STB_FIELD_MARKS, %g5
Idxa [%g5]ASI_STB_ACCESS, %g2

/* Store Buffer address and byte marks */
stx %g2,[%g1+ERR_STB_MARKS]

cmp %g3, %g4 ! If (TAIL==HEAD) break;
bne %xcc, loop
inc %g3
HVRET
wrap_-around:
ba dump

mov %g0, %g3 ! Reset index to zero

Figure 5.9 Store Buffer Exception Handler
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This is non-trivial since the store buffer could contain incomplete store operations at the time of
the exception.

We enable a sparse restart [87] on the deferred trap by architecturally exposing the incomplete
stores in the store buffer to a hypervisor-level trap handler (similar to Qiu et al. [104]). We re-use
the existing store buffer diagnostic interface (ASI_.STB_ACCESS) in order to read out incomplete
store entries. To flexibly complete these operations later, software needs to save the entire context
of the store operation (e.g., virtual address and address space identifier). Hence, we expand the
store buffers to carry this additional information and enhance the data path of the LSU to convey
the information to the store buffers (@, Figure 5.8). Figure 5.9 shows an extract of the handler
code for reading out the contents of a store buffer. The handler begins from the head of the buffer
and walks down to the tail; reading out and saving the contents for subsequent execution. A subtle
deadlock issue arises if the stores in the handler use the same store buffer entries (like normal ASI
stores in SPARC). Hence, we allocate a separate logical single-entry store buffer for the handler
code.

Metadata exceptions on supervised loads are much easier to handle. The core, on detecting
an exception, stalls and waits for the outstanding stores to complete. It then throws a precise trap
that jumps to the software handlers. If, instead, the pending stores do not complete and throw an

exception, then the core takes a deferred trap corresponding to the oldest operation.

5.6 Evaluation
5.6.1 Performance

Is the proposed TSO,,;, implementation efficient? While most work would evaluate a complete
system (either on real machines or via simulation) and report performance numbers to address the
question, we do not do so. Given the wide range of supervised systems and the software stacks they
span, such numbers are unlikely to be realistic. Nevertheless, a key performance result of our work
is that it enables the continued use of performance-enhancing store buffers. If store buffers were
not important, most real systems would choose to implement SC. Since they do not, we believe

store buffers, and consequently our work, enables good performance.
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Table 5.3 SRAM Area (in mm?) in OpenSPARC T2

Module Instances | Base | TSOgu, | %Overhead
DRAM Controller 4 0.19 0.22 15.8%
L2 Bank 8 28.83 31.71 10.0%
L2 Controllers 8 0.21 0.21 <1%
L1 Data Bank 16 1.20 1.32 10%
Store Buffer RAM 8 0.06 0.17 83%
Other 52.93 52.93 0%
Total 305.69 | 331.65 8.5%

In the rest of the evaluation, we focus on the feasibility of a TSO,,, implementation on
OpenSPARC T2. We first evaluate the efficacy of software handlers for supervised store excep-
tions since they are key to enabling store buffer usage. We then address the questions of design

complexity and area overhead, both first-order constraints in building commercial hardware.

5.6.2 Methodology

Implementation. We modify the OpenSPARC hypervisor to implement the handlers for super-
vised store exceptions. We test their performance using a functional simulation of the RTL model.
To estimate the design complexity of carrying metabits, we modify the RTL of two key system
modules—the DRAM controller and the L2 bank controller.

Area Overhead. In order to estimate the area of logic, we use the Synopsys Design Compiler [131]
in conjunction with its 90nm technology library (saed90nm). Since we do not have access to a com-
mercial memory compiler, we use Cacti 5.3 [122] with 90nm technology parameters to estimate
the area of memory arrays. We validate these area numbers by comparing arrays in OpenSPARC
T2 with their counterparts in OpenSPARC T1, whose physical implementation is publicly avail-
able [130]. While Cacti provides good estimates for larger arrays (e.g., 1.21 mm? reported by Cacti
vs. 1.28 mm? in the actual implementation of an L1D cache bank), it over-estimates the area of

smaller arrays (e.g., 0.24 mm? reported by Cacti vs. 0.05 mm? in actual implementation of a 2K
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register file). Nevertheless, since we are only interested in relative overheads, we believe Cacti

enables a plausible comparison.

5.6.3 Results

Can we correctly handle supervised store exceptions? Yes. As shown in Figure 5.9, the excep-
tion handler uses ASI loads to access the store buffer entries on an exception. Each access takes
about 21 cycles. Overall, the handler takes 203 cycles to read out half the store buffer (4 entries).
Note that the performance of the handler can be significantly improved by implementing the store
buffer ASI accesses on the ‘fast’ ASI ring that provides 4 cycle accesses. The handler would then
execute in about 50 cycles.

Is it easy to add metabits to the existing design? Possible. We widened the data paths and did
not have to change the control paths in the DRAM and L2 controllers. We modified 6 (of 50)
design files for the DRAM controller and 3 (of 8) files for the L2 controller. For modules that
only transport metabits, we expect the design effort to be similar. For other modules that require
changes to the control path, we can leverage existing mechanisms. For instance, the logic to stall
on partial RAW hits in a store buffer (Section 5.5.3) exists already. Similarly, store buffers have
logic to signal ECC errors that can be leveraged to signal metadata exceptions as well.

Do metabits impose a significant area overhead? No. In terms of area, the overhead mainly
arises in the memory arrays. Table 5.3 presents their area for various modules in the base and
TSOg.tq designs. The biggest memory array (the L2 data banks) incurs an overhead of 10%. On
the other hand, the store buffer RAM grows relatively large due to the addition of a virtual address
and an ASI field to each entry. However, store buffer arrays are a very small fraction of the total
chip area. Overall, the total area dedicated to memory arrays goes up by 8% for TSO,, and we

estimate the total chip area to go up by about 4%.

5.7 Extended Memory Operations

Supervised memory, as defined thus far, does not support an important set of supervised

systems—Dynamic Information Flow Tracking (DIFT) systems. In contrast to other supervised
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systems, these systems carry metadata into thread-private registers and operate on it during arith-
metic and logic instructions. Hence, supervised operations, as defined in Figure 5.4, cannot be
used. However, a straight-forward extension to our model exists.

We add a new type of memory operation—extended operations—to support DIFT systems.
Figure 5.10 gives an informal definition of these extended operations. An extended load reads
both data and metadata from a location and saves their value into registers, if the metadata read
doesn’t return an exception. Similarly, an extended store writes to both the data and metadata at a
location. With extended operations, DIFT systems could use supervised memory as follows: store
the ‘taint’ information in metadata, use extended loads in place of regular loads to check and read
the taint information into the registers and use extended stores to save the taint information back
into memory.

In contrast to supervised operations that could both read and write to memory in the same
operation, extended operations behave more conventionally, i.e., an extended load only reads from
memory, whereas extended stores only write to memory. Thus, in a consistency model, extended
operations can be treated as conventional loads and stores, albeit to a wider word. While we do not
include extended operations in our formal specification (for simplicity), note that DIFT systems on
the TSO-lite system will not run into the three issues identified in Section 5.2.

TSO-lite permits an extended store to be reordered before an extended load. However, this
does not lead to the reordered metabit-reads (Issue 11) since extended stores do not read metadata.
DIFT systems can bypass from store buffer (Issue 12) since the metadata value can be read from the
source register and placed in the store buffer entry along with data. Finally, these systems do not

face late exceptions (Issue I3) since extended stores do not take an exception (Figure 5.10 (right)).



eLDy,regA =
Retry:
atomic{
cury, = Val[R ]
if cur,, == EXCEPTION then
Jump to Handler
regA.d = Val[R 4 4

regA.m = cur,,
}

Handler:

Jump to Retry
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eSTy, regA =
atomic{
WA.da Val [RregA.d]
WA.m» Val[RregA.m]

Figure 5.10 Extended Memory Operations
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Chapter 6

Conclusions

With the emergence of CMPs as the primary architectures for general-purpose computation,
we are faced with a pressing need to simplify parallel programming. This thesis examines pro-
posals that allocate some of the on-chip transistors to address challenges concerning software pro-
grammability. In this chapter, we first present a summary of our work (Section 6.1), followed by
a discussion on avenues for future work (Section 6.2). Finally, we present some thoughts on the

‘process’ underlying this research (Section 6.3).

6.1 Summary

In this thesis, we address extant problems with two hardware systems proposals that are tar-
geted toward improving software programmability—Transactional Memory and Supervised Mem-

ory.

Transactional Memory

We redress the self-fulfilling nature of the small-transaction assumption that is currently per-
vasive in TM research. As a consequence of this assumption, current TM systems treat big trans-
actions as a rare case and use high-overhead virtualization actions for handling big transactions.
This creates a negative feedback loop by sending a strong message to TM programmers to avoid

big transactions. In order to efficiently virtualize transactions and remove this feedback loop, we
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break away from the established design of overloading hardware caches and coherence for carry-
ing TM state and, instead, opt for a tagged memory approach. While the tagged approach requires
more transistors, given the current trend of increasing counts, we believe it is the right trade-off.

We propose TokenTM, a fast unbounded HTM system that combines existing ideas of token
counting with unbounded per-thread logs to build a system that gracefully handles virtualization
events while still imposing little performance overhead on the execution of small transactions and
requires minor changes to existing cache coherence and virtual memory systems.

TM has been used, thus far, as a replacement for locks in implementing critical sections. Since
critical sections are typically small (for scalability), critical-section transactions are small and can
be efficiently executed by current TM systems. However, with TM systems like TokenTM that
can handle transactions efficiently, irrespective of size, we could expand the applicability of TM.
In this thesis, we present a hitherto unexplored use of TM to help a critical software engineering
challenge—software testing.

We propose StealthTest, an interface that exposes TM transactions as the key mechanism for
executing tests. Moreover, since all TM systems do not provide sufficient support for StealthTest,
we identify four necessary requirements that StealthTest imposes on TM systems: strong atom-
icity, out-of-band communication mechanisms, flexible conflict resolution and good performance.
TokenTM fulfills all the above requirements and, hence, could be an ideal underlying TM system

for StealthTest.

Supervised Memory

Over the past decades, there has been sustained interest in developing supervised systems since
they allow software to efficiently maintain metadata and supervise data accesses. Supervised sys-
tems can thus solve a wide range of issues from safety and security to programmability and de-
bugging, thus enabling safe and efficient software. However, existing work on supervised systems
is incomplete and leaves many unanswered questions. We identify three drawbacks with exist-
ing work—SC-centricity, Ad hoc hardware and No Formalism—and present solutions to mitigate

these drawbacks.
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We first study moving two existing supervised systems—empty/full-bits and deterministic
multiprocessing—from SC to TSO systems and show that it is non-trivial. Correctly implementa-
tions require subtle reasoning about reordered metabit reads, load bypassing, and late exceptions.
Instead of providing specific solutions for these systems, we present a general and formal solution.

We define a supervised memory model that unifies and formalizes the memory aspects of exist-
ing and future supervised systems, while conforming to existing uses at an intuitive level. Specifi-
cally, to data memory, it adds per-location metabits, primitives to read/write them, and higher-level
supervised loads/stores.

Finally, we propose two formal consistency models for supervised memory. Both new models—
TSO,; and TSO,,:,—order data accesses with TSO and then add constraints for metadata ac-
cesses. TSO,; is simple to reason about but constrains efficient implementations; TSO g4, 1s more
complex to reason about but enables performance optimizations like store buffers. To resolve this
classic tension between programmability and performance in the design of memory models, we
propose Safe Supervision, a property analogous to data-race-freedom. Safe Supervision recom-
mends that programmers avoid using metadata operations from one location to order operations at
another location. We show that, for safely supervised programs, one can reason with the simpler
TSO,;; even while executing on faster TSOyq¢, systems. Thus, most programmers can have their

cake and eat it too.

6.2 Future Work

Given the broad range of problems and solutions examined in this thesis, future work could

focus on many avenues of research.

6.2.1 TokenTM

The key contribution of TokenTM is to enable the use of big transactions. Thus, future work
could explore integrating TM with other transactional programming models, such as databases,

file systems, or message queues, which frequently require I/O or other higher-level operations that
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would lead to big transactions. Another interesting possibility is to expand the applicability of TM
to bug avoidance as suggested by Lu et al. [68].

Future work can also explore alternative implementations of TokenTM. Previous work has
shown that conflict resolution constitutes an important design dimension for TM systems [19].
The impact of different conflict resolution policies for TokenTM needs to be studied more. If
the overhead of software release for big transactions is unacceptable, future work could examine
an implicit fast release mechanism similar to the one used by OneTM [15]. TokenTM currently
requires non-silent eviction of clean cache blocks. Future research could examine a possible op-
timization wherein clean cache blocks that do not carry any tokens are silently evicted. Token
piggy-backing in snooping coherence is also an open problem.

TokenTM’s mechanisms can enable other software uses. The single-writer/multiple-reader in-
variant enforced by TokenTM can be used to provide fine-grain access control to software for ap-
plications such as fine-grain protection [!37], memory replication [|34] and software distributed
shared memory [7, ]. Finally, TokenTM’s metastate fission/fusion can be used to support re-

duction operations in hardware [42].

6.2.2 StealthTest

StealthTest is a mechanism to facilitate online testing. While our work demonstrates the ef-
fectiveness of StealthTest as a mechanism, it does not directly address the efficacy of the online
testing mechanisms themselves. Significant future research is needed in this direction.

To facilitate StealthTest’s deployment, future work could provide greater system call support
for online tests, explore other testing scenarios (e.g., regression testing), support a wider range of
online tests (e.g., multi-threaded tests) and provide better debugging feedback (e.g., shipping the

read/write sets to developers).
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6.2.3 Supervised Memory

Future work could explore programmer-centric and weaker hardware-centric models for su-
pervised memory, tackle more supervised systems, and expand safe supervision to cover a wider
range of programs.

In order to get a more accurate picture of the overhead imposed by supervised memory, future

work could build a complete TSO,,;,-based system on top of the OpenSPARC T2.

6.3 Reflections

In this section, we reflect on some issues regarding the conduct of research during the develop-

ment of this thesis.
Evaluating Ideas Our thesis primarily deals with new ideas like HTM that propose significant
changes at the hardware-software interface. As such, we and others in the HTM research commu-
nity, have constantly run into a chicken-and-egg problem wherein software applications cannot be
developed until hardware systems are available and systems cannot be designed until the applica-
tions are known.

The chicken-and-egg issue is an extremely hard problem that is likely to be faced with any
proposal that alters hardware-software interface. Unfortunately, in this case, we feel that the chal-
lenges are compounded by the compulsion to adhere to a quantitative methodology that has been
the norm in architecture research for long. We present two supporting arguments. First, quantita-
tive analysis requires a well-established notion of benchmarking and measurement that is unlikely
to be available in nascent research areas. In the absence of such a rigorous quantitative analysis,
work in the area could be and has been perceived as faddish and lacking in quality. Second, expec-
tations of rigorous quantitative study from reviewers could lead researchers to jump the gun and
benchmark prematurely, with the potential to significantly mislead future research. In our opinion,
most published HTM work (with one notable exception [105]) has been forced into inadequate
and incomplete evaluation methodologies to conform to existing norms of scientific rigor. While

quantitative methodology has an important role in architecture research, we believe that research
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in nascent areas should not be judged with the same yardstick. It needs to be judged on other cri-
terion like novelty and clarity of thought so that researchers can focus on moving the area forward
instead of bowing to the pressure of inappropriate norms.

Infrastructure We have been fortunate to work on a wide range of evaluation frameworks for
studying the proposals in this thesis. For instance, we use Wisconsin GEMS for TokenTM, Intel
STM and Intel Pin for StealthTest and Sun OpenSPARC T2 for supervised memory. While the
learning-curve for some of the frameworks like GEMS and OpenSPARC T2 is steep, they facilitate
significant capricious learning. For example, the OpenSPARC T2 implementation demonstrates
many interesting RAS features in modern commercial processor design like ECC codes, DRAM
scrubbing and redundant bit lanes. It also gives us a sense of the implementation complexity of
various micro-architectural features. Similarly, the full-system simulation environment within the
GEMS framework exposes us to fairly low-level system code at the hardware-software interface.
It also enables a detailed examination of cache coherence protocols. While not significant in terms
of research output, this learning is invaluable for a novice architect. On the other hand, tools like
Intel Pin that enable quick prototyping of hardware support are extremely useful too. While they
hide a lot of complexity from the users, they allow us to quickly demonstrate the correctness of an

idea. Thus, we believe that both these kind of tools are a must in an architect’s repertoire.
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Appendix A: Formal Model for Supervised Memory

In this chapter, we present a model for supervised memory that enables us to formalize the
notion of metadata in a memory system (Section A.1) and define two consistency models for
supervised memory and give a formal definition of safe supervision (Section A.2). In Section A.3,
we demonstrate the equivalence of the two models under safe supervision. Table A.1 gives key

notation used throughout our formalism.

Table A.1 Notation

R 4 Read to A.d by thread ¢ Ym Read to A.m by thread 7

Wi Write to A.d by thread i Wi Write to A.m by thread

Xia Ry q0r Wiy Xlim U OF Wi,

R Ry yor R W Wi jor WY

Val[RY] | Value read by R Val[W] | Value written by W}

sLDY, Supervised load to A by thread i | sSTY Supervised store to A by thread ¢

M Memory Barrier

X An access to location A by thread ¢

OopYy = [{X4}] Atomic operation on location A by thread i

<; A total order on all accesses from thread ¢ in an execution
P:<, Program order, | J; <},

FE < Execution order, a total order on all accesses in an execution
C:<¢ Conflict order

S5 < Safe Supervision order

A B, ... Shared-memory locations

regAt regBt, . .. Private-memory locations for thread 4
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A.1 Preliminaries

Definition 1. Supervised Memory consists of a set of shared-memory locations and n (n > 1)
sets of private-memory locations (also known as registers). Each shared-memory location, A, is
a two-tuple < A.d, A.m > where A.d represents the data value corresponding to the location and

A.m represents the metadata value.

In our notation, A, B, C, etc. refer to shared-memory locations and regA?, reg B, regC", etc.
refer to the ith set of registers. Memory locations can be read and modified only by memory

accesses (defined next).
Definition 2. A memory access is a read or write to a memory location and must be one of:

(a) Ra.g4,aread from the data component of location A, or

(b) W44, a write to the data component of location A, or

(¢) Ra.m,aread from the metadata component of location A, or
(d) Wa.n,a write to the metadata component of location A, or
(€) Ryegai, aread from regA’, and

(f) W,egai, a write to regA’.

For an access X, Val[X] returns either the value read from the location if the X is a read or the

value written to the location if X is a write.

Definition 3. A memory operation to a shared-memory location A is a set of ordered accesses to
the location and must be one of:

(a) dataload (LD or LD[A.d],regA"): read from A.d and write the value to regA’, or

(b) data store (dSTY or STregA®, [A.d]): read from regA* and write the value to A.d, or

(c) metadata load (mLDY or LD[A.m], regA): read from A.m and write the value to regA’, or

(d) metadata store (mST or STregA?, [A.m]): read from regA* and write the value to A.m, or



sLD[A],regA" =
atomic{
cury, = Val[R ]
next,, = NEXT(LOAD, cur,,)
if next,, == EXCEPTION then
Jump to Handler
Val[W, ¢ a:] = Val[R 4 4]
if next,, # cur,, then

Val[Wy ] = next,,

}

Note: NEXT is the metadata transition function

sSTregA', [A] =
atomic{
cury, = Val[R ]
next,, = NEXT(STORE, cur,,)
if next,, == EXCEPTION then
Jump to Handler
Val[W 4] = Val[R, ¢ 4:]
if next,, # cur,, then

Val[W 4 | = next,,

Figure A.1 Supervised Memory Operations

(e) supervised load (sL DY or sLD[A],regA®): defined in Figure A.1 (left), or

(f) supervised store (sSTY or sSTregA’, [A]): defined in Figure A.1 (right).
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Definition 4. A thread of execution is a set of operations to supervised memory. Operations issued

by thread ¢ can only access the ith set of private-memory locations in addition to shared-memory

locations.

An access X issued by thread i is denoted by X*.

We shall now formally define the programs that use supervised memory. This is necessary in

order to reason about program properties independent of the system under consideration. We use

a notation originally used by Adve et al. [1].

Definition 5. A program specifies the initial state of supervised memory, at most n threads of

execution and an ordered set of (static) instructions per thread.

Each static instruction specifies zero or more of the following components:

e reads the value from one or more private- and shared-memory location.
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e writes a value to one or more private- and shared-memory location.
e one or more next instructions of the thread.

e an ordering for its shared-memory reads and writes, and a partition of its shared-memory
reads and writes into atomic subsets. An atomic subset can only consist of accesses to a

single memory location.

All of the above specifications (e.g., the shared-memory locations to be accessed) are functions of
the values returned by various reads in (1), assuming no cyclic dependences within the functions
(e.g., the location to be read cannot be a function of the value returned by the read).

Every program has at least one initial instruction per thread.

Definition 6. A dynamic instruction is an instantiation of a static instruction by a thread of execu-
tion. It consists of a set of memory operations to shared-memory locations and a next (dynamic)

instruction that is determined based on the values read dynamically.

Definition 7. An execution, E, of a program consists of the following components:

A set I, of dynamic instructions that are instantiations of the static instructions in the program

A set O, of atomic operations specified by dynamic instructions in

A set M, of shared-memory accesses constituting the operations in O

A set V, of the values returned by the the read accesses in M

A total order on all the accesses in M, called the execution order, denoted by <p

The execution order will be denoted by <, whenever we are unambiguously referring to a single
execution E. The terms ‘prior’ and ‘after’ are used to denote ordering in the execution order.

The result of an execution is the set V' of values read during the execution.

In this formalism, we do not deal with infinite executions. Hence, all the sets constituting an

execution are finite. We leave the extension to future work.
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Definition 8. Program Order (<,), For dynamic instructions /; and / belonging to thread 7 in an
execution, /; <§, I, for the execution iff (1) I is the next instruction specified by I, or (2) there
exists /53 such that [; <; 15 and I3 <; I>. For memory operations O; and O, issued by thread 7,
Oy <; O, iff O; and O, are from instructions /; and I, respectively, and either (1) Iy <; I, or
(2) I = 15 and Oy is ordered before O; by [;. Similarly, for memory accesses X; and X, issued
by thread i, X; <fo X iff X, and X, are from operations O; and O, respectively, and either (1)
Oy <; O; or (2) O; = O and X is ordered before X, by O;.

Program order for the execution <, is the union of all the per-thread program orders, i.e.
Uy <3
Condition 1. Uniprocessor Correctness Condition. The set of (dynamic) instructions in an execu-

tion obey the following conditions.

e An instruction /; is present in [ iff either (a) /; is the next instruction of another instruction
present in /, or (b) /; is an instance of the (static) initial instruction of its thread and /; is the
only instance of that instruction that is not the next instruction of another instruction in /. If

I satisfies (b), then it is called a dynamic initial instruction.
e The program order relation is acyclic.

e If I, is a dynamic initial instruction, then the value returned by I, for its reads of a private-
memory location is the initial value of the location. If /; is not a dynamic initial instruction,
then the value returned by [; for its read of a private-memory location is the value specified
by the last instruction ordered before /; by program order that wrote to the location, if one

exists. Else, the read returns the initial value.

Condition 2. Execution Order Condition. The execution order (<) of an execution obeys the

following conditions.

e A read access in M returns the value of the write in M that is to the same component (i.e.,
data or metadata) of the same location as the read and the last such write ordered before the
read by the execution order, if such a write exists. If there is no such write, then the read

returns the initial value of the component at that location.
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Figure A.2 Safe Supervision

e For any two accesses, X; and X, to the same component of the same location, if X; <, X5

then X1 S X2.

e For any two accesses, X; and X3 belonging to the same operation, if X; <, X, then X; <

Xo.

Definition 9. A valid execution is one that obeys the uniprocessor correctness condition (Condition

1) and the execution order condition (Condition 2).
We shall consider only valid executions through the rest of this section.

Definition 10. Two accesses in an execution conflict if they are both data or both metadata accesses

to the same location, and at least one of them is a write access.

Definition 11. Conflict Order (<c). For an execution E, if X and Y are two accesses in the

execution, X <o Y iff X and Y conflictand X <Y.
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A.2 Consistency Models and Safe Supervision
A.2.1 Safe Supervision

Safe Supervision (SS) Order. Informally, the SS order is a partially-ordered sub-set of the pro-
gram order arcs (see Figure A.2 (left)) in a supervised program. While a program order is a total
order on all accesses from a single thread, the SS order is a partial order that reflects programmer
intent to use a metadata access only to supervise data accesses to the same location. More specif-
ically, it (a) totally orders all data accesses, (b) orders the controlling metadata access before its

corresponding data access and (c) orders conflicting metadata accesses to the same location.

Definition 12. Safe Supervision Order (SS). For two accesses X* and Y}, in a valid execution,

Xt <o, Vi, iff
(a) data—data: X, and Y}, are both data accesses and X, <, Y} or

(b) metadata—data: X', is a metadata access and Y}, is a data access and B = A and X7}, Y},

belong to the same operation, Op’, and X7 is a read access or

(c) metadata—metadata: X and Y} are both metadata accesses and B = A and either (1)
X', YE belong to the same supervised operation and X is a read access or (2) X', Y belong

to distinct supervised operations Op’y and Op’; respectively such that Op’, <, Op'; or
(d) transitivity: there exists Z, such that X <., Z, and Z}, <, Y}

Note that there does not exist an SS order arc from a data to a metadata access. Intuitively, this
corresponds to the idea that information about when a data access completes is irrelevant to the
execution of metadata accesses.

Safe Supervision. Informally, safe supervision is the property that allows a thread to execute its
local accesses in any order that preserves the SS order specified by the program. Figure A.2 (right)

shows three extensions of the execution on the left that obey the SS ordering.

Definition 13. Safe Supervision. A program is safely supervised if any extension of the SS order
to a total order on all accesses within a thread represents the program order of a valid execution of

the program.
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Figure A.3 SS|JC graph in any execution

Definition 14. The SS|J C graph for an execution E is a graph where the accesses of execution E
are vertices and there is an edge labeled <, from vertex z to vertex y iff + < s y in E, and there is

an edge labeled <. from vertex x to vertex y iff © <¢ y in E. The partial order represented by the

graph is the SS'|J C order.

The SS|JC graph is the safe supervision counterpart to the P | JC graph [119] for regular
(non-supervised) memory programs. Just as regular executions with identical P | C graphs can be
considered to be equivalent, safely-supervised executions with identical S.S'| J C can be considered

to be equivalent.
Definition 15. Two executions are result-equivalent if they have the same SS | J C' graph.

Figure A.3 illustrates the S'S'|J C cycle for an execution. The accesses are partitioned into two
groups—data and metadata accesses. Within the metadata accesses, there are no inter-location S'S
arcs (by SS order definition, Figure A.2) and no inter-location C' arcs. So there are only intra-
location S\S | J C arcs between metadata accesses. Also note that there are no SS arcs from a data
access to a metadata access (by SS order definition, Figure A.2). As can be seen in the figure,
the only cycles that could exist consist of data accesses alone. We shall now formally prove this

property which holds for a SS | C graph of any valid execution.
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Lemma A.1. If X and Y are two distinct accesses in a valid execution, E and at least one of them

is a metadata access, then there cannot exist a cycle in SS| ) C containing both X and Y .

Proof. First, we observe that there are no SS (<) arcs from a data access to a metadata access
(by the SS order definition). Hence, there cannot exist a cycle containing both data and metadata
accesses. Such a cycle, if exists, would have to contain at least one arc going from a data to a
metadata access (which is not possible). Thus, cycles in a SS|J C graph could contain either all
data accesses or all metadata accesses. We next show that cycles with all metadata accesses are not
possible and hence prove the lemma.

We give a proof by contradiction. Suppose a cycle containing only metadata accesses exists.
Choose any two adjacent metadata accesses X and Y in the cycle.
Case 1: X, Y are metadata accesses to distinct locations. By definitions of conflict order and SS
order, there cannot exist <o or <, arcs between metadata accesses to distinct locations. Hence
this is not possible.
Case 2: X and Y are metadata accesses to the same location. Note that by definition of conflict
order, all conflict arcs between metadata accesses are ‘forward’ arcs (An SS|JC arc (X — Y)
is a forward arc, if X < Y in the execution, else it is a back arc). Similarly, since we are only
dealing with valid executions that obey sequential semantics for a single thread, all SS arcs between
metadata accesses to the same location are also forward arcs. Thus, the SS | JC' arc between X
and Y is a forward arc.

Examining the above two cases, we can conclude that for any two adjacent metadata accesses,
X and Y in the cycle, the SS | C arc is always a forward arc. However, a cycle needs at least one

back arc, which leads us to a contradiction. O]

A.2.2 TSO-like Consistency Models

Table A.2 gives the TSO axioms as presented by Hangal et al. [48] (except for the atom-
icity axiom which we generalized to describe any atomic operation, not just compare-and-swap
operations). We use them to present an axiomatic definition of TSO,; and TSOg,. Let axioms

ReadAny and WriteWrite be called the reordering axioms.



Table A.2 TSO axioms

Order Total order on all write accesses

VIV, W - (W) < Wh) vV (W), < W)
Atomicity No intervening accesses for atomic operations

VXY € Opiy, Xk & Oply - (X5 <al) V(o™ < XE)
Termination All write accesses eventually complete

Wi A (R} <,)™ = 3R], € (R, <,)>such thatW < R,
Value Read returns latest write from memory or store buffer

Val[R,] = Val[Maz<[Wk|Wk < R, UWi|W¥ <, RY]]

Memory Barrier

No reordering across a barrier

Xi <, M <, X, = X/, < Xj

ReadAny

(Reordering Axiom 1 of 2)

Accesses cannot pass outstanding reads

Ry <, Xi = RYy < X}

WriteWrite
(Reordering Axiom 2 of 2)

Writes cannot pass outstanding writes

Wi <, Wi =W, <Wj
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Definition 16. 750O,;. An execution conforms to TSO,; if it is a valid execution and it obeys all

the TSO axioms with respect to all data and metadata accesses. Such an execution is also called a

TSSO, -consistent execution.

Definition 17. 750,,;,. An execution conforms to TSOg,, if it is a valid execution and it obeys

reordering axioms of TSO with respect to its data accesses and the rest of the axioms with respect

to all its accesses. Such an execution is also called a 7SO,,;,-consistent execution. Thus, the

reordering axiom in TSO, are:

ReadAny : Rf4_d <p Xg.d = RiAd < Xg_d

WriteWrite : Wi, <, W o= W4, < Wk,
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A.3 Equivalence of TSO,;,;, and TSO,;

Theorem A.2. If a program is safely supervised, then for any TSO ju1,-consistent execution, E;

there exists a result-equivalent TSO,;-consistent execution, F'.

Proof.

Sketch. We first give an overview of the proof. We begin by examining the execution order edges
in E that violate TSO,; axioms. Since F still obeys TSOgy,+4, these edges can only correspond
to the reordering (ReadAny and WriteWrite) axioms. We then ‘fix’ these ‘errant’ edges without
changing the result of the execution. Thus, we would end up with an execution £’ such that it has

the same result as & while obeying all the axioms of 7'SO,;;. We fix the edges in two steps.

1. Violations that arise out of SS edges are fixed by reordering them in the execution order. As
observed by Shasha and Snir [ 19], reordering edges in the execution order does not change
the execution’s result as long as the conflict order is maintained. While Shasha and Snir use a
P|JC graph, we use an SS'| J C' graph instead and show that cycles that prevent reordering

SS edges do not arise.

2. Violations that arise out of non-SS program order edges are fixed by reordering the two ac-
cesses in program order. This is possible since safe supervision allows an equivalent program

order in which non-SS edges are oriented in the opposite direction.

We now present the proof. We are given a TSOg,,-consistent execution, [ of program P.
Hence, all (data and metadata) accesses in £ obey the axioms of TSOg,;,. We can assume that
there exists some accesses in £ that do not obey the axioms of TSO,;. Otherwise, the proof is
trivial, since B/ = FE.

Since accesses in E obey TSOg,, axioms, they (trivially) obey the non-reordering axioms
of TSO,; (i.e., Order, Atomicity, Termination, Value and Memory Barrier) as well. Hence, the
only TSO,; axioms that are violated by accesses in £ are the reordering axioms (ReadAny and
WriteWrite), i.e., there exists accesses X and Y (at least one of which is a metadata access) such
that X <, Y and Y <p X. We have two cases: (X,Y) € SS (SS violation) and (X,Y) & SS

(non-SS Violation).
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Figure A.4 Constructing a new execution order, £”

Case 1: SS Violation ((X,Y) in SS and Y <p X). In order to fix this violation, we construct

a new result-equivalent execution order £” wherein X <pg» Y. Thus, we would have a TSO 44,

execution that has one less SS violation compared to E.

We construct the new E” using the following rules (Figure A.4 illustrates with an example):

1.

2.

X <g» Y,Y is moved down to below X

U<gV <gY = U <grV <gr X, Execution order for accesses prior to Y does not

change.

X <pU<gV =Y <gvU <g» V, Execution order for accesses after X does not change.

Y <p U <g V,U and V are reachable from Y in SS|JC = Y <pg» U <p» V, Accesses
reachable from Y are moved down along with Y to after X, if necessary (Y'1, Y2 and Y3 in

Figure A.4).

U <g V <g X, either of U or V is not reachable from Y in SS|JC = U <p» V <p» X,
Accesses that cannot be reached from Y are not moved in the execution order (£ and X1 in

Figure A.4).

We make the following observations from the construction.
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o Valid TSO 4., Order. Note that rules 1 and 4 cannot both be applied to the same pair of
accesses. If they do, it implies that there exists a path in SS|JC graph from Y to X and
since X <y, Y, we have a cycle in SS'|J C consisting of X and Y (contradicting Lemma
A.1). The rest of the rules cannot lead to conflicting requirements. Hence, the new execution

is also TSOy,,-consistent.

o E"isresult-equivalent to E. The construction also ensures that except for (X, Y),if (U, V) €
SS|JCsuchthat U <g V then U <g~» V. Since, (X,Y’) & C, this implies that the conflict
order for £ could constitute the conflict order for E” too. Since the SS-order is not altered
by the construction, the SS|JC graph for E” is identical to that of £. Hence, they are

result-equivalent.

o E" has one less TSSO, violation than E. Our construction of " removes the SS violation
pertaining to accesses X and Y. We argue that it does not add any new TSO,; violations.
The atomicity, termination and value axioms are not violated since we do not alter the conflict
order of the execution. The barrier axiom is not violated since the only changes to execution
order happen between X and Y and it is not possible for a barrier to exist between X and Y
since Y <p X. The order axiom is trivially obeyed since we still have a total order of all
accesses. Finally, no new reordering axiom violations are possible, since we do not reorder
execution order edges for the SS|JC arcs except for the (X,Y) arc. Thus, we conclude
that £” removes the SS violation pertaining to accesses X and Y and does not add new

violations.

By repeating the above construction for all the SS violations in the execution order, we can
obtain an execution order, £’ that only has non-SS violations.
Case 2: Non-SS Violations ((X,Y) € SSand Y <p X). Itis trivial to fix these violations since
we can consider an equivalent program order P’ of execution £’ such that Y <, X (by the safe
supervision property). We have Y <, X and Y <z X and hence, it obeys the TSO,; reordering
axiom.

Thus, we have a result-equivalent TSO,;-consistent execution, £’ ]



Appendix B: Supplements for TokenTM (Chapter 3)

Table B.1 TokenTM Raw Numbers

o 8

£ 3

n 2| 9

: | 5| g|°
5 E 2, S5 2
= 3 O 212 8
= — = ot
— m 5]
=] ) o = =] Law
Benchmark Z = — Z|Z B
Barnes 130596239 | 7295956 | 416498 2558 144
Cholesky 469625925 | 21290638 49614 | 59932 2585
Radiosity 326507990 | 13940078 | 188935 | 21480 1502
Raytrace 369616363 | 20579342 | 664652 | 477871 840
Delaunay 741023343 | 43072330 | 3080152 | 15952 | 4410
Genome 328790251 | 21674275 | 529154 | 100115 644
Vacation-low | 184286704 | 15509743 | 1392103 | 16399 7650
Vacation-High | 234269204 | 17419368 | 1912052 | 16399 | 10072
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Table B.2 Total Execution Time for Non-TokenTM systems

Benchmark LogTM-SE_2xH3 | LogTM-SE_4xH3 | LogTM-SE Perf | TokenTM-NoFast
Barnes 7599278 7604216 7489130 7225551
Cholesky 20875984 20895398 20992730 25230027
Radiosity 13839702 13575334 13684805 14407653
Raytrace 22069633 21990985 22189402 46044895
Delaunay 433072706 246450094 42143542 43103580
Genome 21415286 20777861 20423043 23600657
Vacation-low 20902399 15128934 14934591 15727445
Vacation-High 26571940 17714512 16067373 17504944




Appendix C: Supplements for StealthTest (Chapter 4)

Table C.1 Fork Performance Overhead Raw Numbers (Response Rate (requests/sec),+)

Request Rate (/sec) | ForkIV(0%) | ForkIV(1%) | ForkIV(10%) | ForkIV(100%)
100 100,0 100,0.1 100,0 100,0.2
200 200,0.1 200,0 200,0 200,0.4
300 300,0 300,0 300,0 300,0.1
400 400,0 400,0 400,0 400,0.3
500 500,0 500,0 500,0 500,0.2
600 600,0 600,0 600,0 600,0.1
700 700,0.1 700,0.1 700,0 700,0.1
800 800,0 800,0.1 800,0.1 800,0.1
900 900,0 900,0 900,0 818,68
1000 1000,0.1 932,92 1000,0.1 596,16
1100 1100,0 1059,92 1100,0.3 595,27
1200 1200,0 1134,71 1110,82 568,16
1300 1300,0.3 1220,93 920,106 581,18
1400 1400,0.2 1342,72 657,6 574,23
1500 998,135 737,77 644,13 561,24
1600 761,75 678,37 650,9 590,84
1700 664,16 664,7 644.,8 567,54
1800 653,14 648,11 638,407 556,36
1900 655,14 655,10 633,13 570,62
2000 646,7.6 646,8 643.4 597,45
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Table C.2 Stamp Performance Comparison, Execution Time (in secs), £
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Benchmark |  None | ForkIV-10? | ForkIV-10? | ForkIV-10! | StealthIV-10® | StealthIV-10? | StealthIV-10*
Genome 5.7,0.2 11.8,0.8 7.2,0.8 59,04 5.2,0.2 5.6,0.4 5.5,0.2
Intruder 38.1,0.8 117.8,3.6 54.0,0.6 40,0.8 39.2,1.0 39.2,0.7 38.7,0.5
Vacation 18.6,0.2 62.1,0.5 33.4,0.2 20.4,0.4 18.6,0.4 19.0,0.8 18.5,0.1
Yada 23.0,0.2 65.0,1.8 35.9,3.8 27.4,0.8 23.1,0.6 23.1,0.5 23.0,0.1
Table C.3 Bugbench Execution time (100% test rate) in microseconds

Benchmark Base StealthIV

ncompress/compress 665.709000 +/- 5.536953 673.541000 +/- 6.060347

ncompress/decompress 21.223000 +/- 0.439292 21.301698 +/- 0.404759

gzip 334.345000 +/- 1.692509 344.528000 +/- 3.232755

man 1559.722000 +/- 5.329743 | 1599.493000 +/- 32.478073

poly 99.131000 +/- 0.891506 99.987940 +/- 1.478490

bc 367.868000 +/- 1.143628 366.796797 +/- 1.732638
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Appendix D: Supplements for Supervised Memory (Chapter 5)

Total Area Estimation for OpenSPARC T2 at 90nm:

Area of OpenSPARC T2 at 65nm: 503 million transistors, 342 mm?

Area of OpenSPARC T2 at 90nm: 279 million transistors, 379 mm/?

Linear Approximation for area of T2 at 90nm = 503/279 x 379 = 683mm?

Table D.1 Area Estimates for Memory Arrays that are not modified in TSO g, (in mm?)

Module Num Instances | Area per Instance | Total Area
Integer Register File (IRF) 256 0.16 40.96
Instruction TLB (ITLB) 8 0.018 0.144
Data TLB (DTLB) 8 0.026 0.208
ICache Data Array (ICD) 8 0.277 2.21
Floating point Register File (FRF) 8 0.277 2.21
ICache Tag Array (ICT) 8 0.292 2.34
DCache Tag Array (DCT) 8 0.292 2.34
DCache Valid Array (DVA) 16 0.064 1.02
L2-Cache VUAD register file 8 0.122 0.96
DMU Register File 128*32 1 0.175 0.175
DMU Array 1 0.182 0.182
DMU Register File 512*60 1 0.179 0.179

Total 52.93
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