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Support Vector Machines for Data Fitting and Classification

David Musicant with Olvi Mangasarian

Support vector machines are applied to data fitting and classification

problems as follows.

The robust Huber M-estimator, a cost function that is quadratic for small

errors and linear otherwise, is modeled exactly by an easily solvable

simple convex quadratic program for both linear and nonlinear support

vector estimators. Results are shown on problems with as many as 20,000

data points, with considerably faster running times on larger problems.

The problem of tolerant data fitting by a nonlinear surface, induced by a

kernel-based support vector machine, is formulated as a linear program

with fewer number of variables than that of other linear programming

formulations. A new "row-column" chunking algorithm is implemented for

solving problems with very large datasets. Comparative numerical results

indicate an average time reduction as high as 26.0%, with a maximal time

reduction of 79.7%.  Additionally, linear programs with as many as 16,000

data points and more than a billion nonzero matrix elements are solved.

Finally, a new approach to support vector machine classification (ASVM) is

presented. With no special optimization tools, ASVM is shown to quickly

solve massive problems of up to 7 million data points.

Web links:

Robust regression: ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-09.ps 

Tolerant regression: ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-02.ps 

ASVM: ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/00-04.ps 

Smooth Support Vector Machines & Breast Cancer  Prognosis  with Chemotherapy

Yuh-Jye Lee with Olvi Mangasarian & William H. Wolberg

Smoothing methods, extensively used for solving important mathematical

programming problems and applications, are applied here to generate and

solve an unconstrained smooth reformulation of the support vector machine

for pattern classification using a completely arbitrary kernel. We term such

reformulation a smooth support vector machine(SSVM). A fast Newton-Armijo

algorithm for solving the SSVM converges globally and quadratically. Numerical

results and comparisons are given to demonstrate the effectiveness and speed of

the algorithm. On six publicly available datasets, tenfold cross validation

correctness of SSVM was the highest compared with four other methods as

well as the fastest. On larger problems, SSVM was comparable or faster

than SVMlight, SOR and SMO. SSVM can also generate a highly nonlinear

separating surface such as a checkerboard.

A support vector machine is utilized for breast cancer prognosis with

chemotherapy as follows. First a linear support vector machine

is used to extract 6 features from a total of 31 features for each of

253 breast cancer patients in the process of classifying the patients into lymph

node-positive and node-negative. The 6 features were then used in a Gaussian

kernel nonlinear SVM to classify the patients into three prognostic groups:

good, intermediate and poor. Very well separated Kaplan-Meier survival curves

were constructed for the three groups with pairwise p-value of less than

0.009 based on the log rank statistic. New patients can be assigned to one of

these three prognostic groups with its associated survival curve, based only on

6 features obtained before and during surgery, but without the potentially

risky procedure of removing lymph nodes to determine how many of them have

metastasized.

Web links:

ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-03.ps 

ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-10.ps 
Concave Minimization for Support Vector Machine Classifiers:

Unlabeled Data Classification & Data Selection 

Glenn Fung with Olvi Mangasarian.

Concave minimization is used here to address two different issues 

related to support vector machine classifiers:

(i) An approach to classify unlabeled datasets is proposed. A small 

representative percentage (5% to 10%) of the unlabeled data is 

chosen by a clustering algorithm and given to an expert or 

oracle to label. Then, a linear support vector machine is trained

using the small labeled sample while simultaneously assigning

the remaining bulk of the unlabeled dataset to one of two

classes so as to maximize the margin (distance) between

the two bounding planes that determine a separating plane

midway between them. This latter problem is formulated as 

a concave minimization problem on a polyhedral set and solved

quickly by 4 to 7 linear programs.

(ii) The problem of extracting a minimal number of data points from 

a large dataset, in order to generate a support vector machine 

(SVM) classifier, is formulated as a concave minimization problem 

and solved by a finite number of linear programs.  

This minimal set of data points, which is the smallest number

of support vectors that completely characterize a separating

plane classifier, is considerably smaller than 

that required by a standard 1-norm support vector machine with 

or without feature selection. This makes MSVM a useful incremental 

classification tool which maintains only a small fraction of a large 

dataset before merging and processing it with new incoming data.

Web links:
ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/00-02.ps 

ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-05.ps 

Challenges in Scalable Data Mining: Support for DB-Backed Web Sites

Raghu Ramakrishnan

Data mining has come of age on the Web.  There are numerous companies

providing data mining tools and integrating these tools into 

various applications.  In this talk, I will discuss why data mining

is needed for Web applications, specifically, for personalization.

I will motivate and describe several problems that merit further

research.  This talk will also provide background for the

DEMON project, which Venkatesh Ganti will talk about later.

Model Maintenance in Dynamic Environments

Venkatesh  Ganti with Raghu Ramakrishnan, Johannes Gehrke & Mong Li Lee
In practice, the input to a data analysis process resides in a large

data warehouse. These warehouses are characterised by two types of

dynamic behavior. First, they are kept up-to-date through periodic or

occasional addition and deletion of blocks of data. Second, the query

workloads change dynamically. In this talk, we discuss our efforts in

addressing issues arising due to these two dynamic characteristics.

First, we consider systematic data evolution through addition or

deletion of blocks of data and introduce a new dimension called the

data span dimension, which allows user-defined selections (through

regular expressions) of a temporal subset of the database. Taking this

new degree of freedom into account, we describe efficient algorithms

for maintaining data mining models.

Second, we consider a dynamically changing workload of aggregate

queries over a decision support system that provides approximate

answers. We introduce a new class of samples for approximately

answering queries called icicles that tune themselves to a dynamic

workload. Intuitively, the probability of a tuple being present in an

icicle is proportional to its importance for answering queries in the

workload. Consequently, the accuracy of approximate answers obtained

by using icicles is better than a static uniform random sample.

Web links:
ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/99-07.ps 

http://www.cs.wisc.edu/~vganti/demon/icicles.ps  (Preliminary draft)
Set Containment Joins: The Good, the Bad and the Ugly 

Jeff Naughton with Karthikeyan Ramasamy, Jignesh Patel & Raghav Kaushik
Today, even if the data being mined is stored in a relational database

system, the first step of the mining process is to unload the data

into a file, then run the data mining algorithms over that file.

In our research we are exploring the feasibility of moving mining

functionality into relational database systems.  It appears that 

doing so will require efficient support for set-valued attributes.

In this talk we will discuss one particularly challenging operation

over set-valued attributes: set containment joins.  Evaluating these

joins is difficult, and naive approaches lead to algorithms that are

very expensive.  We have developed a new partition based algorithm for

set containment joins, PSJ, which uses a replicating multi-level

partitioning scheme based on a combination of set elements and

signatures.  A detailed performance study of an implementation of this

algorithm in the Paradise object-relational database system shows that

this algorithm outperforms previously proposed set join algorithms over

a wide range of data sets.
Web link:
http://www.cs.wisc.edu/~ramasamy/paper/set-joins-vldb .{ps,pdf}. 

Interior Point Methods for Massive Support Vector Machines

Todd Munson  with Michael Ferris.

We investigate the use of interior point methods for solving quadratic

programming problems with a small number of linear constraints where

the quadratic term consists of a low-rank update to a positive

semi-definite matrix.  Several formulations of the support vector

machine fit into this category.  An interesting feature of these

particular problems is the volume of data, which can lead to quadratic

programs with between 10 and 100 million variables and a dense Q

matrix.  We use OOQP, an object-oriented interior point code, to solve

these problem because it allows us to easily tailor the required

linear algebra to the application.  Our linear algebra implementation

uses a proximal point modification to the underlying algorithm, and

exploits the Sherman-Morrison-Woodbury formula and the Schur

complement to facilitate efficient linear system solution.  Since we

target massive problems, the data is stored out-of-core and we overlap

computation and I/O to reduce overhead.  Results are reported for

several linear support vector machine formulations demonstrating the

reliability and scalability of the method.

Web link:
ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/00-05.ps 

Improving the Performance of Data Envelopment Analysis Models

Meta Voelker with Michael Ferris.

Data Envelopment Analysis (DEA) is a technique for evaluating the 

efficiency of a set of producers in which a linear programming problem is

solved for each producer evaluated.  The essential idea is to extract

hidden information from a huge set of data.  We describe a new modeling

approach for DEA, prototyped within the GAMS modeling language and

exploiting the CPLEX callable library, that appears to significantly

outperform previous implementations.

Since many different DEA formulations exist, the modeling format is

very general, allowing both primal and dual models, and arbitrary

additional constraints to be added.  The solver interface exploits the

similarity between the set of linear programs posed, and modifies

appropriately chosen formulations to generate solution speed.  In

addition, we will outline how to use Condor, a resource manager that

makes use of idle network machines, to speed up the solution process even

further.

Optimization of Gamma Knife Radiosurgery

Michael Ferris with David M. Shepard
The Gamma Knife is a highly specialized treatment unit that provides

an advanced stereotactic approach to the treatment of tumors,

vascular malformations, and pain disorders within the head.  Inside

a shielded treatment unit, beams from 201 radioactive sources are

focused so that they intersect at the same location in space,

resulting in a spherical region of high dose referred to as a shot

of radiation.  The location and width of the shots can be adjusted

using focussing helmets.  By properly combining a set of shots,

larger treatment volumes can be successfully treated with the Gamma

Knife.

The goal of this project is to automate the treatment planning

process.  For each patient, an optimization seeks to produce a dose

distribution that conforms closely to the treatment volume.  The

variables in the optimization can include the number of shots of

radiation along with the size, the location, and the weight assigned

to each.  Formulation of such problems using a variety of

mathematical programming models is described, and the solution of

several test and real-patient examples is demonstrated.
Web link:
ftp://ftp.cs.wisc.edu/pub/dmi/tech-reports/00-01.ps 
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