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This is the file format description of account usage data loaded into a database, which is the repository for usage information for all projects. This information is used to prepare required reports to the appropriate agencies and is accessible to individual users. Some information in this file is specific to the resource for which account usage data is being reported. For example, the header record contains a unique field identifier for each system. This type of information will be provided for inclusion in this file for each new resource. 

The file consists of 3 types of records:

· HEADER 

· DATA

· TRAILER

HEADER RECORD

The header record is used to provide information about the system from which the data was collected, the time period of the data, the accounting type, etc. Only one header record exists. It consists of 6 fields in the following format with each field being delimited with a “;” and the end of record delimited with a “;;”

Field1;Field2;Field3;Field4;Field5;Field6;;

Field1
-
Indicates whether the data represents charges or refunds



to the users. The possible values for this field are



"Charges" or "Refunds".

Field2
-
The machine or system identifier. This is currently a 



2 character string.

Field3
-
Beginning date/time of accounting period in the form



yyyymmdd:hhmmss

Field4
-
Ending date/time of accounting period in the form



yyyymmdd:hhmmss

Field5
-
Not currently being used; kept for historical purposes



and for the possibility of the need for an additional



field sometime in the future.

Field6
-
Type of accounting. We support both conventional UNIX



process accounting as well as SGI IRIX session accounting.



Possible values for this field are "SESS_ACCT" or "PROC_ACCT"

Example:

Charges;bs;19971230:000000;19971230:000000;00000000;SESS_ACCT;;

DATA RECORD

Data records contain usage information. Each record identifies the user, the project, the amount of usage, etc. Data records have either 9 or 11 fields, depending on the type of accounting, which each consist of 2 parts; the name of the field and the value of the field. The name and value pairs are delimited by a ":" and the fields are delimited by a ";". The end of record delimiter is  “;;”. All name:value pair fields are required. However, values for all fields are not. Fields that require a value are labeled as such. The value portion of a field can be NULL. For example, the name:value pair “concurrency:;” is legal.

For any field that required the values to be in scientific notation, use the format X.XXXXe[+-]XX.  For example, 91234000 would be represented as 9.1234e+07.

Field1;Field2;Field3:Field4;Field5;Field6;Field7;Field8;Field9;Field10;Field11;;

Field1

(value required)

   Name-
"user"

   Value-
UNIX login name

Field2

   Name-
"name"

   Value-
UNIX login name (redundant but kept for historical purposes)

Field3

(value required)
   Name-
"psn"

   Value-
variable length character string project identifier

Field4

(value required)

   Name-
"queue"

   Value-
variable length character string representing the type of

job. Values can be "interact", "batch", "batch_queue_name".  For process accounting (PROC_ACCT), use the “batch” queue type.

Field5

(value required)
   Name-
"cpu"

   Value-
CPU time in hours (scientific notation)

Field6

   Name-
"mem"

   Value-
average memory used in MB (scientific notation)

Field7

   Name-
"conn"

   Value-
Connect time in hours (scientific notation)

Field8

(value required)
   Name-
"su"

   Value-
Service Units in hours (scientific notation)

Field9

   Name-
"concurrency"

   Value-
Integer number representing number of processors used



(scientific notation)

Field10
(value required) (This field only exists if accounting type is SESS_ACCT)

   Name-
"service_type"

  Value-
Character string representing the type/level of service

Field11
(value required) (This field only exists if accounting type is SESS_ACCT)
   Name-
"sess_id"

   Value-
Numeric session identifier

Example:

user:jgirart;name:jgirart;psn:rri;queue:batch;cpu:6.6922e-02;mem:1.4755e-02;

conn:0.0000e+00;su:5.7553e02;concurrency:0.0000e+00;service_type:sess_interact;

sess_id:2384;;

TRAILER RECORD

Only one trailer record exists. The record is used to provide a summary. The record has fields which consist of 2 parts; the name of the field and the value of the field. The name and value pairs are delimited by a ":" and the fields are delimited by a ";"

Field1;Field2;Field3:Field4;;

Field1

   Name-
"totalcpu"

   Value-
total CPU time of all usage in hours (scientific notation)

Field2

   Name-
"totalmem"

   Value-
total memory used in MB (scientific notation)

Field3

   Name-
"totalconn"

   Value-
total connect time in hours (scientific notation)

Field4

   Name-
"totalsu"

   Value-
total Service Units in hours (scientific notation)

Example:

totalcpu:2.1248e+01;totalmem:7.2346e+02;totalconn:0.0000e+00;totalsu:1.8273e

+01;;

NOTES

Data records can represent total usage for a user/project/service type combination during the accounting period or the file can contain multiple data records for all occurrences of a user/project/service type combination activity. Note however that usage for a user charged to multiple projects or representing different service types should not be combined into one record.

All users whose usage is being reported and all projects that are to be charged are presumed to have already been defined in the database.

If no usage exists for a machine on a particular day, an “empty” usage file containing only the header and trailer should be generated.

